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Introduction


About NethSecurity

NethSecurity is an Unified Threat Management (UTM) solution that provides a comprehensive suite of security features, including firewall, content filtering, deep packet inspection (DPI) using Netifyd, hotspot, VPN, and an optional remote controller.
It is designed to be easy to install and configure, making it a good choice for both small and medium-sized businesses (SMBs) as well as enterprise organizations.

NethSecurity is based on OpenWrt [https://openwrt.org], a popular Linux distribution for embedded devices. This gives it a number of advantages, including:


	flexibility: it can be installed on a wide range of hardware


	customization: it can be customized to meet the specific needs of each organization


	community support: it benefits from the large and active NethServer community [https://community.nethserver.org]




NethSecurity includes a variety of security features, including:


	Firewall: NethSecurity’s firewall provides stateful packet inspection and filtering to protect networks from unauthorized access


	DNS content filtering: NethSecurity’s content filtering feature blocks users from accessing inappropriate or malicious websites


	Deep Packet Inspection (DPI): NethSecurity uses Netifyd to perform DPI, which allows it to inspect the contents of packets and identify malicious or unwanted traffic


	Icaro hotspot [https://nethesis.github.io/icaro/]: Iedalo hotspot is a captive portal solution that can be used to manage and authenticate users on wireless networks.


	VPN: OpenVPN, IPSec and Wireguard are popular open-source VPN protocol that can be used to create secure tunnels between networks.


	Remote controller: NethSecurity offers a remote controller feature, enabling administrators to centrally manage multiple NethSecurity installations from a single interface.


	Privacy Policy: to address privacy requirements, use this command to enable a Privacy Policy link on the homepage.




In addition to these security features, NethSecurity also includes a number of other features, such as:


	quality of service (QoS): NethSecurity’s QoS feature allows administrators to prioritize traffic and ensure that critical applications always have the bandwidth they need.


	IPv6 support: NethSecurity supports IPv6, the next-generation internet protocol






Get support

You want to know more or look for some help?
Check out our great community [https://community.nethserver.org]!

If you’re looking for more technical details, take a look to the developer manual [https://nethserver.github.io/nethsecurity/].

Bugs can be discussed and reported inside the community forum [https://community.nethserver.org].
A public issue tracker is available at GitHub [https://github.com/NethServer/nethsecurity/issues].





            

          

      

      

    

  

    
      
          
            
  
Release notes

NethSecurity releases changelogs.


	List of known bugs [https://github.com/NethServer/nethsecurity/issues?q=is%3Aissue%20is%3Aopen%20type%3ABug%20]


	Discussions around possible bugs [http://community.nethserver.org/c/bug]





Major changes on 2026-03-25

Image version: 8.7.2 (based on OpenWrt 24.10.5)


Warning

If you are restoring a backup from version 8-24.10.0-ns.1.6.0 or earlier, please check the section Restore backup from older versions
at the end of this section.



New Features


	Real-time network flow monitoring: visualize active flows with detailed metrics (source, destination, protocol, application, bandwidth) through the refactored netifyd engine integration.


	Network scan improvements: added sorting and filtering capabilities for network scan results, similar to static and dynamic leases.


	WireGuard peer MTU configuration: allow MTU editing for WireGuard peers to optimize connections on networks with specific constraints.




Improvements


	Updated nginx to upstream version to improve security posture and reduce false-positive vulnerability detections.


	Threat Shield DNS: removed confidence indicator from community-based blocklists to reduce confusion; confidence indicator now only displayed for enterprise Yoroi lists.


	Scan Network: improved visibility of IP reservations and fixed hostname resolution for all scanned devices.




Bug Fixes


	Reverse Proxy: fixed inconsistent default certificate behavior; now correctly applies default certificate across both administration interface and reverse proxy services.


	WireGuard: fixed DNS responses not reaching clients due to incorrect address format (missing CIDR notation).


	WireGuard: removed duplicate empty entries in allowed_ips list configuration.


	WireGuard: fixed issue where WireGuard zone was incorrectly available for other interface types.


	Port Forwarding: fixed UI validation for “ALL” protocol selection; now properly disables port fields and prevents mixing with other protocols.


	Snort/IPS: fixed configuration failure on systems with more than 16 logical CPU cores; now correctly limits thread and queue count to maximum of 16.


	Flashstart: fixed bypassed IPs still being redirected to catch-all DNS rule; bypasses now properly elude catch-all filtering.


	Flashstart: changed from forceful firewall restart to graceful reload when updating ProPlus configuration, preventing connection drops during updates.


	OpenVPN Roadwarrior: added certificate renewal functionality and expiration date visibility (CA and server certificates); warnings displayed for certificates within one month of expiration.


	MultiWAN: fixed rule editing to retain previously configured source and destination options instead of reverting to defaults.


	QoS: fixed inverted upload/download bandwidth values for non-WAN (LAN) interfaces.


	Network bonding: added default link monitoring settings (MII monitoring every 100ms) to ensure active-backup mode correctly switches to backup interface.


	Migration: fixed firewall rules wrongly tagged as “automated” after migration; rules are now correctly editable.


	Network interfaces: fixed VLAN regex matching issue after migration where VLANs on bridges (e.g., br111.112) were incorrectly parsed as bridges.


	DPI: fixed logging limit configuration; hardcoded proper nftables rate syntax to prevent firewall reload failures.


	PPPoE: fixed pppd crashes with SIGILL during LCP negotiation on specific ISPs; disabled FORTIFY_SOURCE to resolve memcpy issues.


	WireGuard default gateway: fixed missing default gateway after tunnel disconnection on single-WAN systems; assigned proper default metric for WAN interfaces.


	WireGuard setup: fixed silent failures when public IP cannot be resolved; now handles DNS resolution failures gracefully without blocking installation.





Restore backup from older versions

When restoring a backup from version 8-24.10.0-ns.1.6.0 or earlier, the UI and reverse proxy could be unavailable because nginx fails to start.
In this case, you can check for any issue by running:


/usr/sbin/nginx -c /etc/nginx/uci.conf -T




You may encounter an nginx configuration error:

"module \"ngx_http_ubus_module\" is already loaded"





This happens because the old backup contains the file `/etc/nginx/module.d/luci.module`, which conflicts with the new upstream nginx version.
To fix, run:

rm -f /etc/nginx/module.d/luci.module && /etc/init.d/nginx restart








Major changes on 2025-10-30

Image version: 8.7.1 (based on OpenWrt 24.10.3)

Bug Fixes


	Fixed issue where dnsmasq could be stopped by keepalived even when not in HA mode.






Major changes on 2025-10-29

Image version: 8.7.0 (based on OpenWrt 24.10.3)

New Features


	High Availability is now production-ready after extensive testing and redesign, the design has changed from the beta version and requires reconfiguration.


	New WireGuard tunnel UI for creating and managing VPNs directly from the interface, with support for multiple servers and sharing via file or QR code. Existing command-line WireGuard tunnels are automatically migrated to the new UI.


	Improved DDoS and flood protection handling; configuration centralized under Threat Shield IP.


	Added local URL allowlist to Threat Shield DNS for more granular control.


	Automatic configuration templates introduced for GUEST and DMZ zones.


	Added option to download unencrypted backups locally using a dedicated button.


	Manually configured DNS servers now always take precedence over those provided by the ISP via DHCP or PPPoE.


	Improved DHCP behavior with FlashStart: no need to define DNS in DHCP options when FlashStart is active.


	System-generated port forwarding rules are now visible but read-only, clearly marked as automated.


	Threat Shield IP automatically whitelists Nethesis enterprise service IPs to prevent false positives.


	Added support for IPSec DH Groups 19, 20, and 21.


	Added unit-group access control, IP-based restrictions, performance optimizations, and UI improvements in the controller.


	Controller data and logs are now transmitted through the VPN tunnel for improved security.


	Added unit description field synchronized between units and controller.


	Added MTU configuration to resolve connectivity issues on low-quality networks.


	Introduced remote support access (nethsupport) via temporary code; no credentials or 2FA required, with automatic revocation after session end.




Bug Fixes


	Fixed enabling/disabling of port forward rules via the kebab menu when domain set objects are configured.


	Improved port forward validation to reject invalid IPs when a destination port is defined.


	Fixed OpenVPN tunnels with LZO compression failing to start.


	QoS and MultiWAN configurations now correctly update when a WAN interface is removed.


	DPI rules now correctly block ICMP traffic; resolved startup segfault and improved performance under load.


	Fixed kebab menu functionality in port forwarding when domain sets are used in the “limit access to” section.


	Reverse proxy certificate usage indicators now show the correct status.


	Fixed controller issue where 2FA could activate after canceling setup; now only activates after successful OTP confirmation.


	DHCP server now replies with a single message per request when multiple dnsmasq instances are configured.






Major changes on 2025-06-30

Image version: 8-24.10.0-ns.1.6.0

New Features


	High Availability: added support for two-node clusters in backup mode. automatic failover within seconds. configured via command line.


	Flashstarto ProPLus: added support for multi-profile configurations, dynamic blocklists, and improved dns client management.


	Security wizard: assists with initial security setup (password, ssh, and ui). appears after login if not yet completed and can be skipped.


	Automatic persistent storage for logs: free disk space is auto-assigned to logs by default, preventing log loss during reboot. admins can change the destination.


	Threat Shield: blocked ip management from the ui: added interface to view, search, and unblock ips. ipv4 and ipv6 blocklists manageable from the ui.


	Service center sync status: subscription page now shows connection status, last sync time, and a “sync now” button.


	SNAT limited by interface: allows SNAT rules on specific network interfaces. simplifies advanced routing and failover setups. manageable via ui.


	Static leases filtering: added filter for dhcp static leases by interface for easier management of complex setups.


	Version in migration logs: migration logs and exports now include migration tool and destination system versions.




Bug Fixes


	OpenVPN: fixed issue where renamed/deleted ad users could still access with old credentials. access tracking now updates correctly.


	Firewall: prevented firewall zone names starting with numbers: avoids rule application issues.


	Port forward: allows port forwarding without specifying a destination address.


	Certificates: possible to delete let’s encrypt requests even if still pending.


	OpenVPN: net-to-net openvpn tunnels with hyphens in the name can now be modified after migration.


	Logs: fixed issue where logs could occupy root filesystem after a restore.


	OpenVPN RW: adjusted renegotiation to prevent unexpected disconnections for certain authentication methods.






Major changes on 2025-04-10

Image version: 8-24.10.0-ns.1.5.1

Bug fixes


	Bond: fixed issue with bond interfaces not having proper kernel module loaded


	Real-time traffic: adjusted traffic values to be more accurate across tables


	Threat Shield DNS/IP: removed graphic issue where more lists appears to have been enabled than the actual ones


	Monitoring: removed WAN ip display if the interface is offline


	UI: doubled the speed of the UI compressing the data sent to the browser








Major changes on 2025-04-08

Image version: 8-24.10.0-ns.1.5.0

This release addresses a bug spotted in the previous release due to strengthening of the API backend.

No additional changes have been made from the 1.5.0-rc1 to this release.





Major changes on 2025-03-28

Image version: 8-24.10.0-ns.1.5.0-rc1

This release contains new User Interfaces for services previously accessible only via Command Line, along with security enhancements and bug fixes.

New features and improvements


	IPS: UI has been released


	Threat Shield DNS: UI has been released


	IP/MAC Binding: UI has been released


	Netify Informatics: UI has been released released for service registration


	FlashStart DNS: Implementation improvements. NethSecurity’s DNS management is now independent from the DNS used for FlashStart to avoid any interaction with firewall services. External DNS servers are no longer required for unfiltered networks.


	Various modifications have been made to strengthen the system, including: API hardening, SNMP service is now disabled by default, Backup management modifications (subscription only)




Bug fixes (this is a limited list of the most reported ones)


	Migration: OpenVPN device name issue when exceeding 16 characters


	Migration: Loss of configuration for OpenVPN tunnels with similar names


	Migration: Road Warrior client migration interruption if a user certificate is missing


	MultiWAN does not allow the firewall to send traffic outside if the lowest metric route is unavailable


	OpenVPN Tunnel JSON export includes only the first remote endpoint, omitting others


	Enabling logging in firewall rules can overload the CPU


	Netmap rules not loaded after a version update


	OpenVPN server web interface crashes if the user database is removed


	Firewall: “any” zone displayed as inactive


	Port forward: error when assigning an object with an IP range








Major changes on 2024-12-18

Image version: 8-23.05.6-ns.1.4.1

This release focuses on improved local monitoring and adds some experimental features.

New features and improvements


	The Realtime monitoring feature now allows users to filter traffic data by selecting a host and one of the following options: application,
remote host, or protocol


	Realtime monitoring: added latency and drop rate charts


	Improve Netifyd network configuration: the configuration has been updated to improve network performance by limiting the number of interfaces it inspects


	Ensure consistent hostname logging behavior in nginx logs: the nginx logs previously included the hostname twice, causing inconsistency inside Grafana


	MultiWAN: add routing rules for router initiated traffic


	FlashStart configuration is now automatically disabled if there is no active subscription


	Phonehome: collect statistics on the use of threat shield DNS




Experimental features

The following features are experimental and must be configured from the CLI:


	MAC Binding: introduced MAC binding via DHCP reservation to enhance network security by associating specific MAC addresses with designated IP addresses


	NUT support: configure UPS devices with NUT. This is not officially supported on machines with a subscription


	WireGuard configuration: configure WireGuard through the CLI, enabling management of multiple server instances and peers


	Intrusion Prevention System (IPS): introduced Snort configuration via the CLI, allowing users to manage rules and policies




Bug fixes


	Firewall rules: ipset reference not removed when modifying input rule


	Port forward: ipset reference not removed when modifying input rule


	Firewall objects: host set modifications not reflected in nft rules


	OpenVPN Road Warrior: fix route issue with bond management address


	Storage: disk was not displayed in UI after system update


	Flashstart: fixed and issue that prevented to send the heartbeat


	Migration: VPN accounts not visible if username contains uppercase letters


	Dashboard: incorrect error message despite successful API response


	Monitoring: error when OpenVPN RoadWarrior has an incomplete configuration


	Migration: PPPoE alias import fails with invalid argument error






Major changes on 2024-10-17

Image version: 8-23.05.5-ns.1.3.0

This release focuses on monitoring, migration improvements and better NethSecurity Controller integration.

Detailed changelog can be found here [https://github.com/NethServer/nethsecurity/milestone/5?closed=1]

New features and improvements


	Update to OpenWrt 23.05.5: see upstream changelog [https://openwrt.org/releases/23.05/notes-23.05.5]


	Centralized unit update management: from the controller it should be possible to update the unit seamlessly (packages and/or image)


	Real time monitoring page: create a comprehensive dashboard for NethSecurity monitoring


	Historical monitoring: historical monitoring allows the user to see how the firewall is behaving from the NethSecurity Controller


	Support virtual machine tools for KVM an VMware: remove all tools from the image and provide them as optional packages


	Port forward: support all objects inside restrict field: implement support for multiple object types in the “restrict access from” field


	Inventory, advanced usage statistics: gather anonymous statistics on system usage


	Improve Threat Shield UI: expose logging and brute force protection settings in the Threat Shield page


	NAT helpers UI: new NAT helper configuration page


	Remote support (ns-don): open netdata port (19999): add access to port 19999 from tunDON to allow viewing netdata UI from remote support sessions


	NAT rules: add “0.0.0.0/0 any address”: add “0.0.0.0/0 any address” option among destination address suggestions


	Zoned and policies: allow to set the logging policy for each zone


	DNS and DHCP page: search is now case insensitive


	OpenVPN Road Warrior: add a button to download all OpenVPN certificates associated with a specific Road Warrior instance


	UI: improves usability, navigation, layout, and visual elements on multiple pages


	Migration: at the end of the migration, a log file is created with all the actions performed, the log is available at /root/migration.log


	MultiWAN: improve default configuration to restore the uplink after all WANs losed connectivity




Bug fixes


	Migration: fix firewall rules that were using blue zone


	Migration: network configuration not migrated if alias has no gateway


	Migration: fixes firewall rules with “any” service migrate incorrectly


	Migration: fixes root password authentication flag incorrectly displayed


	Migration: rename VPN interfaces that caused a firewall error if the name was too long


	Migration: fixes missing account_email in ACME that caused a certificate renewal failure


	Migration: fixes wrong zone for OpenVPN and IPsec custom rules


	Migration: fixes incorrect reflection zone on port forward for VPNs


	Migration: remove custom zones on migration, zones are converted to CIDR networks


	Migration: fixes FlashStart not enabled on guest/blue interface


	Migration: fixes OpenVPN Road Warrior certificate not exported if CN contains the dot character


	Migration: correctly import OpenVPN Road Warrior users without ‘status’ prop


	OpenVPN Road Warrior: add client compression setting missing that was missing in .ovpn file


	OpenVPN Road Warrior: fix IP pool management


	OpenVPN Road Warrior: fix expired CRL that was causing a connection failure after 6 months


	OpenVPN tunnel between NS7 and NS8 cipher: connection was failing despite showing “connected”


	OpenVPN tunnel client: fix displayed mode


	OpenVPN tunnel client: wrong “bridged” mode as new default, new default is now r”outed”


	OpenVPN tunnel client resets cipher to AES-128-CBC: correctly set cipher without resetting it


	OpenVPN tunnel client: correctly set “tap” and “tun” mode on client tunnel creation


	Unable to disable legacy LuCI UI after system upgrade: fix LuCI UI disable option


	Controller connection (ns-plug): force cleanup of package cache and sync unit status


	Migration: improve in place migrate, add delay before image write to reduce issues when writing the kernel


	Conntrack: make sure counters is set: Avoid error from missing counters.


	Reverse proxy: correctly set default certificate


	Reverse proxy: fix configuration to allow access only from the specified network


	Netdata: mitigated issue with orphaned fping process continuing to ping removed IPs


	Cannot logout while a toast notification is shown: prevent toast notifications from blocking the account menu


	API server: fix restarting on package update


	Interface page fails with QoS enabled on PPPoE: improve validator on network configuration page


	Cannot duplicate a port forward: fix duplication of port forwarding rule


	Report: disable “open report” button when UI is displayed from the controller


	DPI report: fix crash on netifyd restart






Major changes on 2024-08-08

Image version: 8-23.05.4-ns.1.2.0

This release focuses on new features for subscriptions and improved user experience.

Detailed changelog can be found here [https://github.com/NethServer/nethsecurity/milestone/4?closed=1]

New features and improvements


	Update to OpenWrt 23.05.4: update OpenWrt to version 23.05.4 with relevant package and core changes


	Free Threat Shield lists for community: implement free Threat Shield lists for community users, enhancing overall threat protection


	Remote backup for all subscriptions: extend remote backup access to both Enterprise and Community subscriptions with additional backup information


	New script to update packages with logging and stable channel access: implement a new update-packages script with enhanced logging and force-stable flag


	Firewall objects: implement host set and domain set objects for enhanced firewall management


	Add objects support in MultiWAN rules: implement objects support in MultiWAN UI for source and destination addresses


	Add objects support in Port Forward rules: add objects support for destination address and restricted access in Port Forward rules


	Add objects support in Firewall rules: include objects support for source and destination addresses in Firewall rules


	OpenVPN Road Warrior IP reservation: improve handling of reserved IPs in OpenVPN configuration to prevent conflicts


	Backup: include installed package list in backup for easier restoration after image upgrade


	Let’s Encrypt certificate on web interface extra port: extend Let’s Encrypt certificate usage to the ns-ui extra port


	OpenVPN tunnel server: add option “remote-cert-tls” in exported file client configuration file


	Custom DNS for hotspot: add support for changing default DNS for hotspot


	Limited support for USB-to-Ethernet adapters: provide experimental support for USB-to-Ethernet adapters with manual driver installation


	Limited support for USB-to-Serial adapters: add experimental support for USB-to-Serial adapters with manual driver installation




Bug fixes


	Deny creation of certificates with already requested domains: prevent creation of duplicate certificates with the same domain


	Visual issue with DHCP objects in OpenVPN Road Warrior: fix missing fields and display errors in DHCP options


	Cannot create reverse proxies: fix nginx configuration validation failure when creating reverse proxies


	Limit interface names to 13 characters: prevent mwan failure due to long interface names


	OpenVPN, unable to remove reserved IP for Road Warrior client: fix issue where reserved IP cannot be removed for Roadwarrior clients


	UI crash with over 3000 conntrack entries: fix UI crash and rpcd service break with large number of conntrack entries


	MultiWAN, missing WAN disconnection/reconnection alerts: new implementation of WAN alerts to correctly handle connection and reconnection events


	Controller, display the name of disconnected users: show the name of disconnected units instead of just the UUID


	Controller, display VPN port: add VPN port display in the NS8 UI for easier firewall configuration


	Controller, validate CN: add validation rule for controller name field to allow only letters and numbers


	Controller, do not remove .info file on disconnect: preserve unit information file for disconnected units


	Controller, units continuously toggle connected/disconnected: address issue with erratic connection status display for multiple units


	Migration, DHCP and DNS Services for blue/guest zone: enable DHCP and DNS services for migrated blue/guest zones


	Migration, OpenVPN reserved IP not assigned: address issue with reserved IP assignment for migrated certificates


	Migration, FlashStart username missing: fix issue where username field is not displayed in FlashStart interface after migration


	FlashStart, reduce number of queries: modify dnsdist configuration to optimize query handling and reduce unnecessary requests






Major changes on 2024-07-05

Image version: 8-23.05.3-ns.1.1.0

This releases focuses on fixing bugs and delivering new features.

Detailed changelog can be found here [https://github.com/NethServer/nethsecurity/milestone/3?closed=1].

New features and improvements


	Connections management: implemented interface for real-time monitoring and control of conntrack-tracked network connections


	MultiWAN sticky option: added sticky configuration in MultiWAN rules to maintain connection persistence across sessions


	DPI signature updates: enabled updated Deep Packet Inspection signatures for both community and enterprise subscription types


	Admin user management: implemented API functions to elevate local users to admin status and revoke admin privileges


	LDAP authentication enhancement: improved flexibility for Active Directory and non-standard LDAP Distinguished Name configurations


	Subscription repository authentication: implemented system_key verification for accessing subscription-based package repositories




Bug fixes


	NVME storage utilization: resolved issue preventing usage of unallocated NVME drive space for system logging


	Backup restore validation: added specific error messaging for incorrect passphrase input during backup restoration process


	MWAN metrics adjustment: modified interface metric allocation to start at 20 and increment by 10 for improved load balancing


	Scheduled update UI consistency: corrected persistent display of completed scheduled updates in user interface


	MultiWAN policy labeling: fixed incorrect “balance” label display for custom single-gateway policies


	MultiWAN form validation and input handling: implemented proper input field state management and form validation in policy editor


	MultiWAN UI/UX refinement: enhanced port input flexibility and form submission logic for rules and policies


	Post-migration DHCP functionality: addressed DHCP address assignment failure after version 7.9 to 8 migration


	VPN account creation side-effect: prevented unintended removal of user display names upon VPN account creation


	Migration network configuration: implemented removal of extraneous gateway entries from non-red interfaces


	MultiWAN migration logic: added automatic disabling of MultiWAN configurations with single provider during migration


	IPsec configuration display: corrected UI to accurately reflect custom IPsec tunnel parameter values


	Reverse proxy functionality: resolved proxy pass issues for WebTop access post-migration


	Local user database integrity: fixed disappearance of local user entries following system updates


	Inventory system robustness: improved handling of VLAN devices on bridge interfaces and DNS configuration retrieval


	Controller configuration persistence: fixed configuration file corruption issue after saving cluster interface settings


	Controller setup workflow: improved configuration form with advanced options and clearer user guidance






Major changes on 2024-06-05

This is a security release

Image version: 8-23.05.3-ns.1.0.1

Addressed security vulnerability: GHSA-74xv-ww67-jjpx [https://github.com/NethServer/nethsecurity/security/advisories/GHSA-74xv-ww67-jjpx] (disclosure will be published on 2024-06-20)

Bug Fixes


	Security fix for GHSA-74xv-ww67-jjpx


	Ipsec: fix non working tunnel if selected WAN is a PPPoE over vlan


	MultiWAN: force maximum length for rules and policies names


	OpenVPN Road Warrior: prevent creation of users with trailing spaces


	Inventory: improve data collection for subscriptions and network


	Migration: fix OpenVPN Road Warrior users not visible in UI after migration


	API server: improved stability and performance by optimizing boot order for proper startup at boot time






Major changes on 2024-05-22

Stable

Image version: 8-23.05.3-ns.1.0.0

The Stable release focuses on fixing bugs and improving the overall user experience.

Detailed changelog can be found here [https://github.com/NethServer/nethsecurity/milestone/2?closed=1].

New features and improvements


	Routes: IPsec rules are now non-editable


	IPsec: added a validator for remote and local networks


	Autoreload VPN pages: VPN pages now automatically reload


	DHCP: added network scanning feature


	IPsec: improved handling of multiple networks within a single tunnel


	DHCP: force option for DHCP is now available in the UI


	Threat shield: remove enterprise list on subscription removal


	DPI: remove premium signatures on unregister


	Subscription: improve unregister modal


	Inventory: collect basic usage statistics


	IPsec: better expose PFS option


	Dashboard: add a notification of new available version


	Firewall rules: improve overall page readability


	Zones and policies: improved drawer for WAN zone


	Dashboard: show a warning if DNS is not configured


	NAT helpers: all NAT helpers are now included in the image but disabled by default




Bug fixes


	FlashStart: DNS resolution fails after disabling the service


	FlashStart: fix first configuratin


	Let’s Encrypt: certificates are not created


	FlashStart: redirect rule is ineffective


	Firewall: ipset is not updated after removing an address


	Migration: host groups are not imported correctly in firewall rules


	Firewall rules: unable to insert custom IP address


	Threat shield: changes to allowlist are not immediately applied


	Migration: unable to edit imported IPsec tunnel


	OpenVPN road warrior: unable to re-create a previously created user from LDAP database


	OpenVPN RW: hosts are unreachable with bridged configuration


	MultiWAN: track IP is not updated


	Reverse Proxy: allow IP list should not be mandatory


	Controller: unable to connect unit if UI is disabled on port 443


	Subscription: unable to register a community subscription


	Install from USB: bad partition table


	Migration: unable to start PPPoE interface


	Threat shield: empty subscription feed


	Auto updates: cron job is not started during night


	Threat shield not started from the UI


	Migration: threat shield IP is not migrated


	EFI: unable to use free space as extra storage


	Zone: force creation in lowercase


	OpenVPN Road Warrior: OTP authentication, VPN disconnects after one hour


	ns-api: threatshield, set ban_nftexpiry and ban_logcount


	NAT helpers: active FTP sessions do not transfer files






Major changes on 2024-04-29

Relase Candidate 2

Image version: 8-23.05.3-ns.0.0.5-rc2

The Release Candidate 2 release focuses on fixing bugs and improving the overall user experience.
Detailed changelog can be found here [https://github.com/NethServer/nethsecurity/milestone/1?closed=1].

New features and improvements


	Firewall rules: improved display of rules section.


	FlashStart: added DNS resolution functionality after service disabling.


	Dashboard: enhanced card organization and added links.


	Routes: enabled creation of routes without gateway.


	Autoreload VPN pages: implemented automatic data reload every 10 seconds.


	Migration to vue-components lib: migrated components and utils to vue-components.


	UI: set rpcd timeout to 300 seconds to support long running tasks.


	DHCP: introduced network scanning feature.


	User database: sorted users by username and ensured consistent execution of LDAP queries.


	DHCP: enabled force option by default for DHCP servers, exposed the option in the UI.


	OpenVPN road warrior: implemented sorting of OpenVPN road warrior users by username.




Bug fixes


	Firewall rules: resolved glitch displaying incorrect content.


	FlashStart: fixed DNS resolution failure post service disabling.


	Routes: prevented editing of IPsec rules.


	IPsec: validated remote/local networks to avoid duplicates.


	Port forward: corrected reflection option label.


	Migration: ensured proper import of host groups into firewall rules.


	Firewall rules: allowed insertion of custom IP addresses.


	Threat shield: apply changes to allowlist immediately.


	Migration: improve IPSec option migration and allow editing of imported IPsec tunnel.


	OpenVPN road warrior: resolved issue with user recreation from LDAP.


	Fixed axios error when committing changes.


	OpenVPN road warrior: fixed issue with bridged configuration.


	IPsec: improved handling of multiple networks with a single tunnel.


	Zones: fixed radio buttons IDs in Zones page.


	FlashStart: fixed ineffective redirect rule.


	Controller: refined behavior based on subscription presence.


	Firewall: updated ipset after IP address removal.






Major changes on 2024-04-10

Release Candidate 1

Image version: 8-23.05.3-ns.0.0.3-rc1

The Release Candidate 1 release focuses on fixing bugs, adding the centralized controller, and improving the migration process from NethServer 7.

The issue tracker has been moved to GitHub. The new URL is: https://github.com/NethServer/nethsecurity/issues.

New features and improvements


	NethSecurity has been rebased on OpenWrt 23.05.3 [https://forum.openwrt.org/t/openwrt-23-05-3-service-release/192587].


	Added the centralized controller to manage multiple NethSecurity instances from a single interface.


	Port forwards: support port ranges in the source port field.


	Firewall rules: support IP ranges as destination rules.


	Backup: allow download of the backup file from the UI even if the machine has an enterprise subscription and remote backup server is not available.


	Threat shield: improve visualization of the threat shield page if the firewall does not have Internet access.


	Subscription: show subscription even if the machine has no Internet access.


	MultiWAN: improved management of the balance policy configuration.


	Network page: the up/down status of network interfaces now accurately reflects the cable status instead of the kernel status.


	Firewall rules: improve the visualization of the disabled firewall rules.


	Added an option to enable the privacy policy link during login.


	Remote support (don): allow access to UI and preserve the session after a firewall restart.


	Users: support bind on remote LDAP user datbases.




Bug fixes


	2FA: enable 2FA for user only after OTP verification.


	IPsec tunnels: correctly associate the ipsecX interface to the selected WAN.


	IPsec: make sure to start after a migration even if the associated WAN is not available.


	Migration: rework the network migration process to avoid issues with bonds, bridges, and aliases configuration.


	Migration: display bonds and bridges in the remapping page during the migration.


	Migration, update and backup: implement new upload and download methods to avoid issues with large files.


	Migration: fixed an issue that prevented the DHCP server from starting when DHCP options were present in the configuration.


	DPI: prevent loss of Enterprise signatures after an upgrade.


	Storage: added the ability to recreate a deleted storage partition.


	Network: fix creation of VLANs over bridges.


	Port forward and IPsec tunnels: fixed the visualization of WAN IPs, the page now displays all aliases and avoids duplicates even if the WAN is not available.


	Port forward: list LAN zone inside hairpin NAT destinations.


	OpenVPN tunnel: fixed an issue that prevented the modification of a P2P tunnel.


	MultiWAN page: correctly sort WAN interfaces by priority.


	MultiWAN page: do not show WAN aliases inside the policy page.


	DHCP: hide static leases inside the dynamic leases tab.


	Proxy pass: fix an issue that was preventing the modification of a proxy pass rule.


	OpenVPN tunnel: fix default cipher selection for P2P tunnels.


	DPI: restart netifyd after a network configuration change.


	FlashStart: fix firewall registration to the FlashStart service.


	FlashStart: fix secondary DNS address.


	Firewall rules: fix duplicated host in source and destination address.


	OpenVPN Road Warrior: fix bulk user creation for large user lists.




Known bugs

Network bonds still suffer from some issues. If you’re migrating from NethServer 7, please be aware of the following:


	VLAN over a bond interface is not created if bond hasn’t a role


	During bond creation, sometimes, the web UI doesn’t show the devices to add to the bond


	The newly created bond shows a button saying “Configure bond”, but then it does not configure the bond itself but the interface member of the bond




Upgrade notes

If you are upgrading from a previous beta version and have any IPsec tunnels configured, you must run the following commands after the upgrade:

uci delete ipsec.ns_ipsec_global.interface
uci commit ipsec
/etc/init.d/swanctl restart







Major changes on 2024-02-29

Beta 2

Image version: 8-23.05.2-ns.0.0.2-beta2

The Beta2 release focuses on improving the new UI and enhancing the overall user experience.

New features

New packages included in the image:


	Added SNMPD package for network monitoring and management.


	Dyndns package included for dynamic DNS services.


	Expanded driver support for older network interfaces and vmnet environments.




User interface (UI):


	Default UI port changed to 9090, accessible from WAN. The UI is also accessible from LAN and WAN on port 443.


	LuCI interface disabled by default for streamlined experience.


	New page configure Source NAT, Masquerading, No-NAT and netmap rules.


	Improved readability of network packet counts on the network page.




Network:


	PPPoE with DHCPv6-PD support implemented.


	It’s now possible to configure bond network interfaces from the UI.




DPI:


	Automatic network change reconfiguration enabled.


	All non-WAN interfaces displayed on the DPI page. To upgrade the DPI configuration on existing installations, execute:

echo '{"changes": {"network": []}}' | /usr/libexec/rpcd/ns.commit call commit









Additional features:


	Improved the installation script ns-install: installation is now faster and it halts the system at the end of the installation process.


	Improved migration UI for smoother upgrade experience.


	DHCP static lease creation from existing dynamic leases.


	Two-factor authentication (2FA) for administrator accounts.


	Redesigned login experience with a more integrated and admin-oriented look and feel.


	Pre and post commit hooks added for enhanced API control.


	Subscription-based opt-in feature for automatic updates, accessible only to users with active subscriptions.




Bug fixes

MultiWAN:


	Improved rule flexibility: now allows specifying single IP addresses (not just CIDR format) in source/destination fields for rules.


	Policy protection: prevents accidental deletion of policies already used in rules.


	Fixed mwan chart display: mwan chart within Netdata now shows correctly after multi-WAN configuration.




Firewall:


	Enhanced protocol handling: creates rules for all protocols (not just TCP/UDP) when “any” is selected.


	Improved rule readability: in rules with 2 or more source/destination addresses, only the second address was readily visible in the tooltip.




Port Forwarding:


	Streamlined configuration: source and destination ports are only required for TCP/UDP protocols.


	Simplified ALL protocol selection: when “ALL” protocol is chosen, other protocol options are disabled as they are redundant.




Certificates:


	Fixed issue: custom certificate being overwritten with self-generated certificate when set as default certificate for the firewall FQDN.


	Correctly display certificate domain: on the certificate list, the subject displayed now corresponds to the client certificate instead of the first certificate in the chain.


	Fix Let’s Encrypt certificate deletion: forced acme.sh to generate a new configuration when recreating a Let’s Encrypt certificate for the same domain,
instead of reusing the existing one.


	Let’s Encrypt certificate request: disabled automatic redirection from port 80 to 443 to avoid conflicts with acme.sh.




DPI:


	Fixed configuration loss: resolved issue where saved DPI filter configurations were deleted during upgrade from previous versions




Network:


	Improved interface management: enabled editing of interfaces even after their associated zone is deleted.




API:


	Log consistency: standardized API server logs for NethSecurity API server to match objects passed to scripts.




OpenVPN:


	Resolved port update issue: changing OpenVPN Road Warrior service port through the UI now correctly reflects the update in the service configuration and associated firewall rule.


	Configuration protection: fixed issue where RoadWarrior configuration was lost when changing a user’s password.


	Enhanced authentication: addressed OpenVPN Roadwarrior authentication failures using local users in NethSecurity beta1.


	Resolved tunnel server status: fixed issue where the tunnel server status was not correctly displayed in the UI.




Hotspot:


	MAC address inclusion: resolved problem where MAC addresses were missing in the “unit” section of the Hotspot Manager when the hotspot relied on a VLAN.


	VLAN deletion: fixed issue preventing deletion of VLANs previously used by unregistered hotspots, even after the VLAN was freed.


	Enhanced status visibility: added enabled/disabled status to the main tab for quick reference.




DHCP:


	Fixed missing key value for a preconfigured advanced option, ensuring proper functionality.


	Improved display of multiple options by removing redundant label.




IPsec:


	IPsec rule NAT port: corrected port for Allow-IPsec-NAT rule, changed from 500 to 4500 (UDP)


	Duplicate rules: prevented duplicate firewall rule creation on tunnel creations


	Fix spelling of IPsec rule names




Known bugs

IPsec:


	Only the first subnet in the IPSec tunnel is functional: when defining more than one network in an IPSec tunnel between different devices,
only the first network works; traffic destined to other subnets in the tunnel is not routed correctly.
A workaround is to create multiple tunnels with individual subnets.
This issue does not occur between two NethSecurity 8 devices (as they use the same daemon), but it can occur between, for example,
a NethSecurity 8 and a NethServer 7.9.






Major changes on 2024-02-01

Beta 1

Image version: 8-23.05.2-ns.0.0.1-beta1

The Beta1 release marks the transition to the new UI as the primary configuration interface.
Luci remains active by default for configurations not yet available in the new UI and for verification purposes.
Known bugs in the new interface can be found here [https://trello.com/b/FndRrgIp/nethsecurity-project?filter=label:BUG].

Main changes:


	Added a dedicated page for managing certificates and reverse proxy settings. Improved the import process for both configurations.


	Introduced a new page for configuring firewall rules. Users are advised to use this page instead of Luci’s, as using both may lead to incompatibilities.


	Added a page for Quality of Service (QoS) configuration to enhance network traffic management.


	Added a page for configuring OpenVPN Roadwarrior. Updated the migration process for the new implementation.


	Introduced the option to use a partition of the main disk as storage for logs.


	Improved the migration process for multiwan and OpenVPN tunnels, enhancing overall system compatibility.


	Streamlined the management of upgrades and migrations, focusing on a smoother transition.


	Implemented a new versioning system to uniquely identify each image, enhancing clarity in tracking releases.


	Incorporated numerous usability improvements and fixed issues across existing pages, ensuring a more user-friendly experience.






Major changes on 2023-12-11

Alpha 2

This alpha release is specifically crafted for evaluation purposes, focusing on testing the functionalities of the new system’s user interface.
Users are provided with the option to experience either the ongoing development of the new interface or stick with the established LuCI interface.
Known bugs in the new interface can be found here [https://trello.com/b/FndRrgIp/nethsecurity-project?filter=label:BUG].

UI Enhancements


	Resolved numerous bugs across various pages, including DHCP and DPI filter, enhancing overall pages stability.


	Introduced the OpenVPN tunnel configuration page.


	Added the IPsec tunnel configuration page.


	Incorporated the Hotspot (Dedalo) configuration page.


	Implemented the Backup and Restore page.


	Introduced exclusion functionality to the DPI filter page.


	Exposed netdata reports within the UI, featuring a configurable ping latency monitor.


	Addressed the default language issue for non-translated languages.


	Refactored and improved the Network page.


	Added a page to manage System Updates.


	Included a migration page from NethServer 7.


	Enabled factory reset functionality directly from the UI.


	Implemented a VPN Users page in preparation for the upcoming OpenVPN Road Warrior server.




General Improvements


	Updated the base OpenWrt to version 23.05.2.


	Established a mechanism to send alerts to remote portals, including my.nethesis.it and my.nethserver.com.


	Added support for One-Time Passwords (OTP) in future OpenVPN Road Warrior server configurations.




Note: the bond configuration is still in progress, and as a result, bond-type network interfaces are currently non-functional in this release.



Major changes on 2023-10-31

Alpha 1

This is an alpha release, designed for evaluation purposes to explore the functionalities of the new system.
Users have the option to use the new interface, which is currently under development or the legacy LuCI interface.
Please note that some features available on the old LuCI interface will be removed once the corresponding page on the new interface is completed.

While the entire backend functionality is already operational and thoroughly tested, the new interface is not yet complete.
Some bugs in the new interface are already known and can be found here [https://trello.com/b/FndRrgIp/nethsecurity-project?filter=label:BUG].

The new interface includes the following features:


	Dashboard


	Subscription Management


	Hostname and Timezone Configuration


	Additional Storage Setup


	Network Interface Configuration


	DNS and DHCP Settings


	Routing Configuration


	Multi-WAN Support


	Port Forwarding Options


	Zones and Policies Management


	Flashstart DNS Filtering


	Deep Packet Inspection (DPI) Filtering


	Root User Password Change


	Access to System Logs






Releases glossary

The software release cycle includes four stages: Alpha, Beta, Release Candidate (RC), and Stable.

During the Alpha stage, the software is not thoroughly tested and may not include all planned features.
This release is not suitable for production environments. However, it can be used to preview what’s coming in the upcoming version.
Please note that updates from an Alpha release to other releases are not supported.

The Beta stage indicates that the software is mostly feature complete, but it may still contain many known and unknown bugs.
This release should not be used on production environments. However, it can be used to test the software before deploying it to production.
Updates from a Beta release to an RC or Stable release are supported but may require a manual procedure.

During the Release Candidate (RC) stage, the software is feature complete, and it contains no known bugs.
If no major issues arise, it can be promoted to Stable. Updates from an RC release to a Stable release are supported
and should be almost automatic.
However, if you’re new to the software, it’s best to use it in production only if you already have some experience with it.

The Stable release is the most reliable and safe to use in production environments.
It has been thoroughly tested and is considered to be free of major bugs.





            

          

      

      

    

  

    
      
          
            
  
System requirements

NethSecurity is currently available only for x86-64 architecture [https://en.wikipedia.org/wiki/X86-64].

Minimum hardware requirements:


	1 vCPU/cores


	1GB of RAM


	1GB of disk space


	2 Ethernet network cards




Recommended hardware requirements:


	2 vCPU/cores


	2GB of RAM


	1GB if disk space plus an additional USB storage for persistent data like logs







            

          

      

      

    

  

    
      
          
            
  
Download

The table contains the following links for each release:


	the x86-64 image file, used to install NethSecurity


	the sha256sums file, which contains the SHA256 checksums to verify the integrity of the downloaded image


	the SBOM (Software Bill of Materials) file, in CDX (CycloneDX) format which contains the list of all software packages included in the image




Begin by downloading the most recent x86_64 image from the table below.

For verification, download also the hash file and execute the following command in a Linux shell to ensure the integrity of the downloaded image:

grep nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz sha256sums | sha256sum -c

To proceed with the installation of NethSecurity, you have two options: write the downloaded image directly to your disk or create a bootable USB stick.
Refer to the installation page for detailed instructions on both methods.

You can navigate inside the package repository using the package browser to find all availables releases
and download directly images, hash files and packages.

The tables below list the available releases along with their respective download links.


Stable releases







	Version

	Image

	Hash

	SBOM





	8.7.2

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8.7.2/targets/x86/64/nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8.7.2/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/stable/8.7.2/targets/x86/64/nethsecurity-8.7.2-x86-64-generic.bom.cdx.json]



	8.7.1

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8.7.1/targets/x86/64/nethsecurity-8.7.1-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8.7.1/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/stable/8.7.1/targets/x86/64/nethsecurity-8.7.1-x86-64-generic.bom.cdx.json]



	8.7.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8.7.0/targets/x86/64/nethsecurity-8.7.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8.7.0/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/stable/8.7.0/targets/x86/64/nethsecurity-8.7.0-x86-64-generic.bom.cdx.json]



	8-24.10.0-ns.1.6.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.6.0/targets/x86/64/nethsecurity-8-24.10.0-ns.1.6.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.6.0/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.6.0/targets/x86/64/nethsecurity-8-24.10.0-ns.1.6.0-x86-64-generic.bom.cdx.json]



	8-24.10.0-ns.1.5.1

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.5.1/targets/x86/64/nethsecurity-8-24.10.0-ns.1.5.1-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.5.1/targets/x86/64/sha256sums]

	


	8-24.10.0-ns.1.5.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.5.0/targets/x86/64/nethsecurity-8-24.10.0-ns.1.5.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-24.10.0-ns.1.5.0/targets/x86/64/sha256sums]

	


	8-23.05.5-ns.1.4.1

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.4.1/targets/x86/64/nethsecurity-8-23.05.5-ns.1.4.1-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.4.1/targets/x86/64/sha256sums]

	


	8-23.05.5-ns.1.4.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.4.0/targets/x86/64/nethsecurity-8-23.05.5-ns.1.4.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.4.0/targets/x86/64/sha256sums]

	


	8-23.05.5-ns.1.3.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.3.0/targets/x86/64/nethsecurity-8-23.05.5-ns.1.3.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.5-ns.1.3.0/targets/x86/64/sha256sums]

	


	8-23.05.4-ns.1.2.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.4-ns.1.2.0/targets/x86/64/nethsecurity-8-23.05.4-ns.1.2.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.4-ns.1.2.0/targets/x86/64/sha256sums]

	


	8-23.05.3-ns.1.1.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.1.0/targets/x86/64/nethsecurity-8-23.05.3-ns.1.1.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.1.0/targets/x86/64/sha256sums]

	


	8-23.05.3-ns.1.0.1

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.0.1/targets/x86/64/nethsecurity-8-23.05.3-ns.1.0.1-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.0.1/targets/x86/64/sha256sums]

	


	8-23.05.3-ns.1.0.0

	x86-64 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.0.0/targets/x86/64/nethsecurity-8-23.05.3-ns.1.0.0-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/stable/8-23.05.3-ns.1.0.0/targets/x86/64/sha256sums]

	






Development releases







	Version

	Image

	Hash

	SBOM





	8.7.2-dev+4f4d313.20260525073014

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+4f4d313.20260525073014/targets/x86/64/nethsecurity-8.7.2-dev+4f4d313.20260525073014-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+4f4d313.20260525073014/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+4f4d313.20260525073014/targets/x86/64/nethsecurity-8.7.2-dev+4f4d313.20260525073014-x86-64-generic.bom.cdx.json]



	8.7.2-dev+f769537.20260520090549

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+f769537.20260520090549/targets/x86/64/nethsecurity-8.7.2-dev+f769537.20260520090549-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+f769537.20260520090549/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+f769537.20260520090549/targets/x86/64/nethsecurity-8.7.2-dev+f769537.20260520090549-x86-64-generic.bom.cdx.json]



	8.7.2-dev+15dfcee12.20260520075017

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+15dfcee12.20260520075017/targets/x86/64/nethsecurity-8.7.2-dev+15dfcee12.20260520075017-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+15dfcee12.20260520075017/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+15dfcee12.20260520075017/targets/x86/64/nethsecurity-8.7.2-dev+15dfcee12.20260520075017-x86-64-generic.bom.cdx.json]



	8.7.2-dev+e30c549.20260519082525

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+e30c549.20260519082525/targets/x86/64/nethsecurity-8.7.2-dev+e30c549.20260519082525-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+e30c549.20260519082525/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+e30c549.20260519082525/targets/x86/64/nethsecurity-8.7.2-dev+e30c549.20260519082525-x86-64-generic.bom.cdx.json]



	8.7.2-dev+54e65a2.20260518065451

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+54e65a2.20260518065451/targets/x86/64/nethsecurity-8.7.2-dev+54e65a2.20260518065451-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+54e65a2.20260518065451/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.7.2-dev+54e65a2.20260518065451/targets/x86/64/nethsecurity-8.7.2-dev+54e65a2.20260518065451-x86-64-generic.bom.cdx.json]



	8.8.0-dev.5100.20260608133000.bb4bb05

	x86-64 [https://updates.nethsecurity.nethserver.org/dev/8.8.0-dev.5100.20260608133000.bb4bb05/targets/x86/64/nethsecurity-8.8.0-dev.5100.20260608133000.bb4bb05-x86-64-generic-squashfs-combined-efi.img.gz]

	SHA256 [https://updates.nethsecurity.nethserver.org/dev/8.8.0-dev.5100.20260608133000.bb4bb05/targets/x86/64/sha256sums]

	CDX [https://updates.nethsecurity.nethserver.org/dev/8.8.0-dev.5100.20260608133000.bb4bb05/targets/x86/64/nethsecurity-8.8.0-dev.5100.20260608133000.bb4bb05-x86-64-generic.bom.cdx.json]









            

          

      

      

    

  

    
      
          
            
  
Installation

To begin the installation process, start by downloading the latest image.
Once the download is complete, you have two methods to install NethSecurity:


	Direct disk installation: write the downloaded image directly to your computer’s disk.
This method allows for a straightforward installation process directly onto your system’s storage.


	USB boot installation: alternatively, you can create a bootable USB stick using the downloaded image.
Boot the system from the USB stick and type a command to initiate the installation process.




Choose the method that best suits your needs and proceed with the installation process for NethSecurity.


Install on bare metal

NethSecurity can be run from a USB stick or installed directly to any bootable device like
hard disks or SD cards.


	attach the target disk/stick/card to a desktop Linux machine


	find the disk/stick/card device name, in this example the device is named /dev/sdd


	as root user, write the downloaded image to the device:

zcat nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz | dd of=/dev/sdd bs=1M iflag=fullblock status=progress oflag=direct



	unplug the disk/stick/card from the desktop and plug it into the server


	boot the server, select the correct device (USB, SD card or hard disk) from boot menu


	the server is installed and ready to be used




Writing the image on Windows


Note

Writing the image on a Windows machine is not recommended because it may mess up the disk partitioning.



If you’re running a desktop Windows machine, you will need extra software for point 2.
First, make sure to format the USB drive then unmount it.
Use one of the following tools to write the USB stick:


	Etcher [https://etcher.io/]


	Win32 Disk Imager [http://sourceforge.net/projects/win32diskimager/]


	Rawrite32 [http://www.netbsd.org/~martin/rawrite32/]





Install from USB to disk

The recommended installation method for NethSecurity is on internal storage, for reasons of robustness and performance.
For this purpose, NethSecurity provides a specific command to install its contents from the USB stick onto the internal disk:


	connect to the server using VGA, serial console or SSH


	login with default credentials


	execute ns-install and follow the instructions




The firewall will be halted at the end of the installation.
Once the firewall has been shutdown, you can safely remove the USB stick and
boot the server again.


Note

The USB stick should be used only for the initial installation of NethSecurity; any other use is strongly discouraged.
To update NethSecurity or perform a factory reset, there are already documented options available via the web UI and the command-line console.
In case the firewall access password is lost and you need to perform a factory reset, we recommend booting into failsafe mode and performing the reset from there, as described in the documentation (:ref:failsafe mode <failsafe-section>).






Install on virtual machines

You can use the downloaded image as a virtual machine disk:


	extract the downloaded image:

gunzip nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz



	create a new virtual machine and select the uncompressed image as disk


	boot the virtual machine





Note

If you wish to save the logs locally, it is recommended to attach an additional virtual hard drive to the virtual machine and select it as the destination for logs in the Storage page under the System section.




Install on Proxmox

The image can be imported inside Proxmox [https://www.proxmox.com/].

First, make sure to have 2 different network bridges. In this example we are going to use vmbr0 and vmbr1.
The described procedure can be also done using the Proxmox UI.

Create the virtual machine, in this example the machine will have id 401:

qm create 401 --name "NethSecurity" --ostype l26 --cores 1 --memory 1024 --net0 virtio,bridge=vmbr0,firewall=0 --net1 virtio,bridge=vmbr1,firewall=0 --scsihw virtio-scsi-pci





Download the image:

wget 'https://updates.nethsecurity.nethserver.org/stable/8.7.2/targets/x86/64/nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz'

Extract the image:

gunzip nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img.gz

Import the extracted images a virtual machine disk:

qm importdisk 401 nethsecurity-8.7.2-x86-64-generic-squashfs-combined-efi.img local-lvm

Attach the disk to the virtual machine:

qm set 401 --scsi0 "local-lvm:vm-401-disk-0"





Setup the boot order:

qm set 401 --boot order=scsi0





Finally, start the virtual machine.


QEMU guest agent

QEMU guest agent is not part of the NethSecurity image but can be installed from the command line.
The agent can work when the virtual machine is running on KVM, Proxmox, or other QEMU-based hypervisors.

First, make sure the virtual machine is running, then connect to the machine using SSH or the Proxmox console and
execute the following commands:

opkg update
opkg install qemu-ga





After the installation, start the service:

/etc/init.d/qemu-ga start





The QEMU guest agent will be available on the virtual machine and automatically started at boot.


Note

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
For earlier versions and for additional information, refer to this documentation: Restore extra packages.






Install on VMWare

VMWare [https://www.vmware.com] may encounter issues when importing raw disk images directly.
To ensure a smooth import, first decompress the image file, then convert the raw image to the VMWare native .vmdk format before proceeding.

On Windows, you can use a software like V2V Converter [https://www.starwindsoftware.com/starwind-v2v-converter].

On Linux you can use the qemu-img command. Example:

qemu-img convert -f raw -O vmdk <source_image.raw> <destination_image.vmdk>





Replace:


	<source_image.raw> with the actual path to your raw disk image


	<destination_image.vmdk> with your desired .vmdk filename




The following virtual machine settings are known to work well with NethSecurity:


	Guest OS: Other 5.x or later Linux


	SCSI Controller: VMWare Paravirtual


	Network Adapters: E1000


	Firmware: BIOS (not UEFI)





VMware open-vm-tools

VMware open-vm-tools are not part of the NethSecurity image but can be installed from the command line.
The tools can work only when the virtual machine is running on VMWare hypervisors.

First make sure the virtual machine is running, then connect to the machine using SSH or the VMWare console and
execute the following commands:

opkg update
opkg install open-vm-tools





After the installation, start the service:

/etc/init.d/vmtoolsd start





The VMware open-vm-tools will be available on the virtual machine and automatically started at boot.

Please note that after an image upgrade the VMware open-vm-tools will be removed and you will need to reinstall it.
See Restore extra packages for more info.




Install on Hyper-V

To ensure a smooth import on HYper-V, first decompress the image file, then convert the raw image to the Hyper-V native .vhdx format before proceeding.

On Windows, you can use a software like V2V Converter [https://www.starwindsoftware.com/starwind-v2v-converter].

On Linux you can use the qemu-img command. Example:

qemu-img convert -f raw -O vhdx <source_image.raw> <destination_image.vhdx>





Replace:


	<source_image.raw> with the actual path to your raw disk image


	<destination_image.vhdx> with your desired .vhdx filename






Install on VirtualBox

VirtualBox [https://www.virtualbox.org] may encounter issues when importing raw disk images directly.
To ensure a smooth import, first decompress the image file, then convert the raw image to the VirtualBox native .vdi format before proceeding.

On Windows, Linux and macOS you can use the built-in VBoxManage tool.
Example:

VBoxManage convertfromraw <source_image.raw> <destination_image.vdi>





Replace:


	<source_image.raw> with the actual path to your raw disk image


	<destination_image.vdi> with your desired .vdi filename







Default network configuration

When you first boot NethSecurity, the system will try to configure the network interfaces.

By default, the network configuration will be as follows:


	The LAN interface will be configured with a static IP address of 192.168.1.1.


	The WAN interface will be configured to use DHCP to obtain an IP address from your ISP.




An exception to this default network configuration is virtual machines running on KVM and on Digital Ocean cloud provider (droplet). In this case, the network configuration will be as follows:


	The LAN interface will be configured to use DHCP to obtain an IP address from the virtualization platform.


	The WAN interface will be configured to use DHCP to obtain an IP address from your ISP.




Note: If you are using NethSecurity in a production environment, you may need to modify the default network configuration to meet your specific needs. For example, you may need to configure the LAN interface with a different IP address or configure the WAN interface to use a static IP address.





            

          

      

      

    

  

    
      
          
            
  
Remote access


Default credentials

Default credentials are:


	User: root


	Password: Nethesis,1234




Such credentials can be used to log in to the web interface or using SSH:


	Web user interface: https://<server_ip>:9090


	SSH default port: 22




NethSecurity’s default hostname is: NethSec

If your client has received an IP address from NethSecurity’s DHCP, it will use NethSecurity as both gateway and DNS server.
Under these conditions you can contact NethSecurity using its hostname nethsec instead of the server_ip e.g.

https://nethsec:9090

This hostname can be modified in the System Settings section.


Note

The default password for the root user is Nethesis,1234. It is recommended to change the password immediately after logging in for the first time.




Reset root password

The root password can be reset by entering in Failsafe mode.
Once in this mode, you can change the password by executing the following commands.

mount_root
passwd





Restart the firewall with the command

reboot








Web user interface

NethSecurity UI (User Interface), the NethSecurity official web interface, is available on port 9090 at the following URL: https://<server_ip>:9090.

To ease the access, NethSecurity UI is also available on standard HTTP port 443 at the following URL: https://<server_ip> or http://<server_fqdn>.

Both URLs are accessible from LAN and WAN by default.


Restricting access to NethSecurity UI

By default, this interface is accessible on port 9090 from both your internal network (LAN) and the wider internet (WAN).
While convenient, this can potentially introduce a security risk.

To mitigate this risk, you have two options (remove or restrict access):


	remove the Allow-UI-from-WAN rule: go to the Firewall rules page, navigate to the Input rules tab,
and locate the “Allow-UI-from-WAN” rule. Click the Delete button to remove it


	restrict access from specific IPs or networks: in the Firewall rules page, locate the “Allow-UI-from-WAN”
rule and click the Edit button. In the Source address field, enter the IP addresses or network CIDRs
from which you want to allow access to the NethSecurity UI.

For example, to allow access only from your home network, you could enter the 192.168.1.0/24 network.
Only allow access from trusted IP addresses or networks. Leaving this field blank will allow anyone on the internet to access the NethSecurity UI.





Additional security measures:


	use a strong password for the admin user


	enable two-factor authentication (2FA) for the admin user


	keep your firewall up to date with the latest security patches






Change web user interface port

Users can change the NethSecurity UI port.

To change the NethSecurity UI port from 9090 to 8181, execute:

uci set ns-ui.config.nsui_extra_port=8181
uci commit ns-ui && ns-ui






Warning

The controller uses port 9090 to communicate with the unit. Changing the port will prevent the controller from managing the NethSecurity.



If you still need to forward port 9090 to another machine inside the LAN, you can keep the controller connected by leaving the ns-ui_extra_port
unchanged and forwarding the port to the new machine.
Forwarding the port to another machine will be acceptable because the controller will reach port 9090 over the VPN.



Disable web user interface on port 443

While exposing port 443 (HTTPS) can be necessary for certain services, directly accessing the NethSecurity UI through this port
may introduce a potential security risk. Here’s how to safely maintain port 443 functionality while protecting your NethSecurity UI.

If you don’t require accessing the NethSecurity UI through port 443, disable it to minimize attack opportunities.
Execute the following commands on your NethServer system:

uci set ns-ui.config.nsui_enable=0
uci commit ns-ui && ns-ui





This option disables access to the NethSecurity UI through both the server IP address and FQDN on port 443.

If you need port 443 for other services, configure your firewall to redirect traffic destined for port 443 to a separate web server hosting those services.
Ensure this separate server has strong security measures in place.



Privacy policy

In some cases, it is necessary to display the privacy policy of a product before login.
NethSecurity does not display any privacy policy by default, but it is possible to add a link to an external website that contains the privacy policy.

To add a link to the privacy policy, access the command line and execute:

URL=https://mysite.org/privacy_policy; sed -i "s|PRIVACY_POLICY_URL\: ''|PRIVACY_POLICY_URL: '$URL'|" /www-ns/branding.js





Substitute https://mysite.org/privacy_policy with the URL of your privacy policy.

The link to the privacy policy will be displayed inside the login page after next page refresh.



Legacy web user interface


Warning

Changes done via LuCI web interface may break the official NethSecurity UI.
Use at your own risk!



NethSecurity offers also LuCI, the original OpenWrt web interface, which provides a wide range of configuration options but is not officially supported.
Luci is disabled by default. To enable it, execute:

uci set ns-ui.config.luci_enable=1
uci commit ns-ui
ns-ui





Once enabled, Luci will be available only on port 443 at this URL: https://<server_ip>/cgi-bin/luci

Changes to the following LuCI pages are known to cause unpredictable behavior:


	HTTP access tab: it configures uhttpd which is not present inside NethSecurity


	Logging tab: it configures logd which is not present inside NethSecurity


	Networking: configuration created with this page is not compatible with NethSecurity UI




If previously enabled, the LuCI web interface can be disabled by executing:

uci set ns-ui.config.luci_enable=0
uci commit ns-ui
ns-ui







Hide web server version

By default, the nginx web server serving the NethSecurity UI includes its version number in HTTP response headers.
Many vulnerability assessments rely on software version identification, which can produce false positives when fixes are backported without modifying the reported version.
While hiding version information does not improve security by itself, it can help limit the exposure of known version-specific vulnerabilities to automated scanning tools.

To disable the nginx version from being displayed in the NethSecurity UI HTTP headers, execute the following commands:

uci set ns-ui.config.server_tokens='off'
uci commit ns-ui
reload_config





This configuration only affects the NethSecurity UI. The reverse proxy has its own separate configuration.




NethSecurity UI 2FA

Protecting your NethSecurity administrator account is crucial, and Two-Factor Authentication (2FA) adds an extra layer of security beyond just a password.
2FA requires two verification steps when logging in. Instead of just a password, you’ll also need a temporary code generated by a separate app on
your smartphone or tablet. This significantly reduces the risk of unauthorized access even if your password is compromised.

Enabling 2FA on NethSecurity UI:


	Log in to your NethSecurity web interface


	Click on the user icon in the top right corner and select Account settings


	Find the Two-factor authentication option and click Configure 2FA




Setting up your authenticator app:


	Download an authenticator app on your smartphone or tablet. Popular options include FreeOTP, Google Authenticator, and Microsoft Authenticator.


	Open the app and scan the QR code displayed on the NethSecurity web interface. This will add your NethSecurity account to the authenticator app.


	Enter the 6-digit code displayed by your authenticator app in the One-Time Password (OTP) field on the NethSecurity web interface.




The system will also provide you with a set of backup codes. These codes can be used to log in if you lose your smartphone or authenticator app.
Store these codes securely, preferably offline.


Disable 2FA via the web interface

If the administrator can still log in to the web interface:


	Click the user icon in the top-right corner and select Account settings.


	Scroll to the Two-factor authentication section.


	Click Revoke 2FA.


	A confirmation dialog appears warning that the security level will be reduced.
Click Revoke 2FA to confirm.


	If prompted, enter your current password to authorize the change.




After the confirmation the status badge changes to disabled and the next login will no
longer require an OTP.



Disable 2FA from the command line (emergency recovery)

If an administrator has lost both the OTP device and the recovery codes and can no
longer log in to the web interface, 2FA can be reset directly from the shell as root
over SSH.

Run the following commands, replacing <username> with the administrator account name
(use root for the default administrator):

SECRETS_DIR=/etc/ns-api-server
USERNAME=root   # change to the affected username

rm -f  "${SECRETS_DIR}/${USERNAME}/secret"
rm -f  "${SECRETS_DIR}/${USERNAME}/codes"
printf '0' > "${SECRETS_DIR}/${USERNAME}/status"





After these commands the user can log in with just their password.  2FA can be
re-enabled at any time from the web interface.


Note

Only the root account has SSH access by default.  Non-root administrators
cannot be recovered from SSH by the affected user themselves; an existing root
session is required to run the commands above on their behalf.






NethSecurity UI administrators

The default user for accessing the user web interface is root, but it is possible to create other administrator users with access only to the web interface.

To create a user in the local database, enter the Username and Display name.
Ensure to set a password for the user; this is mandatory for administrator users.
If the user needs administrative access to the web interface, enable the Administrator user option.

It is possible to grant or remove administrative access only to users residing in the local database.


Auditing user actions

Every time an administrator logs in to the NethSecurity UI, the system logs the event, inside the /var/log/messages file.
Example of login event for user goofy:

Jun 21 09:43:19 NethSec nethsecurity-api[5376]: nethsecurity_api 2024/06/21 09:43:19 middleware.go:78: [INFO][AUTH] authentication success for user goofy
Jun 21 09:43:19 NethSec nethsecurity-api[5376]: nethsecurity_api 2024/06/21 09:43:19 middleware.go:186: [INFO][AUTH] login response success for user o





Example of logout event for user goofy:

Jun 21 09:46:13 NethSec nethsecurity-api[5376]: nethsecurity_api 2024/06/21 09:46:13 middleware.go:214: [INFO][AUTH] logout response success for user goofy





Also every action performed by an administrator inside the NethSecurity UI is logged inside the /var/log/messages file.
Example of action performed by user goofy:

Jun 21 09:43:19 NethSec nethsecurity-api[5376]: nethsecurity_api 2024/06/21 09:43:19 middleware.go:170: [INFO][AUTH] authorization success for user goofy. POST /api/ubus/call {"path":"ns.dashboard","method":"service-status","payload":{"service":"internet"}}








SSH

By default, the system accepts SSH connections on the standard port 22 from the internal network (LAN). Root access is enabled using the default password.
To allow SSH access from the wider internet (WAN), a firewall input rule must be added for the server’s listening port.

From a Linux machine, use the following command:

ssh root@192.168.1.1







VGA console and keyboard layout

If the machine has a VGA/DVI/HDMI video port, connect a monitor to it. Then, you will be able to log in to the console using the default credentials above.

Please note that the system is configured with the US keyboard layout.

To temporarily change the current keyboard layout to Italian, log in to the system and then execute the following command:

loadkmap < /usr/share/keymaps/it.map.bin





The keyboard layout configuration can be saved by writing the keymap code inside /etc/keymap. Example for it (Italian) keymap:

echo 'it' > /etc/keymap
grep -q /etc/keymap /etc/sysupgrade.conf || echo /etc/keymap >> /etc/sysupgrade.conf





To obtain the list of available keymaps, execute the following command:

ls -1 /usr/share/keymaps/ | cut -d'.' -f1







Serial console

If the machine has a serial port (RS-232, tipically available with DE-9 connector or RJ45/8P8C connector) it’s possible to access the firewall directly through it using a null-modem cable and a terminal program.
PuTTY (version 0.60 or higher) is a common choice if you are using Microsoft Windows, while Linux distros offer tools as minicom, picocom, or screen.

Default acces parameters for NethSecurity 8 are:


	Baud rate: 115200,


	Data bits:8


	Parity :None


	Stop bits to 1




These last three parameters are often abbreviated as 8N1


USB-to-Serial Adapters

In case of need, NethSecurity can be used to access another server via the serial console. If the hardware does not have an RS-232 port, USB-to-serial adapters can be used.
For this reason, it is possible to download and install drivers for the most common adapters on NethSecurity. These drivers are provided as-is and are not supported by Nethesis (if using an Enterprise or Subscription version).

Two packages are provided for installation, covering the vast majority of adapters available on the market.

kmod-usb-serial-cp210x - 5.15.162-1 - Kernel support for Silicon Labs cp210x USB-to-Serial converters
kmod-usb-serial-pl2303 - 5.15.162-1 - Kernel support for Prolific PL2303 USB-to-Serial converters






	To install Prolific PL2303 driver:

opkg install kmod-usb-serial-pl2303







	The logs will show an output similar to this:

Aug  6 08:08:17 nsec8 kernel: [ 2346.359247] usb 1-6: new full-speed USB device number 3 using xhci_hcd
Aug  6 08:08:17 nsec8 kernel: [ 2346.543052] pl2303 1-6:1.0: pl2303 converter detected
Aug  6 08:08:17 nsec8 kernel: [ 2346.550401] usb 1-6: pl2303 converter now attached to ttyUSB0










Note

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
For earlier versions and for additional information, refer to this documentation: Restore extra packages.








            

          

      

      

    

  

    
      
          
            
  
Setup wizard

The first time the web user interface is accessed, a setup wizard is launched. This guided process can assist you in establishing a secure initial configuration for the firewall and ensures that the unit is ready for deployment in a production environment.


Note

For optimal security and to ensure a controlled configuration environment, it is strongly recommended that you complete the setup wizard before connecting the device to the internet.




Welcome to the setup wizard

On the first page of the setup wizard, you can click Start setup to initiate the guided setup process. Alternatively, you can click Skip wizard to bypass the wizard and access the web user interface directly. However, it is highly recommended to complete the setup wizard to ensure a secure and functional configuration.



Step 1: Change root password

You are required to define a new, secure password for the root account. This measure significantly reduces the risk of compromise by eliminating reliance on publicly known default credentials.


Note


	The updated root password will be applied immediately upon confirmation.


	Ensure the new credentials are securely stored (e.g., by using a password manager) before proceeding to the next configuration step.


	If you restart the setup wizard after changing root password (e.g., by closing and reopening the browser tab), you will need to use the new password to access the web interface.








Step 2: SSH Access

You can customize SSH access to suit your security and operational requirements.


Default access configuration


	LAN Access is enabled by default to allow administrative access from within the trusted local network.


	WAN Access is disabled by default to prevent exposure to external threats from untrusted networks.






Settings


	TCP port: the listening port for SSH can be changed if needed. The default value is 22.


	Root login with password: it is advised to disable password-based root login for SSH. Disabling this option significantly reduces the risk of unauthorized access by limiting the potential for brute-force password attacks.





Note

If password-based login for the root user is disabled, it is essential to upload the root user’s SSH public key to the device to ensure continued remote access.






Step 3: Web interface access on TCP port 9090

Configure access parameters for the web user interface, which operates on port 9090.


Default configuration

By default, web interface access is enabled from the LAN, allowing administrative management from within the trusted local network.



Settings

You can choose from the following access options for WAN connectivity:


	Disabled (recommended): this option disables web interface access from the WAN, preventing exposure to external threats.


	Enabled: full access to the web interface is permitted from any WAN source. This mode should only be used in secure environments or when necessary for remote management, and must be protected with strong credentials


	Limited: web interface access from WAN is restricted to specified IP addresses or networks. You have to define one or more of the following:


	IP address


	CIDR-formatted networks (e.g., 192.168.1.0/24)


	IP address ranges (e.g., 203.0.113.10-203.0.113.20)








If you choose the Limited option, the IP addresses you configured will appear at the end of the wizard under Firewall > Rules > Input rules.




Step 4: Web interface and WAN access on TCP port 443

Set up access controls for the web interface and WAN connections on port 443.


	Web interface service on TCP port 443: by default, the web user interface is available on TCP port 9090. Enabling this option also makes it accessible on TCP port 443. It is recommended to keep this additional access disabled and always use TCP port 9090 to access the web UI.


	WAN access on TCP port 443: this option controls if WAN access on port 443 is disabled (recommended) or enabled. Beware, by leaving this option disabled, reverse proxies will not function.






Step 5: Summary

The summary page provides an opportunity to review the unit configuration before applying changes.


Note

WAN access to the web interface may be restricted by your current settings. Applying the changes while connected via port 443 could result in loss of access. Verify your configuration meets your remote access needs, particularly when using reverse proxies.



Use the ‘Previous’ button to go back and make adjustments if needed. Click ‘Finish setup’ to apply the changes and complete the setup wizard.





            

          

      

      

    

  

    
      
          
            
  
Monitoring

NethSecurity provides comprehensive monitoring capabilities to help administrators track the performance and health of the firewall.
Monitoring is essential for ensuring the firewall’s optimal operation and identifying potential issues that may impact its functionality.

NethSecurity offers two types of monitoring:


	Real-time monitoring: it leverages Netdata, Netify agent and logs to provide immediate insights into the firewall’s performance.
It reads data from logs and local databases, storing metrics in RAM. Note that these metrics are reset upon every reboot, ensuring that only the most current data are displayed.


	Historical monitoring: for a more comprehensive view over time, historical monitoring stores data on a remote controller.
This allows metrics to be preserved across reboots and enables centralized monitoring. Please note that this feature requires a valid subscription both on the firewall and the controller.





Real-time monitoring

Real-time monitoring is an essential feature in modern firewall systems, allowing administrators to have instant visibility into network traffic,
VPN connections, and security threats. In NethSecurity, real-time monitoring provides live data, ensuring that issues such as network congestion,
unauthorized access, and security breaches are identified and mitigated promptly.
Real-time monitoring stores data in RAM and resets at every machine reboot.

The Real-time monitor page provides a comprehensive overview of the firewall’s performance and status, with detailed insights into network traffic.
It’s divided into four main sections: Traffic, Live Flows, Top Talkers, WAN uplinks, VPN and  Security.


Daily Traffic

The below charts reads data from dpireport [https://dev.nethsecurity.org/packages/ns-report/] daemon:


	Daily total traffic:
this counter shows the total volume of data transferred through the firewall for the current day.


	Recent traffic:
the daily traffic histogram visually represents network traffic over time, updated every 60 minutes.
It helps identify busy periods and analyze traffic fluctuations throughout the day.
Sudden spikes or dips could indicate potential performance issues or security threats.


	Local Hosts:
this chart focuses on internal (local) hosts and their traffic. It helps identify the most active devices on the network,
aiding in bandwidth management and detection of potential internal security risks, such as compromised devices generating unexpected traffic.


	Applications:
this chart displays traffic by application, allowing you to monitor which software or services are generating the most traffic.
It is useful for understanding application behavior, detecting bandwidth hogs, and monitoring compliance with usage policies.


	Remote Hosts:
this chart lists the external (remote) hosts that have exchanged the most data with the network.
By analyzing this data, administrators can track interactions with specific external entities,
helping to detect malicious external sources or unusual outbound traffic patterns.


	Protocol:
this chart shows the breakdown of daily traffic by protocol (e.g., HTTP, HTTPS, FTP).
It is useful for identifying which protocols are consuming the most bandwidth and ensuring that network resources are being used appropriately.
High usage of unfamiliar protocols may indicate unauthorized activities.




It’s possible to narrow the search for a specific host, application, or protocol by clicking on the respective label in the table below the chart.



Live Flows

The Live Flows section provides a real-time view of all active network connections, allowing administrators to monitor traffic as it happens, this section is displayed in a table format, with each row representing a single flow.
The table includes the following information for each connection:


	Application: the detected application generating the traffic.


	Protocol: the network protocol used for the flow (e.g. TCP, UDP, HTTP).


	Tags: any relevant tags assigned to the flow for classification (e.g. Outgoing, Remote, Internal)


	Source: the source of the connection, typically showing the IP address and port of the initiating device.


	Destination: the destination of the connection, typically showing the hostname or IP address and port of the target device.


	Download: the current download transfer rate of the flow, indicating how fast data is being received.


	Upload: the current upload transfer rate of the flow, indicating how fast data is being sent.


	Duration: the total time the flow has been active since it was first detected. This helps in understanding how long a particular connection has been maintained.


	Last Seen At: the timestamp of the most recent activity for the flow, this indicates when the flow last transmitted or received data, helping to identify inactive or idle connections.


	Details: the magnifying glass icon with a plus sign, clicking this icon opens a detailed view of the flow, showing all available information, including data not directly displayed in the main table. This allows administrators to access complete flow metadata for deeper analysis or troubleshooting.




This real-time table allows operators to quickly identify heavy users, monitor application behavior, and troubleshoot network issues as they occur.


Configuration

The Live Flows section also includes configuration options to manage the behavior of the flows monitoring service:


	Flows Daemon Enabled: a toggle to enable or disable the live flows monitoring service, turning off the daemon stops the collection of real-time flow data.


	Flows Persistence After Expiration: a setting that determines how long flow records are retained after the flow has ended, this allows administrators to adjust data retention based on monitoring needs and storage availability.







Top Talkers

The main purpose of the Top Talkers section is to provide an initial overview of bandwidth usage, quickly identifying the primary “contributors” to network traffic.
This information can serve as a starting point for deeper analysis, troubleshooting, or general network efficiency monitoring.

The Top Talkers section displays traffic data updated every 30 seconds, providing a quick and up-to-date overview of which entities are generating the most network traffic, it’s is divided into three categories:


	Local Hosts: lists all detected local hosts and their current traffic status, ordered by traffic volume. This allows you to quickly identify which devices are using the most bandwidth, without distinguishing connection type or protocol.


	Applications: shows all detected applications and their current traffic, ordered by volume. This view helps to understand which services or applications are consuming the most network resources, regardless of the device running them.


	Protocols: lists all detected protocols and their current traffic, ordered by volume. This provides an immediate insight into which types of traffic (for example, HTTP, DNS, SMTP) are dominating the network, without considering which host or application is generating them.






WAN uplinks

The WAN uplinks section provides an overview of WAN connections, including status, bandwidth allocation, and traffic data.

This page shows the following information:


	WANs: list of the WAN connections with their current status (UP/DOWN) and public IP address.
The status information helps ensure that critical network connections are online, and any downtime are immediately addressed.
Data are sourced from the firewall mwan3 status.


	WAN events:
this section lists recent WAN connection and disconnection events from the last 24 hours, providing insight into network stability and outages.
It helps administrators understand the frequency and duration of network disruptions, aiding in troubleshooting and capacity planning.
Data are retrieved from the logs for the past 24 hours.
If the logs do not cover the full 24-hour period, the data may be incomplete.
The results are cached for 5 minutes.


	WAN interface traffic:
this histogram shows the traffic data for each WAN connection over the past 60 minutes, sourced from Netdata.
It helps track real-time performance and diagnose issues such as uneven load balancing or WAN link saturation.


	Latency to <address>:
this section provides real-time latency data for a specific IP address configured inside the Ping latency monitoring module.
The cart helps to monitor network performance and identify potential connectivity issues.


	Packet delivery rate to <address>:
this section provides real-time packet delivery rate data for a specific IP address configured inside the Ping latency monitoring module.
If the rate is below 100% it could indicate network congestion or connectivity issues.






VPN

The VPN section provides detailed insights into OpenVPN Road Warrior servers, OpenVPN tunnels and IPsec tunnels.

For each OpenVPN Road Warrior server, the following information is displayed:


	Status:
this section shows the current status of the OpenVPN server.
It helps administrators monitor the availability of the VPN service and detect any issues that may impact user connectivity.


	Connected clients:
this displays the total number of users currently registered on the VPN server.
Monitoring registered users is crucial for ensuring capacity planning and VPN performance, particularly when the system approaches maximum usage.


	Total traffic by hour:
this graph shows the total data transferred by all VPN clients during each hour, providing an overview of VPN bandwidth usage.
It helps in tracking how much network traffic the VPN generates and identifying hours with heavy usage, which could lead to performance issues.


	Daily connections:
this section lists all currently connected VPN users and the time they connected.
It is useful for tracking session duration and detecting potential misuse of the VPN, such as connections that last unusually long.
Data are sourced from local SQLite connection database.


	Connected clients by hour:
this chart displays the number of clients connected to the VPN over time.
It allows administrators to monitor VPN activity throughout the day, helping to identify peak times and plan for increased capacity when necessary.
Data are sourced from local SQLite connection database.


	Client traffic by hour:
this chart breaks down VPN traffic by individual clients over time.
It helps detect users who may be consuming excessive bandwidth or engaging in unauthorized activities, aiding in the identification of potential insider threats.
Data are sourced from local SQLite connection database.




The Site-to-Site VPN section provides insights into OpenVPN and IPsec tunnels:


	Connected tunnels:
this counter shows the number of active site-to-site VPN tunnels.


	Configured tunnels:
this counter shows the list of all configured site-to-site VPN tunnels, including their status and type.


	Tunnel traffic:
this histogram provides real-time traffic data for each site-to-site VPN tunnel over the last 60 minutes.
It helps detect issues such as low throughput or connection instability.






Security

The security section provides insights into malware detection and attack monitoring, helping administrators identify and mitigate security threats.
To enable this section, the Threat shield IP module must be enabled.
Data are sourced from logs covering the past 24 hours. If the logs do not span the entire 24-hour period, the data may be incomplete.
Results are cached for 5 minutes to improve performance.

The Blocklist section provides an overview of blocked packets based on enabled blocklists. Available charts are:


	Blocked threats:
this counter shows the total number of packets blocked by the firewall due to malware detection for the current day.
It provides a clear overview of the volume of threats intercepted, giving administrators a measure of the firewall’s effectiveness.


	Blocked threats by hour:
this chart tracks the number of packets blocked each hour. It helps identify the times of day when the network is most vulnerable to attacks,
aiding in preventive measures.


	Threats by direction:
a chart that shows the distribution of blocked malware by firewall chain.
Depending on what logging option is enabled, the firewall can log packets from the following chains:


	inp-wan: packets coming from the WAN interface and destined to the firewall


	fwd-wan: packets coming from the WAN interface and destined to the LAN network


	fwd-lan: packets coming from the LAN network and destined to the WAN interface


	pre-ct: flooding packets that are in invalid state


	pre-syn: flooding packets that are part of a TCP connection and are in the SYN state


	pre-udp: flooding packets that are part of a UDP connection






	Threats by category:
a chart that breaks down the blocked malware by category, helping administrators to find the most effective blocklists.




The Brute force attacks section provides insights into the number of blocked IP based on the number of failed login attempts.
Data are sourced from logs covering the past 24 hours. If the logs do not span the entire 24-hour period, the data may be incomplete.
Results are cached for 5 minutes to improve performance.
Available charts are:


	Blocked IP addresses:
this counter shows the total number of IP addresses blocked due to malicious activity for the current day.
It helps in tracking the volume of attempted intrusions.


	Blocked IP addresses by hour:
this graph tracks the number of blocked IP addresses over time, helping to identify periods of increased attack activity.


	Most frequently blocked IP address:
this char shows the IP addresses that have been blocked most frequently.
It is useful for identifying persistent threats or attack sources that should be investigated or blacklisted.






Netdata

NethSecurity uses Netdata [https://www.netdata.cloud/] as Real-time monitoring tool.
Netdata is an open-source, real-time, performance monitoring and troubleshooting tool for systems and applications.
It provides comprehensive insights into the performance and health of systems and applications through visualizations and detailed metrics.
Netdata is designed to be lightweight, fast, and easy to use.

Netdata is enabled by default on NethSecurity and it is accessible from the LAN network. To access it, go to the Monitoring page
and click Open report button from the Real-time report tab.

Netdata metrics are saved in RAM and will be reset at very machine reboot.
If the firewall is connected to the remote controller, metrics will be stored to the controller itself and preserved across reboots.



Ping latency monitoring

Configure the monitoring tool to evaluate round-trip time and packet loss by transmitting ping messages to network hosts.
This tool is employed to monitor the quality of network connectivity. You have the option to include one or more hosts for monitoring,
and it’s also feasible to add IP addresses within a VPN for assessing tunnel quality.

To monitor a new host or IP address, click on the Add host button and enter the required information,
finally click on the Save button to confirm the changes.

Changes are applied immediately. To remove a host from the list, click on the delete icon.

You can see a graph of the ping latency by accessing Netdata from the report page.




Historical monitoring


Subscription required

This feature is available only if the firewall and the controller have a valid subscription.



If the unit was connected to the controller before the subscription was activated, historical monitoring will not be enabled automatically.
The Controller page will show a message indicating that historical monitoring is disabled.

To enable it, follow these steps:


	Disconnect the unit from the controller.


	Ensure that the NethServer 8 where the controller is installed has a valid subscription.


	Reconnect the unit to the controller.




See the controller metrics for more information.



Alerts

The alert system leverages the power of the Netdata engine for efficient monitoring and alerting.

The alert system prioritizes only those alerts that have the potential to disrupt or compromise the firewall’s functionality.
By focusing on critical indicators, administrators can efficiently address issues that pose a genuine threat to the security and operation of the firewall.

If the server has a valid Subscription, alert notifications are seamlessly sent to remote servers for centralized monitoring and management.
Both my.nethesis.it and my.nethserver.com serve as central hubs for receiving alerts, allowing administrators to stay informed about the firewall’s
status and promptly respond to any critical situations.

Implemented alerts:


	Disk Space: the disk space alert triggers when available disk space on the system reaches a critical level.
This proactive notification helps prevent potential disruptions by addressing disk space issues before they impact firewall operations.


	MultiWAN Status (Up/Down): this alert notifies administrators when there are changes in the MultiWAN status, indicating whether connections are up or down.
Timely awareness of MultiWAN status changes is crucial for maintaining continuous and reliable internet connectivity.








            

          

      

      

    

  

    
      
          
            
  
Netify Informatics

Netify Informatics [https://www.netify.ai/products/netify-informatics] is a third-party cloud service that utilizes analytics and AI to convert
local DPI metadata obtained from NethSecurity into high-level network intelligence.
The solution provides insights into various aspects of network activity, including:


	Device Discovery [https://www.netify.ai/products/netify-informatics/device-discovery]


	Bandwidth Monitoring [https://www.netify.ai/products/netify-informatics/bandwidth-monitoring]


	Risk and Reputation Analysis [https://www.netify.ai/products/netify-informatics/risk-and-reputation]


	Regulatory Compliance [https://www.netify.ai/products/netify-informatics/regulatory-compliance]


	Geolocation


	Audit and Forensics




The service receives data from netifyd, the NethSecurity DPI engine which is enabled by default on the firewall.

You can try the service for free for 7 days.
After this period, you can choose the plan that best fits your needs.

See Netify Informatics Pricing [https://www.netify.ai/products/netify-informatics/pricing] and Netify Informatics FAQ [https://www.netify.ai/resources/faq] for more information.


Before getting started

Make sure to create an account on the Netify Informatics website, you can try the service for free for 7 days.
Register here: Netify Registration [https://portal.netify.ai/register]

You can granularly manage different customers, different locations of the same customer, and even different firewalls within the same location.
The platform is organized with these elements.


	Organization : an organization is essentially a customer where we have at least one NethSecurity firewall, multiple organizations are supported.


	Site: the same organization (customer) might have an office in Rome, Florence, and Paris. A site is defined for each physical location to isolate
the data, multiple sites are supported.


	Agent: the agent represents your customer’s NethSecurity unit. Netify supports multiple agents per site. If you have a simple network, one agent will
likely see all traffic flows on a site’s network.






Connect NethSecurity to Netify Informatics

Two steps are required to use the service:


	Enable metadata sending from NethSecurity


	Provision an agent on Netify Informatics.





Warning

It’s mandatory to configure data sending on NethSecurity first and then provision the agent on the platform.




1. Enable metadata sending

Access the Netify Informatics page under the Monitoring section in the NethSecurity web interface.

Enable the Send metadata to Netify Informatics option and click on Save.

Each NethSecurity is associated with a unique Agent UUID, something like this B3-GV-WQ-SD.
The code will be visible on the same page after enabling the send metadata option.



2. Provision the agent

Once you have a registered account and enabled the metadata sending on NethSecurity, you can provision the agent on the Netify Informatics platform:


	Copy the code obtained in the previous step and login to the Netify Informatics website.


	Access the Provision Agent Wizard inside Deployment section.


	Follow the instructions to create the organization (the customer) and paste the Agent UUID in the appropriate field to
enable the agent using the code obtained on NethSecurity.




From this moment, Netify Informatics will start showing the data. You can then connect other firewalls of the same customer
(same organization, same site or a different one) or create a new organization for a different customer.




Deployment Manager

The Deployment section inside Netify Informatics allows you to manage Agents, Sites, and Organizations.
While the management of Agents and Sites is relatively straightforward, the Organization Access section enables you to add additional members to your organization. This feature allows others to access the Netify panel and view all relevant data.

There are three available profiles:


	Administrator


	Manager


	Viewer




The Administrator profile, typically reserved for colleagues within your company, grants the highest level of permissions, allowing them to view, create, and modify configurations within Netify Informatics.

The Manager profile is dedicated to individuals who belong to the same organization (the customer company). It grants them permission to view all sections inside Netify Informatics, see the deployment dashboard and edit the Identity manager section, but not to add other organizations or provision new agents.

The Viewer profile, likely the most commonly used, is for someone (e.g., an IT technician from your customer’s organization) who can view all data within their organization but does not have the ability to modify any Netify configurations.

To invite someone, simply click on Manage Organization, enter their email address, and choose the desired profile. The person will receive an invite from Netify by email and will be able to create their own account.


Note

The profile type can be changed at any time by an administrator, allowing you to switch a person from Manager to Viewer, for example.







            

          

      

      

    

  

    
      
          
            
  
Subscription

Nethesis [https://www.nethesis.it] offers two types of subscription services for NethSecurity,
which provides additional benefits and features:


	Community subscription: self-service registration mostly suited for IT consultant.
For more info, see the subscription plans [https://nethsecurity.org/subscription] page.

Community subscription portal is available at my.nethserver.com [https://my.nethserver.com]



	Enterprise subscription: service reserved to Nethesis resellers, please contact the sales department.

Enterprise subscription portal is available at: my.nethesis.it [https://my.nethesis.it]





Typical benefits of the subscription service include:


	Monitoring portals: subscribers can access monitoring portals to manage their subscription and receive alerts for registered servers.


	Enhanced DPI signatures: firewalls with a valid subscription have access to a much larger database of DPI signatures (more than 1820 in total instead of 415) that are regularly updated.


	Enterprise Block lists: Firewalls with a valid subscription can purchase high-quality IP and DNS blocklists. These lists are actively maintained, updated very frequently, and exhibit high effectiveness while generating a very low number of false positives, they can be used in IP and DNS block lists.


	Automatic remote backup: subscribers can benefit from automatic remote backups of the firewall configuration. This feature is crucial for businesses that need to ensure the safety of their data and configurations.


	Support: subscribers can receive priority support on stable releases. This can be crucial for businesses relying on NethSecurity for their operations. See also Remote support.


	Consultation and customization: subscribers could get consultation services and assistance with customization to tailor the server’s functionalities according to specific business requirements.




It’s important to note that while a subscription might not be required for normal use, businesses with specific needs or those seeking additional support and features might find value in subscribing to NethSecurity offer.


Register the system

To register the system, follow the below steps:


	Access the Enterprise or Community portal, add a new server and copy the token


	Access the firewall and go to the Subscription page


	Paste the token inside the Authentication token field


	Click the Register button




The system will automatically register to the correct Enterprise or Community portal.

Please note that the registration process requires an active internet connection.



Remove the subscription

When the subscription expires, or at the end of a trial period, click the Cancel registration button.





            

          

      

      

    

  

    
      
          
            
  
Remote support


Enterprise subscription required

This feature is available only if the firewall has a valid Enterprise subscription.



The Enterprise subscription allows you to access the Nethesis remote support.

The remote support session will connect the firewall to a WindMill instance [https://github.com/nethesis/windmill] hosted
by Nethesis at sos.nethesis.it.
The firewall must be able to connect to the above host on port 1194 UDP. If port 1194 is closed,
the system will try to fallback on port 443 TCP.


Session management

The remote support must be started and stopped by the firewall administrator.


Starting a session

To start a session:


	access the Subscription page and go to the Remote support section


	click the Start session button


	copy the Session ID and share it with the support team


	the session will be active for 24 hours by default




The system will display:


	The current session status (active/inactive)


	The session expiration time


	The remaining time until expiration




You can view this information at any time in the Remote support section of the Subscription page.



Session expiration

Remote support sessions have the following expiration behavior:


	Default session: expires after 24 hours


	Extended session: expires after 7 days from the extension time




The system continuously monitors session expiration:


	a cron job runs every 10 minutes to check for expired sessions


	when a session expires, it is automatically stopped


	session expiration events are logged to the system log






Terminating a session

To manually terminate an active session before it expires:


	access the Subscription page and go to the Remote support section


	click the End session button


	the remote support connection will be immediately closed







Command Line Interface

The don command requires root privileges and logs all operations to the system log.

Start a session:

don start





This will start a new remote support session with a 24-hour expiration.

Check session status:

don status





This displays the current session information including:


	Server ID


	Session ID


	Time remaining until expiration




Extend an active session:

don extend






Important

Session extension is only available via command line. This feature extends the session
from the default 24 hours to 7 days starting since the current time.



Stop a session:

don stop





This immediately terminates the remote support session and cleans up all resources.

Check for expired sessions:

don expire





This command is automatically run by cron every hour to check if the session has expired.
If the session has expired, it will be automatically stopped.

Log examples:

Mar 27 09:24:37 NethSec don: Remote support session started
Mar 27 09:24:54 NethSec don: Remote support session extended by 7 days
Mar 27 09:25:04 NethSec don: Remote support session stopped









            

          

      

      

    

  

    
      
          
            
  
Backup and restore

NethSecurity provides a flexible and powerful backup system to save and restore your firewall’s configuration settings.

Access the Backup & Restore page under the System section, then click on the Download backup button.
If the machine has a valid Enterprise subscription, the backup is automatic.

The backup includes all relevant configuration files and also the list of extra packages installed by the user.
The list is saved in the file /etc/backup/installed_packages.txt.


Backup

NethSecurity allows the creation of both encrypted and unencrypted backups.
Downloading an unencrypted backup is always possible by clicking the Download unencrypted button.

To allow downloading an encrypted backup, first click on the Configure passphrase button and set a strong password. After that the Download encrypted button will become active.


Note

If the backup is encrypted and the password is lost, it will no longer be possible to restore the configuration.



To disable encrypted backups, click on the Remove passphrase button and Download encrypted button will become inactive.



Restore

The backup can be restored from the the Restore tab inside the page inside the Backup & Restore page
The user can initiate the restore process by clicking the Restore backup button and uploading the backup file.
If the machine has a valid Enterprise subscription, the web interface will additionally present a list of backups available from the remote server.
If the backup is encrypted, enter the passphrase, and finally, click the Restore button to complete the process.

After the restore the system will be rebooted.


Note

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
For earlier versions and for additional information, refer to this documentation: Restore extra packages.





Machines with a subscription


Subscription required

This feature is available only if the firewall has a valid subscription.



Backups behave differently on devices with an active subscription.

Unencrypted backups can still be downloaded directly from the NethSecurity UI by clicking the Download unencrypted button.

Encrypted backups are stored in the cloud and integrated with Nethesis Operation Center: this approach simplifies backup management and the restore process for subscription-based devices, which can interact directly with the Operation Center and automatically download the backup when restoring.

To enable encrypted cloud backups first, a passphrase must be configured by clicking the Configure passphrase button and setting a strong password. Once the passphrase is set you can either:


	Click the Run cloud backup button to create a backup immediately


	Let the system automatically create a backup every night




Every encrypted backup will be sent directly to the Nethesis Operation Center over a secure channel.
Please note that the date of the backup is the server date.
The dates displayed in the backup list are based on the time of the server storing the backups, not the time of the firewall that created them.
This means the dates might differ depending on time zone differences.


Warning

Cloud backups without encryption have been deprecated. For a limited time, backups will still be sent to the cloud even if they are not encrypted.
In the near future, only encrypted backups will be sent to the remote server.
If you have a valid subscription, please enable encryption to ensure the security of your backup.
See also Backup encryption alert for more information.




Backup encryption alert

Not encrypting the backup is a security risk.
If the backup is not encrypted, anyone with access to the backup file can read the configuration settings stored inside it.

Every night a script will check if the backup is encrypted.
If the backup is not encrypted, the script will create an alert inside the remote portal my.nethesis.it or my.nethserver.com.
To resolve the alert, the user must enable encryption by clicking on the Configure passphrase button and setting a strong password.
The alert will be resolved automatically during the nightly cron job.

To disable the alert, access the shell and execute:

uci set ns-plug.config.backup_alert_disabled=1
uci commit ns-plug





Disabling the alert will result in silent failures when the sending of non-encrypted backups is blocked in the future.
The administrator will not be notified of these failures, potentially leading to unnoticed backup issues.




Backup customization

The backup includes all relevant configuration files.
To list the files included in the backup, execute the following command:

sysupgrade -l





The backup can be customized by adding files to the backup list.
Just add a new line to the file /etc/sysupgrade.conf with the path of the file to be included in the backup.

Example:

echo /etc/myfile >> /etc/sysupgrade.conf







How to decrypt a backup

Normally, encrypted backups are handled directly by NethSecurity during both the creation and restore phases. Once the passphrase is provided, the system automatically encrypts or decrypts the file.

In some cases, however, it may be useful to decrypt the backup externally (outside the firewall) in order to perform checks before restoring it.
For this reason, the following gpg command can be used to decrypt the backup content:

gpg --decrypt --passphrase $YOUR_PASSPHRASE --output unencrypted-file.tar.gz --yes $YOUR_ENCRYPTED_BACKUP_FILE









            

          

      

      

    

  

    
      
          
            
  
Updates

NethSecurity allows two types of updates, both available from the Update section under the System menu:


	normal updates for bugfixes and security patches


	system upgrades to switch to a different version





Bug & security fixes

These updates are intended for minor updates and bugfixes.

Typically they could be performed automatically, but at any time it is possible to check for new updates available by clicking on Check for Fixes button.
These updates do not require a restart of NethSecurity, they are tied to a specific version and distributed using packages.

When using this method, the version of the image shown inside the dashboard does not change, but the system is updated with the latest fixes.



System upgrades

This types of upgrages involve the transition to a new version of the firmware that introduces new features, improvements and wider hardware support.

This type of update will reboot the device (which will therefore not be reachable for a few dozen seconds) and then completely rewrites the firmware, preserving all the configurations.
However it is recommended to save a configuration backup before proceeding with the upgrade.

If a new version is available, the user interface will display an information banner and a dedicated button Update System that will allow you to perform the update.

Alternatively, it is always possible to manually upload a compatible image using the Update with image file button and proceed with the update.

Update from command line

You can also perform a System update from the command line.
To do this, simply download the new image file, it is recommended to save it inside /tmp directory.
Then run the following command:

sysupgrade -k -v nethsecurity-<version>-x86-64-generic-squashfs-combined.img.gz





The sysupgrade command flashes the new image file to the device.


Restore extra packages

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
Please note that the reinstall procedure requires access to Internet.
In case of error, proceed with the manual restore documented below.
See the next section for earlier versions.

After the upgrade, you can run the following command to list all extra packages:

grep overlay /etc/backup/installed_packages.txt





This command returns all extra packages, allowing you to verify which ones are installed and present on the system.


Manually restore extra packages

This manual procedure is required only on versions before 8.7.2 or if the automatic reinstall procedure fails.

During the upgrade, the system is completely rewritten, and all extra packages installed by the user will be lost.
However, the list of installed packages is saved in the configuration backup, allowing them to be restored after the upgrade.

After the upgrade, ensure that the system has internet access, then restore the previously installed packages using the following commands:

opkg update
grep -E '\w+\s+overlay$' /etc/backup/installed_packages.txt | awk '{print $1}' | xargs opkg install









Automatic package updates


Subscription required

This feature is available only if the firewall has a valid subscription.



Automatic updates for packages can be enabled from the Update section under the System menu, by enabling the Automatic updates option.
Updates are checked daily and, if available, they are automatically downloaded and installed.





            

          

      

      

    

  

    
      
          
            
  
Storage

Starting from version 8.6, NethSecurity automatically saves system logs to a persistent storage partition on bare metal installations (refer to the dedicated section below for virtual machines).

This guarantees that logs remain available across reboots or unexpected shutdowns, even if the storage has not been manually configured.
The default log retention period is 52 weeks.

For new installations the system automatically creates a dedicated partition on the main disk to store logs.

For upgrades:


	if no storage had previously been configured, the system automatically sets it up using unallocated space on the primary disk


	if storage was already configured, it remains unchanged





Note

This behavior improves reliability and does not require manual intervention. However, users can still manage storage settings from the web interface.



Persistent log storage can be disabled (not recommended), or moved to a different disk if needed.
If disabled, the system will automatically reconfigure it during a future upgrade.


Manual configuration

Manual configuration of additional storage is still available and works as follows:


	If using an additional device, connect it to the system.


	Access the Storage page under the System section in the right-hand menu.


	Select the storage device where logs should be saved.


	Click on the button Format and configure storage.


	If the selected device is the primary disk, the system will generate a new partition using any unallocated space.


	If an additional disk is selected, the system will erase all existing partitions and data and create a single new partition.




The storage is then:


	Formatted with the ext4 filesystem


	Mounted at /mnt/data


	Used by rsyslog to write logs to /mnt/data/log/messages. For more details, see Storage log rotation.


	Synchronized daily (at night) for additional data like metrics




To remove persistent storage and return to in-memory logging, click on the button Remove storage.


Virtual Machines

When installing NethSecurity on a virtual machine, the recommended method is to generate the virtual disk from the official image.
In this mode, logs are not stored persistently by default.
To enable persistent log storage, you must attach a second virtual disk to the virtual machine.
As an alternative, you can extend the virtual disk and use the free disk space to create a new partition like on a physical hardware.



Behavior in versions prior to 8.6

In earlier versions of NethSecurity, logs were written by default to a volatile in-memory directory.
To persist logs, storage had to be configured manually, either by using unallocated space on the system disk or by attaching a secondary disk.


Troubleshooting

In certain instances, you may encounter challenges utilizing the primary disk for log storage, as the user interface may not present any options.
In such cases, the issue typically stems from a pre-existing partition on the disk, which must be removed beforehand to ensure proper utilization by the system.

This typically occurs even after performing a default reset using failsafe mode (which does not remove the log partition), in order to allow the system to use again the storage to save new logs you need to remove the old partition.

This can be easily done this way.


	Verify if the log partition is present with the command:




parted /dev/sda print:

root@NethSec:~# parted /dev/sda print
Model: ATA Hoodisk SSD (scsi)
Disk /dev/sda: 32.0GB
Sector size (logical/physical): 512B/512B
Partition Table: gpt
Disk Flags:

Number  Start   End     Size    File system  Name  Flags
128     17.4kB  262kB   245kB                      bios_grub
 1      262kB   17.0MB  16.8MB  fat16              legacy_boot
 2      17.0MB  332MB   315MB
 3      512MB   32.0GB  31.5GB  ext2





Partition 3 is the one used for logs.


	to remove partition 3 execute the command:




parted /dev/sda rm 3


	Now verify again the partition table with the command:




parted /dev/sda print

Partition 3 should not be visible.

Now the storage is ready to be configured for logs from the Web UI.







            

          

      

      

    

  

    
      
          
            
  
Factory reset

NethSecurity provides multiple options to reset your firewall and restore its functionality:


	Factory reset: choosing this method erases all your installed packages and customized settings,
reverting the firewall back to its original state as it was after NethSecurity installation.


	Failsafe mode: this option is useful if you have lost control of your device, making it inaccessible due to a configuration error.
Failsafe mode allows you to reboot the firewall into a basic operating state while retaining most of your packages and settings.


	Recovery mode: if your firewall’s firmware becomes corrupted, recovery mode comes to the rescue.
It enables you to install new firmware and unbrick a faulty machine.





Factory reset

In NethSecurity, a factory reset refers to the process of reverting the firewall device back to its original settings and configuration as it
was when it was first installed. This procedure erases all the customized settings, configurations, installed packages,
and user data on the device, effectively restoring it to a pristine state.

This procedure relies on the completion of the boot process. If the factory reset doesn’t work, consider using failsafe mode instead.

To start fresh without reinstalling the firmware, access the Factory reset page under the System section.
Click the Perform factory reset button to reset the firewall to its original state.
The factory reset process will take a few seconds to complete. Once the process is complete, the firewall will reboot automatically.

The factory reset restores the currently installed version.
For instance, if the firewall was initially installed with version 23.05.0 and then updated to 23.05.1, after the factory reset,
you will have a clean installation of version 23.05.1.

If the storage on which NethSecurity is running has been configured with a partition to save logs, the ‘Factory reset’ done from the Web UI will also remove the log partition and all its data.


Note

If NethSecurity was installed through an in-place migration from NethServer 7, the factory reset will not restore the default configuration. Instead, the system will restart with all configurations migrated from NethServer 7.



If you prefer a clean start, you can proceed with a new installation rather than using the factory reset.

Alternatively, you can follow these steps:


	Update your NethSecurity with a newer image (if present) or using a standard image downloaded from downloading.This will rewrite the ROM of your NethSecurity with a standard one, removing any migration files.


	Now you can perform the Factory Reset, which will lead you to a clean start.




If you want to execute the factory reset from command line, just execute the following command.

/usr/libexec/rpcd/ns.factoryreset call reset







Failsafe mode

NethSecurity provides a failsafe mode that can override the current configuration of your device. If your device becomes inaccessible due
to a configuration error, failsafe mode comes to your rescue. When you boot into failsafe mode, the device initializes in a basic operating state,
using a set of predefined defaults, allowing you to address the issue manually.

However, it’s important to note that failsafe mode cannot resolve more complex issues such as faulty hardware or a damaged kernel.
While it resembles a reset, failsafe mode enables you to access your device and restore settings if necessary, whereas a reset would simply erase all configurations.

The simplest way to activate failsafe mode is to connect directly to the firewall using a VGA/HDMI monitor or a serial cable. To do this,
boot the machine, wait for the Grub boot menu to appear, and select NethSecurity (failsafe).

You can access the firewall directly through the serial port using a null-modem cable and a common terminal program.
For Windows, you can use PuTTY version 0.60 or higher. For Linux, options include minicom and picocom. Set the baud rate
to 115200, data bits to 8, parity to None, and stop bits to 1 (abbreviated as 8N1).

After entering failsafe mode, the firewall will start with a network address of 192.168.1.1/24, usually on the eth0 network interface,
and only essential services will be operational. It’s important to note that the DHCP server will be inactive in failsafe mode.
Follow the instructions displayed on the screen to mount the root filesystem and access other utilities as needed.

If you want to execute the factory reset in failsafe mode, just execute the following commands.

firstboot -y && reboot






Note

This commands will not delete the log partition from disk if it exists. If you need to delete the old partition please refer to the Storage for more details.





Emergency recovery

Emergency recovery in NethSecurity, also known as unbricking, is a feature enabling users to restore their firewall device in cases of severe malfunctions.
Unbricking ensures that even the most critical issues can be resolved, restoring the device to full functionality, unless there are hardware failures.

If you still have access to the system, you can use the following commands to download and write the image:

ns-download -l





This command will display the path of the downloaded image. Use this path in the following command:

sysupgrade -n <download_image_path>





If you can’t access the system, download the latest image, then follow installation instructions
to write the image directly into the storage media.





            

          

      

      

    

  

    
      
          
            
  
Controller

The NethSecurity controller is an application that can run on NethServer 8 [https://docs.nethserver.org/projects/ns8/en/latest/nethsecurity_controller.html] (NS8).
The controller allows remote control of multiple NethSecurity installations, called units.

The firewall can operate independently without the need for the controller.
The controller is an optional component that provides additional management and monitoring capabilities for the firewall.

The controller creates a secure connection between the central server and the units.
Each firewall registers with the server using a client called ns-plug.
Once registered, the server generates a VPN configuration that is sent back to the firewall.
The VPN enables secure communication between the controller and the unit.

Key features:


	Centralized Management: Manage multiple firewalls from a single server.


	Secure Communication: Establish a secure OpenVPN [https://openvpn.net/] connection between the server and the firewalls.


	Easy Configuration: Configure firewalls directly from the controller’s user interface.


	Monitoring and Logging: Collect and analyze logs from the firewalls inside Loki [https://grafana.com/oss/loki/] for troubleshooting and monitoring purposes.


	Metrics Visualization: Visualize metrics from the firewalls using the built-in Grafana [https://grafana.com/] dashboard.
Metrics are collected using Prometheus [https://prometheus.io/] and TimescaleDB [https://www.timescale.com/].


	Web-based SSH: Access the firewall command-line interface using a web-based SSH client.





Installation and configuration

The controller can be installed on a NethServer 8 system from the Software Center. The module is named NethSecurity Controller.

After the installation, the controller must be configured. The configuration can be done using the NethServer 8 web interface.
The following parameters need to be set:


	Controller hostname: The fully qualified domain name for the controller, like: mycontroller.nethsecurity.org.
Ensure the hostname is resolvable and reachable from the units.


	Let’s Encrypt certificate: Enable or disable Let’s Encrypt certificate for the controller web interface. It’s recommended to enable it.


	VPN network and VPN netmask: The OpenVPN network and netmask. When choosing the network, make sure it does not overlap with the existing networks inside all
the units that will be connected to the controller. Use only class C networks like 192.168.7.0 with netmask 255.255.255.0.


	Administrator user: The controller administrator user name. The administrator user is the only user that can create
and manage other users inside the controller. The same user name is used to access the Grafana interface.


	Administrator password: Choose a strong password for the administrator user.
Note that the default password is displayed only once, please store it in a safe place. The same password is used to access the Grafana interface.
For security reasons, you should change the password after the first login both for the controller and the Grafana interface.




The following parameters are optional:


	Controller name: The name of the controller, used to create the VPN certification authority. You can leave it unchanged unless you have a specific requirement.


	Log retention: The log retention period in days, default is 180 days. It applies to the logs stored in Loki.


	Metrics retention: The metrics retention period in days, default 15 days. It applies to the metrics stored in Prometheus and Timescale.


	MaxMind license key: The controller can geolocate the IP addresses of the connected VPN clients and attackers. A map with the location of the clients and attackers
will be displayed inside Grafana. The license key is required to enable the feature and download the MaxMind GeoIP2 database.
To obtain a free license key, signup on the  MaxMind website [https://www.maxmind.com/en/geolite2/signup], then access the Manage License Keys page inside the account section.
Generate a new license, copy the license key and paste it in the field.


	Allowed IPs: The list of IP addresses or CIDR ranges that are allowed to access the controller web interface. By default,
the list is empty, meaning that access is allowed from all IP addresses.
You can restrict access to specific IPs or networks for security reasons.
When enabled, only the registration endpoint  (eg. https://controller.nethserver.org/api/register) will be accessible from the units, allowing them to register
with the controller. All other traffic between the controller and the units will be routed through the VPN connection.
This feature requires unit version 8.6 or later.




After completing the configuration, the controller is ready to be used and can be accessed using a web browser at the configured hostname, like https://mycontroller.nethsecurity.org.


Note

To ensure proper operation, the controller must be accessible over the network on specific ports.


	TCP port 443 (HTTPS) to access WebUI and allow units communication.


	A dinamically allocated UDP port opened by NethServer 8 and used for VPN connections from the units, this port is randomly generated at setup time.




The actual UDP port number can be found in the Controller module status page under the OpenVPN UDP Port section. Make sure those ports are open on any firewall protecting the node running the controller.





Users

The controller has two types of users:


	Administrator users: The administrator users are the only ones who can create and manage users inside the controller.
Administrator users can also access all units.


	Standard user: Standard users can manage units and firewall configurations. These users must be associated with a group of units:
they will be able to access only the units associated with their group. If a user is not associated with any group, they will have no access to any unit.
See Unit groups for more information about unit groups.




An administrator user is created during the controller configuration from NethServer 8 web interface.
The administrator user can create and manage other users from the controller web interface.
A user can be associated to a unit group from the controller web interface, inside the user management page.

It is recommended to create a user for each person who needs access to the controller.
When creating a new user, the administrator must specify the username, the user display name, and the user password.
The username is used to log in to the controller, while the display name is used to identify the user in the controller.

The administrator can also:


	reset the user password and delete users


	promote a user to administrator


	delete a user account




After logging in, each user should change their password and generate an SSH key pair for accessing the units.


Two Factor Authentication (2FA)

Each controller user can enable Two Factor Authentication (2FA) to increase the security of the account.
To enable 2FA, follow the same steps documented inside the firewall web interface: NethSecurity UI 2FA.

The administrator can see the 2FA status of each user inside the user list.


2FA reset

If a controller administrator has lost access to their OTP device and cannot log in,
2FA can be reset from the NethServer 8 node by wiping the otp_secret and otp_recovery_codes
fields directly in the controller’s database.

Run the following commands on the NethServer 8 node, replacing nethsecurity-controller1 with
the actual controller module instance name and admin with the affected username:

runagent -m nethsecurity-controller1
source db.env; podman exec -it timescale psql -U "${POSTGRES_USER}" -p "${POSTGRES_PORT}" \
  -c "UPDATE accounts SET otp_recovery_codes='', otp_secret='' WHERE username = 'admin';"





After the query completes the user can log in with just their password and re-enroll a
new OTP device from the controller UI.





Units

All users can manage units. A unit is a firewall that is managed by the controller.

To connect a new unit to the controller, the user must click on the Add unit button from the controller web interface.
When a new unit is added, the controller performs the following actions:


	creates a unique identifier for the unit


	allocates an IP address inside the VPN network


	generates a VPN configuration including certificates


	safely stores credentials required for accessing the remote firewall




A join code will be generated and displayed on the screen. The join code must be entered on the unit to establish the connection with the controller.

Access the Controller page inside the unit web interface and enter the join code in the Join code field.
When joining the controller, the unit will download the VPN configuration and establish a secure connection with the controller.
If the connection is successful, the unit will be displayed in the controller web interface with the status Connected.

Please note that if the controller does not have a valid Let’s Encrypt certificate, you will need to disable the Verify TLS certificate option in the unit configuration.

When the unit is connected, the user can access the unit web interface by clicking on the Open unit link without needing to enter the unit credentials.


Note

The unit user interface must listen on port 9090 to allow the controller to access it.
The controller will access the unit web interface through the VPN connection. The port 9090 does not need to be open from
the WAN side, but it must be open from the VPN side to allow the controller to access it.



Remove a unit

Units can be disconnected from the controller by clicking on the Remove unit button from the controller web interface.
When a unit is disconnected, the controller will remove the unit configuration and the VPN connection will be terminated.

After removing the unit from the controller web interface, access the unit web interface and click Disconnect unit on the Controller page:
the unit will destroy the VPN configuration.



Unit groups

Unit groups are a way to organize units inside the controller. Each user can be associated with one or more unit groups.
When a user is associated with a unit group, they can access only the units that belong to that group.
Unit groups are useful to restrict access to specific units for specific users.

To create a new unit group, the administrator must click on the Add group button from the controller web interface,
within the Unit groups page.
The administrator can specify the group name, a description, and the units that belong to the group.

Once a unit group is created, the administrator can associate the unit group with a user.
To do so, the administrator must access the user list inside the Users page.
Then, click on the Edit button next to the user and select the unit group from the Unit groups dropdown menu.


Removing unit groups

A unit group can be removed only when there are no users associated with it.
This can be checked by accessing the Users page and looking for any users that is associated to the group.

To remove a unit group, the administrator must access the Unit groups page and click on the Delete button next to the group.



Migrated unit group

When upgrading from a controller version prior to 2.0.0, a new Migrated unit group will be created automatically.
The Migrated unit group automatically includes all units that were managed by the controller before the upgrade.
It is also associated with all existing users to ensure they retain access to their units after migration.

The group can be safely removed once it is no longer needed.




Logs management

When a unit is connected, rsyslog is reconfigured to send logs using the syslog protocol (RFC 5424).
It may take a few minutes before rsyslog starts sending the data.
The logs are labeled using the unit’s hostname: to ensure that the user interface links work properly, make sure that:


	the unit FQDN is unique within the cluster


	the unit’s name is the same as its hostname




Logs can be viewed by clicking on the Open logs link for each unit. The logs are displayed in a specific Grafana dashboard that also allows for searching and filtering.


Note

Logs retention period must be configured from the NS8 web interface.





Metrics

Each unit exports two types of metrics:


	system operating metrics (CPU, memory, disk, network): these metrics are collected using Netdata [https://www.netdata.cloud/]
and stored in Prometheus [https://prometheus.io/]. As soon as a unit is connected, the controller starts scraping the metrics.
These metrics are available to everyone regardless of the subscription status.


	firewall metrics (traffic, security, VPN): these metrics are sent from the unit to controller at fixed intervals.
The controller stores them inside a Timescale [https://www.timescale.com/] database.
These metrics are available only to users with a valid subscription.




All data collected and stored inside the controller is timestamped using Coordinated Universal Time (UTC).
This ensures consistency and accuracy across different time zones, making it easier to correlate events and analyze trends.

Users have the flexibility to view data in their local time zone by adjusting the time settings in Grafana.
To change the local time zone, navigate to the Grafana preferences menu and select the desired time zone.
This adjustment can be applied to each dashboard individually, allowing users to customize the time zone display based on their preferences.

The metrics can be viewed within the Grafana dashboard.
Users can access the dashboard by clicking on the Open metrics link for each unit.

By default, only the admin user can access the metrics dashboard. If you want to allow other users to access the metrics dashboard,
you can create a new role and assign it to the user directly from the Grafana web interface.


Grafana

Grafana is an open-source platform used for monitoring and visualizing time-series data.
It helps users create customizable dashboards with graphs, charts, and tables to analyze system metrics, logs, and other data from various sources.

The controller includes a pre-configured Grafana instance that is used to visualize metrics and logs from the connected units.
The Grafana instance is accessible from the URL https://<controller-fqdn>/grafana.

By default, you can access it by using the default credentials set during the controller configuration.
Remember to change the default password after the first login.
Grafana also provides features for managing users, teams, and permissions.
It supports authentication via various methods including username/password, OAuth, LDAP, and more.

You can also create custom dashboards and alerts to monitor the metrics and logs from the connected units.
See the official documentation [https://grafana.com/docs/grafana/latest/] for more information on how to use Grafana.


Prometheus metrics

Prometheus metrics are collected using Netdata and stored in a Prometheus database.

Metrics exported for each unit includes the following labels:


	instance the VPN IP of the connected machine with the Netdata port (eg. 172.19.64.3:19999)


	job fixed to node


	node the VPN IP of the connected machine


	unit the unit unique name of the connected machine




Such metrics are visible inside the Operating system dashboard.



Timescale metrics


Subscription required

This feature is available only if the firewall and the controller have a valid subscription.



The Timescale database stores the same metrics of the Real-time monitoring but as a timeseries saved in a PostgreSQL database.
Each unit sends data to the controller every 15 minutes. The controller aggregates the data every 15 minutes, this means that data are
available inside dashboards at best with a 15 minutes delay and at worst with a 30 minutes delay.

The controller can do extra processing on the data to provide more insights. For example, the controller can geolocate the IP addresses
of the connected clients and of the attackers.

These metrics are visible inside the following dashboards:


	Network traffic: aggregated network traffic as seen by the unit


	Network traffic by client: network traffic for each client (local host) connected to the unit


	Network traffic by host: network traffic for each remote host


	Security: security events detected by the unit


	VPN: VPN statistics for OpenVPN Road Warrior, OpenVPN tunnels and IPsec tunnels





Note

Metrics retention period must be configured from the NS8 web interface and is applied to both to Prometheus and Timescale databases.







Unit updates

The controller allows you to update the units directly from the interface, similar to the process in the unit web interface. Two types of updates are available:


	Package updates: Update the packages installed on the unit. List and install available updates by clicking on Check packages updates in the unit menu.
A modal will display the list of available updates. If updates are available, apply them by clicking on the Update button in the modal. This is the first thing to try if
version awareness blocks you from accessing the unit.


	System update: Update the unit’s system. If an image update is available, a badge will appear in the unit list.
Schedule an update by clicking on the System update button in the unit menu. You can schedule the update or update the unit immediately.
This operation is also available as a mass operation for multiple units under Actions -> Update systems.
Units with a scheduled image update will have a dedicated badge in the unit list. You can abort the scheduled update by clicking on the Cancel scheduled image update button in the unit menu.





Note

Please be aware that units might not send updated information when undergoing upgrading process prior to unit version 1.3.0. To refresh manually the information use the guilabel:Sync unit info button in the unit menu.





SSH access

SSH, or Secure Shell, is a cryptographic network protocol for operating network services securely over an unsecured network.
SSH provides a secure channel over an unsecured network in a client-server architecture, connecting an SSH client application to an SSH server.

It is possible to connect to the unit by clicking on the Open SSH terminal link.
The connection is made through a web-based SSH client that allows access to the unit’s shell.

You can connect to units using a username and password pair or an SSH key.

Once connected, the SSH session will be started inside a new browser tab. Some browsers require permission to open popups for the SSH session to work properly.
To close the session, simply close the browser window or log out from the shell using CTRL + D.


Username and password

The user can connect using a username and password pair of the unit in the following scenarios:


	The logged-in user has not generated an SSH key


	The public SSH key of the logged-in user hasn’t been copied inside the SSH authorized keys file of the unit




The user interface will display a form to enter the username and password.
After entering the credentials, the user can click on the Open terminal button to start the SSH session.



SSH key

An SSH key pair is a set of two cryptographic keys that are used for authentication when establishing a secure connection using the SSH (Secure Shell) protocol.
The pair consists of a private key and a public key:


	Private Key: This is kept secret and secure by the user. It should never be exposed to the outside world. It is used to decrypt data that has been encrypted with the public key.


	Public Key: This can be freely shared and is used to encrypt data that can only be decrypted with the private key.




When you connect to a server using SSH with key pair authentication, you provide your public key to the server.
The server then encrypts a challenge message with your public key. Your client then decrypts the message with your private key and sends the result back to the server.
If the result is correct, the server knows that you must have the correct private key and allows you to connect.

This method of authentication is more secure than using a password, as it provides a form of two-factor authentication:
something you have (the private key file) and something you know (the passphrase to unlock the private key).

To use an SSH key, generate a new key pair by accessing the Account settings page and and clicking on the Generate SSH key pair button.
Enter a passphrase to protect the private key and click on the Generate SSH key button.
The user interface will display the public key, while the private key is preserved safely inside the controller.

Before connecting to the unit, you must copy the public key and paste it into the unit’s SSH authorized keys file.
You can do it from the Unit manager page, by clicking on the Actions button and selecting Send SSH public key.
Choose the units you want to send the key to and click on the Send SSH key button.

From now on, you can connect to the unit using the SSH key pair.
The user interface will display a form to enter the passphrase when clicking on the Open terminal button.

You can also revoke the SSH key pair by clicking on the Revoke SSH public key button from the Actions button.




Accounting

All operations performed on the controller are logged in the NS8 log. Here are some examples of logged operations:


	User login and logout


	User creation/modification/deletion/password change


	Unit list/creation/removal




Example of NS8 log:

Mar 26 11:08:23 controller.nethserver.net api[64323]: nethsecurity_controller 2024/03/26 11:08:23 middleware.go:85: [INFO][AUTH] authentication success for user admin
Mar 26 11:08:23 controller.nethserver.net api[64323]: nethsecurity_controller 2024/03/26 11:08:23 middleware.go:186: [INFO][AUTH] login response success for user admin





Each unit has an rpcd user specific to the controller, which is used for management operations.
When a user accesses the unit’s web interface from the controller, all operations performed are logged in the unit’s log, identified by the rpcd user. For example:

Mar 26 11:28:52 NethSec nethsecurity-api[4535]: nethsecurity_api 2024/03/26 11:28:52 middleware.go:166: [INFO][AUTH] authorization success for user 0a891388811ff8dc0ec2fbed. POST /api/ubus/call {"path":"ns.dashboard","method":"interface-traffic","payload":{"interface":"eth1"}}
Mar 26 11:28:52 NethSec (none) nginx: 172.19.64.1 - - [26/Mar/2024:11:28:52 +0000] "POST /api/ubus/call HTTP/1.1" 200 1490 "https://controller.gs.nethserver.net/" "Mozilla/5.0 (X11; Linux x86_64; rv:122.0) Gecko/20100101 Firefox/122.0"





To determine who performed a specific operation, it is necessary to check the log of the unit identified by the rpcd user and correlate it
with the login action performed on the controller.

When a user connects to the unit via SSH, the login is logged in the unit’s log, identified by the SSH user. Usually, the SSH user is root.
For example:

Mar 26 11:55:03 NethSec dropbear[22798]: Password auth succeeded for 'root' from 172.19.64.1:46460





If the user uses an SSH key for authentication, the log will contain the fingerprint of the SSH key used for authentication.
This makes it easier to associate the SSH user with the operations performed. Example:

Mar 26 11:09:33 NethSec dropbear[31090]: Child connection from 172.19.64.1:52012
Mar 26 11:09:33 NethSec dropbear[31090]: Pubkey auth succeeded for 'root' with ssh-rsa key SHA256:FLecvNRKi0hxxxdjfP0urUZxxx6jxxxxNbZceOPFjyk from 172.19.64.1:52012







Subscription and limitations


Subscription required

Some restrictions can only be overcame if the firewall has a valid subscription.



The behavior of the controller running on a NS8 depends on its subscription status.

Controller without subscription:


	Allows the registration of up to 3 units.


	Only community firewalls can register with the controller.


	Historical metrics are not accesible.




Controller with a valid subscription:


	The number of units is unlimited.


	Only firewalls with a valid subscription can register with the controller.


	Units with a valid subscription send metrics to the controller.






Version awareness

Version awareness is a mechanism that prevents the user from performing operations not supported by the unit version. To do so, when connecting to the UI
of a unit the controller will check the API version during the connection process. There are three possible scenarios:


	If the versions are compatible, the connection proceeds as normal.


	If the firewall (unit) is significantly older than the controller, you’ll see a popup that prevents the connection. This is to protect against potential errors.


	If the controller is slightly older than the firewall, you’ll see a warning about the mismatch. However, you’ll still be able to connect if you choose to proceed.




As an administrator, you don’t need to take any specific actions to enable Version awareness. It works automatically in the background. However, you should:


	Pay attention to warnings: if you see a version mismatch warning, consider updating your system when convenient.


	Keep your system updated: regularly check for and apply updates to both your controller and firewall units to ensure the best compatibility and access to new features.


	Report issues: if you encounter any unusual behavior or errors, especially after seeing a version warning, follow the troubleshooting procedure.




Version awareness is a behind-the-scenes feature that helps keep your NethSecurity system running smoothly. By automatically checking compatibility between the controller
and units, it prevents many potential issues before they can affect your network. While it doesn’t require any action from you, being aware of this feature can help you better understand and manage your system.

Bypass version awareness

While version awareness is a useful feature, knowing the risks and potential issues, you may want to bypass it in some cases.
To do so, the procedure is as follows:


	On the controller, go to the unit manager page and click on More Info of the unit you want to connect to.


	Copy the Unit ID value.


	Click on Open SSH terminal


	When the modal opens, you can safely close it. This was only needed to exchange some credentials with the unit.


	Open a new tab, and go to this URL: https://<controller-fqdn>/#/controller/manage/<unit-id>/dashboard. Example: https://controller.nethsecurity.org/#/controller/manage/000000000-0000-0000-0000-000000000000/dashboard.


	You will be able to access the unit’s UI without the version check.




Update unit with SSH

You can update the unit without connecting to it using the SSH terminal.
Follow the steps to connect to the unit using SSH Access.

Once connected, you can check for updates depending on what you want to update.


	Install package updates on the unit:


	To check for updates for packages use the following command:

/usr/libexec/rpcd/ns.update call check-package-updates







	If you’re ok with the installation of the packages you can run the following command:

/usr/libexec/rpcd/ns.update call install-package-updates











	To update the image, you can simply schedule the installation, remember this is an operation that restarts the firewall (causing a downtime)


	Check if there is an updated image available:

/usr/libexec/rpcd/ns.update call check-system-update







	If you want to proceed with the update, this can be done through this command:

/usr/libexec/rpcd/ns.update call update-system

















            

          

      

      

    

  

    
      
          
            
  
Network interfaces

The Interfaces and devices page configures how the server is connected to the
local network (LAN) and/or other networks (i.e. Internet).

NethSecurity supports an unlimited number of network interfaces.
Any network managed by the system must follow these rules:


	networks must be logically separated: each network must have different addresses


	private networks, like LANs, must follow address’s convention from RFC1918 document


	networks should be physically separated using different switches or logically separated using VLAN (Virtual Local Area Network)




Every network interface has a specific zone which determines its behavior.
A basic network setup for a router typically includes a minimum of two interfaces, namely LAN (Local Area Network) and WAN (Wide Area Network):


	lan: local network, hosts on this network can access any other configured network


	wan: public network, hosts on this network can access only the server itself




All configured network interfaces are listed at the top of the page.
Each interface is displayed with its name and the assigned firewall zone.
This section offers an immediate overview of the current configurations, allowing users to quickly see which networks are already
set up and associated with specific security zones.

In the bottom section of the page, available but unconfigured network devices are listed. To configure a device, the user clicks
on the Configure button corresponding to the desired device.
The newly created VLAN devices are visible in this section.

IPv4 addresses for private networks (RFC1918)

TCP/IP private networks not directly connected to Internet should use special addresses selected by
Internet Assigned Numbers Authority (IANA).



	Private network

	Subnet mask

	IP addresses interval





	10.0.0.0

	255.0.0.0

	10.0.0.1 - 10.255.255.254



	172.16.0.0

	255.240.0.0

	172.16.0.1 - 172.31.255.254



	192.168.0.0

	255.255.0.0

	192.168.0.1 - 192.168.255.254







Logical interfaces

Logical network interfaces are virtual network interfaces that allow for additional flexibility and functionality in networking setups.
Unlike physical network interfaces, which correspond to actual hardware ports, logical network interfaces are software-based and can be
configured and managed to suit specific networking requirements.

Click on the Add logical interface button to create a new virtual network device.
The device can be a


	bridge: it is a logical network interface that connects two or more different network segments, allowing communication between devices in these segments.
A bridge effectively extends the local network, enabling devices to communicate as if they were on the same physical network.


	bond: also known as network bonding or NIC bonding, is a method of combining two or more physical network interfaces into a single logical interface.
It provides two primary benefits: increased bandwidth and fault tolerance.




Bonds can be configured in multiple modes.

Modes providing load balancing and fault tolerance:


	Balance Round Robin (recommended)


	Balance XOR


	802.3ad (LACP): it requires support at driver level and a switch with IEEE 802.3ad Dynamic link aggregation mode enabled


	Balance TLB: it requires support at driver level


	Balance ALB




Modes providing fault tolerance only:


	Active backup (recommended)


	Broadcast policy




When creating a bond, the UI will display a management IP address in the private network 127.x.x.1/32.
This IP address is used solely for managing the bond and is not involved in traffic forwarding.
Once the bond device is created, you can assign an IP address and a firewall zone to it.
Please note that bond configuration is not editable after creation. If you need to modify the bond’s IP address or zone,
you’ll have to remove its configuration and reconfigure it again.
If you need to change bond devices, bond mode or management IP you’ll have to remove bond configuration and bond device and recreate it from scratch



VLAN

A VLAN, or Virtual Local Area Network, is a network technology that allows network administrators to create logically segmented networks within a physical network infrastructure. VLANs enable the creation of multiple broadcast domains in a network, even though they are physically connected to the same network switch.

You can create a new VLAN device by clicking the Create VLAN device button.
Select the VLAN device type:


	VLAN 802.1q is primarily used for standard VLAN implementations within organizations


	802.1ad (QinQ) is used in service provider networks where multiple customers require VLAN segmentation,
and these segmented VLANs need to be transported across the provider’s network




Make sure also to chose correct VLAN ID. Please bear in mind that you must setup the same VLAN ID inside the network switch.



IP aliasing

Use IP aliasing to assign more IP addresses to the same network interface.

The most common use is with a wan interface: when the ISP provides a pool of public IP addresses (within the same subnet) you can add some (or all) of them to the same wan interface and manage them individually (e.g. in the port forward configuration).

To add an alias, click the tree-dots menu ⋮ on right corner of the existing network interface, then select Create alias interface item.



PPPoE

PPPoE (Point-to-Point Protocol over Ethernet) connects the server to Internet through a DSL modem.
Users can setup a new PPPoE connection using an unassigned Ethernet network interface or creating a new logical interface.

Inside the network interface window, choose the wan zone then, select the PPPoE protocol.
Then fill all required fields like Username and Password.


PPPoE with DHCPv6-PD

DHCPv6 Prefix Delegation (DHCPv6-DP) automates the assignment of IPv6 prefixes from your internet service provider (ISP).
It eliminates the need for manual configuration or Network Address Translation (NAT), simplifying IPv6 deployment.

First, make sure your ISP supports DHCPv6-PD, than follow these steps:


	Configure WAN Interface: set the WAN interface mode to PPPoE and enable the Enable IPv6 option


	Configure LAN interface: enable the “Enable IPv6” option and leave the IPv6 address field blank




By enabling IPv6 for both WAN and LAN interfaces without specifying an address for the LAN, your router will automatically request
and receive an IPv6 prefix (usually a /64) from your ISP through DHCPv6-PD.
This prefix will then be used to assign individual IPv6 addresses to devices on your network.




USB-to-Ethernet Adapters

USB-to-Ethernet adapters are not considered suitable for use in a firewall device that is critical to network communication, for this reason the drivers are not included in the NethSecurity image.
Only for experimental purposes, specific drivers can be installed via the package manager for use in a test environment.

It is strongly recommended not to use these adapters in production environments.
If the unit has an Enterprise or Community subscription, bear in mind that USB-to-Ethernet adapters are not covered by Nethesis support.


Warning

Extra packages, including kernel modules, are not preserved across image upgrades, so in the event of an upgrade, you will need to download and install them again if needed.




How to install USB-to-Ethernet modules

These packages can be installed from the command line console, just find the correct module and install it.


	Verify the ethernet adapter is connected to USB using lsusb.Output example:

# lsusb
Bus 002 Device 002: ID 0bda:8153 Realtek USB 10/100/1000 LAN
Bus 002 Device 001: ID 1d6b:0003 Linux 5.15.162 xhci-hcd xHCI Host Controller
Bus 001 Device 002: ID 0627:0001 QEMU QEMU USB Tablet
Bus 001 Device 001: ID 1d6b:0002 Linux 5.15.162 xhci-hcd xHCI Host Controller







	Search for the the kernel module:

opkg update
opkg find kmod-usb-net-\*







	Output example:

kmod-usb-net-aqc111 - 5.15.162-1 - Support for USB-to-Ethernet Aquantia AQtion 5/2.5GbE
kmod-usb-net-asix-ax88179 - 5.15.162-1 - Kernel module for USB-to-Ethernet ASIX AX88179 based USB 3.0/2.0 to Gigabit Ethernet adapters.
kmod-usb-net-cdc-ether - 5.15.162-1 - Kernel support for USB CDC Ethernet devices
kmod-usb-net-cdc-ncm - 5.15.162-1 - Kernel support for CDC NCM connections
kmod-usb-net-dm9601-ether - 5.15.162-1 - Kernel support for USB DM9601 devices
kmod-usb-net-lan78xx - 5.15.162-1 - Kernel module for Microchip LAN78XX based USB 2 & USB 3 10/100/1000 Ethernet adapters.
kmod-usb-net-mcs7830 - 5.15.162-1 - Kernel module for USB-to-Ethernet MCS7830 convertors
kmod-usb-net-pegasus - 5.15.162-1 - Kernel module for USB-to-Ethernet Pegasus convertors
kmod-usb-net-rtl8150 - 5.15.162-1 - Kernel module for USB-to-Ethernet Realtek 8150 convertors
kmod-usb-net-rtl8152 - 5.15.162-1 - Kernel module for USB-to-Ethernet Realtek 8152 USB2.0/3.0 convertors
kmod-usb-net-smsc95xx - 5.15.162-1 - Kernel module for SMSC LAN95XX based devices
kmod-usb-net-sr9700 - 5.15.162-1 - Kernel module for CoreChip-sz SR9700 based USB 1.1 10/100 ethernet devices







	Install the right driver:

opkg install kmod-usb-net-rtl8150







	Verify a new ethX interface appears using ifconfig -a


	Configure the ethernet from the UI









            

          

      

      

    

  

    
      
          
            
  
DNS & DHCP

NethSecurity can provide DNS and DHCP services to every local network.
This section is divided in 5 tabs:


	DHCP and MAC binding


	Static leases


	Dynamic leases


	DNS


	DNS records


	Scan network





DHCP and MAC binding

This section allows you to enable and manage a DHCP server for every local network configured in your NethSecurity.
Every local interface is provided with a card where you can enable the service clicking on button Edit.

Available fields:


	Mac binding:


	Status: enable/disable the MAC-IP binding feature for this interface


	Type: it’s possible to choose between two types of MAC-IP binding:


	Soft binding: allows hosts without a reservation, blocks mismatched IP/MAC

Example: An office network where employees frequently bring their own devices (BYOD). In this case Soft binding
allows devices without a reservation to access the network, but ensures that any device with a mismatched IP/MAC
address is blocked. This provides flexibility for employees while maintaining a level of security.



	Strict binding: Only hosts with a reservation allowed, others are blocked

Example: A corporate network with strict security policies. Here hard binding ensures that only devices with
a pre-configured reservation can access the network. This prevents that employees steal an IP with higher
authorizations.











	DHCP:


	Enable DHCP : enable/disable the service


	Range IP start : first IP address of DHCP range


	Range IP end : last IP address of DHCP range


	Lease time :  lease time (default 1 hour)








DHCP Advanced settings

Force DHCP server start

Upon startup, the DHCP server checks if there are other DHCP servers on the network.
With this option disabled, the DHCP server won’t be activated if another one is detected on the network.
If the force option is enabled, the DHCP server will be started even if there are other DHCP servers within the network.

DHCP option

It is possible to declare very specific DHCP options, searching for the field to configure (e.g. DNS passed to clients, tftp IP address and so on) and then specifying the value.
The value can be also a list of values separated by a comma.

Example to override the DNS passed to clients with 2 servers:


	selected option: dns-server


	value: 1.1.1.1,8.8.8.8




See also Non-standard custom options for more information on non-standard options.



Static Leases

Static leases assigns stable IP addresses and symbolic hostnames to DHCP clients. The host is identified by its MAC address, assigned a fixed IP address, and provided with a symbolic hostname for easy recognition.

Click the button Add reservation to add a new device’s reservation.

Available fields:


	Hostname : Hostname associated to the IP address


	IP address : IP address to assign to the specified MAC Address.The IP address must be within the DHCP range


	MAC address : MAC address of the device where you want to make the reservation


	Reservation name : Optional, freely configurable filed






Dynamic leases

Dynamic leases represents IP addresses that are currently in use and have been allocated to devices on the network.
This tab shows all currently active leases.


Default Configuration

By default, the DHCP server has a limit of 1000 concurrent leases to prevent DoS attacks. Set the dnsmasq dhcpleasemax option to change the limit.

Execute these commands:

uci set dhcp.@dnsmasq[0].dhcpleasemax='2500'
uci commit dhcp
reload_config







Non-standard custom options

In addition to the standard DHCP options, NethSecurity allows you to configure non-standard custom options,
such as option 82 (DHCP Relay Agent Information). These options can be useful for advanced configurations or specific network requirements.

To set a custom option from the command line, use the following commands:

uci add_list dhcp.lan.dhcp_option='82,myvalue'
uci commit dhcp
reload_config





Custom options configured via the command line are preserved even when changes are made through the UI.
Custom options can be safely removed from the UI.

However, users should avoid modifying these custom options directly from the UI to prevent unexpected behavior.




DNS

The system employs Dnsmasq [https://thekelleys.org.uk/dnsmasq/doc.html] a as a downstream caching DNS server. Dnsmasq functions as a local
caching nameserver, which by default forwards DNS queries to the upstream DNS servers provided by the DHCP server of the WAN interfaces.
However, this behavior can be customized using the following configuration options:


	DNS forwarding servers: Click the button Add DNS Server to specify the desired upstream DNS, you can add more servers, each one is individually managed.


	DNS Domain : Insert the the local DNS domain, ensuring that queries for this domain are always resolved locally.


	Log DNS queries: enable it if you want all the DNS queries to be logged by the system.





Forwarding servers

You only need to configure forwarders if your WAN interfaces are set up with static IP addresses.
If your WAN interfaces are configured via DHCP, typically provided by your ISP, the system will automatically use the
DNS servers supplied by the WAN interfaces.
Automatically configured upstream DNS servers can be found in the /tmp/resolv.conf.d/resolv.conf.auto file.

You can configure the following:


	Specify a single upstream DNS server: enter the IP address of the desired DNS server in the designated field.


	Set up domain-specific DNS servers: this allows you to route queries for specific domains to different servers.




For privacy-focused DNS configuration using encrypted connections, see DNS over HTTPS with filtering for DNS over HTTPS (DoH) setup.


Domain-specific DNS servers

To use a custom DNS server for a specific domain, use the following syntax:

/DOMAIN/IP_ADDRESS#PORT

where:


	IP_ADDRESS: specify the IP address of the desired server


	PORT: append the desired port (after the IP address using # character).




The PORT value is optional so usually the configuration appears just like:

/DOMAIN/IP_ADDRESS

These are the main supported options:


	Empty domain (//): matches unqualified names (without dots).


	Specific domain (/google.com/): matches the exact domain and all its subdomains (e.g., google.com, www.google.com, drive.google.com…).


	Wildcard domain (*google.com/): matches any domain containing “google.com” (e.g., google.com, www.google.com, supergoogle.com).




Examples:


	Send all queries for “google.com” and its subdomains to 1.2.3.4:  /google.com/1.2.3.4


	Send all unqualified names (e.g., “localhost”) to 10.0.0.1 and everything else to standard servers: //10.0.0.1


	Send queries for domain “ad.nethserver.org” and its subdomains to 192.168.1.1 and everything else to standard servers:
/ad.nethserver.org/192.168.1.1




More specific domains take precedence over less specific domains, so for a configuration like this:


	/google.com/1.2.3.4


	/www.google.com/2.3.4.5




NethSecurity will send queries for google.com and gmail.google.com to 1.2.3.4, but www.google.com will go to 2.3.4.5

This is true also for wildcards: if both specific and wildcard domains are defined for the same pattern, the specific one takes precedence (e.g., having /google.com/ and /*google.com/ : the first will handle google.com and www.google.com, the wildcard will handle supergoogle.com.




Maximum concurrent DNS queries

By default, dnsmasq has a limit of 150 concurrent DNS queries to prevent DoS attacks.
If this limit is reached, dnsmasq will log an error and stop processing new DNS queries until some of the existing ones are completed.

In this case, dnsmasq will log an error similar to:

May 12 09:27:23 fw1 dnsmasq[1]: Maximum number of concurrent DNS queries reached (max: 150)





To increase the limit from the CLI, run the following commands:

uci set dhcp.@dnsmasq[0].dnsforwardmax=5000
uci commit dhcp
reload_config





This option is not exposed in the UI, but the change will persist across updates and will not be overridden by the UI.



Domain set refresh timing

Domain set entries are refreshed when dnsmasq performs a new lookup for the domain.
When responses are served from the local cache instead of performing a new lookup, the IP addresses are not re-added to the set.
This can cause intermittent gaps if the ipset expires before the DNS TTL expires, or if the cache prevents dnsmasq from performing fresh lookups.
Note that Adblock may alter dnsmasq behavior and affect domain set refreshing.

A cron job runs every 10 minutes to refresh all domain sets, but it also depends on dnsmasq performing actual lookups rather than serving cached results.

To resolve domain set refresh issues, adjust the DNS cache TTL settings:

uci set dhcp.@dnsmasq[0].max_cache_ttl=300
uci set dhcp.@dnsmasq[0].max_ttl=300
uci commit dhcp
reload_config





These settings ensure that cached entries expire promptly, allowing dnsmasq to perform fresh lookups and properly update domain sets.
Please note that setting will override the default TTL provided by upstream DNS servers.
Such a low TTL may increase the number of queries sent to upstream DNS servers, which can lead to increased network traffic and potential
performance issues if the upstream servers have rate limits or if there are many clients making frequent DNS requests.
Use this configuration with caution and monitor the system’s performance after applying it.



DNS Rebind Protection

DNS Rebind Protection is a security feature that safeguards against DNS rebinding attacks. It blocks the use of private IP ranges by public domains, preventing malicious websites from manipulating browsers to make unauthorized requests to local network devices.

DNS Rebind Protection is enabled by default on NethSecurity and usually does not have operational repercussions.
In the presence of split DNS, resolving public domains with internal resources, rebind protection may lead to resolution issues.
In such scenarios, potential problems can be found in the log (/var/log/messages), where lines similar to these may appear:

Sep 21 13:09:36 fw1 dnsmasq[1]: possible DNS-rebind attack detected: ad.nethesis.it






Note

To ensure maximum compatibility and prevent malfunctions in migrated installations using the dedicated tool from NethServer 7.9, DNS Rebind Protection is disabled, ensuring the same behavior as the previous version.




How to fix DNS rebind protection issues

You can easily fix any of these issues from the CLI.

Solution 1: Whitelist the domain

Put the specific domain in a whitelist (suggested):

uci add_list dhcp.@dnsmasq[0].rebind_domain="nethesis.it"





then commit and restart:

uci commit dhcp
/etc/init.d/dnsmasq restart





Solution 2: disable the DNS protection

Completely disable DNS rebind protection using these commands:

uci set dhcp.@dnsmasq[0].rebind_protection='0'
uci commit dhcp
/etc/init.d/dnsmasq restart







How to enable DNS rebind protection

If you have previously disabled rebind protection or if your configuration comes from a migration and you wish to enable rebind protection, it is recommended to also activate the rebind_localhost parameter.
This setting takes effect exclusively when rebind protection is enabled and permits upstream responses from 127.0.0.0/8, essential for DNS-based blacklist services.
Execute these commands:

uci set dhcp.@dnsmasq[0].rebind_protection='1'
uci set dhcp.@dnsmasq[0].rebind_localhost='1'
uci commit dhcp
/etc/init.d/dnsmasq restart









DNS records

The system can handle local DNS records. When the server performs a DNS lookup, first it will search inside local DNS records. If no local record is found, an external DNS query will be done.


Note

Local DNS records will always override records from external DNS servers.



Click the button Add DNS record to add a new DNS hostname.

Available fields:


	Hostname : DNS hostname


	IP address : IP address associated to hostname


	Name : optional field


	Wildcard DNS record: enable it if you want this answer for any subdomain you haven’t already defined






Scan network

This section describes the local network scanning feature. The page allows scanning all available local networks, excluding WAN networks.
The page displays a list of detected local networks, each network includes a Scan network button, selecting this button starts a full scan of the chosen network.


Scan results

After the operation is completed, the page shows a table with all discovered hosts. For each host the following information is provided:


	IP address


	MAC address


	Hostname (if detected)


	Description




You can select any host from the table and create a DNS record entry or a DHCP reservation using the respective three dot menu.


Note

The system supports scanning only on networks with a maximum netmask of 255.255.240.0 (CIDR /20), which corresponds to a maximum of 4094 hosts. Scans on larger networks are not supported.






DHCP Relay

The DHCP relay allows the firewall to forward DHCP requests from clients to an external DHCP server, DHCP relay is not available from the UI, but it’s possible to configure it from the terminal using uci.


	Replace <INTERFACE_NAME> with the name of the interface where the DHCP relay should listen.


	Replace <LOCAL_ADDR> with the IP address of the firewall on that interface.


	Replace <SERVER_ADDR> with the IP address of the upstream DHCP server.




1.Create a new DHCP relay entry

uci add dhcp relay





2.Set the interface:

uci set dhcp.@relay[-1].interface='<INTERFACE_NAME>'





3.Set the local address of the firewall:

uci set dhcp.@relay[-1].local_addr='<LOCAL_ADDR>'





4.Set the upstream DHCP server address:

uci set dhcp.@relay[-1].server_addr='<SERVER_ADDR>'





5.Commit the configuration:

uci commit dhcp





6.Reload the system configuration:

reload_config






Example

uci add dhcp relay
uci set dhcp.@relay[-1].interface='LAN'
uci set dhcp.@relay[-1].local_addr='192.168.1.1'
uci set dhcp.@relay[-1].server_addr='192.168.10.100'
uci commit dhcp
reload_config








External references


	OpenWrt DNS and DHCP documentation [https://openwrt.org/docs/guide-user/base-system/dhcp]


	Dnsmasq manual [https://thekelleys.org.uk/dnsmasq/docs/dnsmasq-man.html]








            

          

      

      

    

  

    
      
          
            
  
Static routes

Static routing in Linux allows precise control over how data packets navigate a network. Unlike dynamic routing, which is automatic, static routing requires manual configuration by network administrators.

Static routing is simple and predictable, making it ideal for stable networks where paths don’t change frequently. Administrators can define routes manually, providing specific instructions on how data should travel through the network.

Static routes can be configured from the Routes page, under the Network section from the left menu.

To add a new route click on the Add route button.
To modify an existing route click on the Edit button on the table record.
To delete a route, click the three-dots menu ⋮ on the table record and press the Delete button.




            

          

      

      

    

  

    
      
          
            
  
MultiWAN

MultiWAN (Wide Area Network) configuration is a setup in which the firewall utilizes multiple internet connections from different
internet service providers (ISPs) simultaneously. This configuration aims to enhance network reliability, increase bandwidth,
and improve internet speed by distributing network traffic across multiple links.
It can provide failover protection, ensuring that if one connection fails, the network traffic is automatically redirected to the functional
connection, minimizing downtime and ensuring continuous internet access.
MultiWAN configurations are often used in businesses and organizations that require a highly available and stable internet connection for their operations.

MultiWAN configuration requires at least two network interfaces in the WAN zone of the system. This is the fundamental requirement for implementing a MultiWAN connection.

The first time you access the configuration page, it is mandatory to create a default policy. This policy is essential and cannot be deleted. The default policy defines the basic behavior of the MultiWAN system.
It’s necessary to specify its behavior. There are two available main options:


	Balanced: In this mode, WAN connections are utilized simultaneously, and traffic is balanced based on the weight assigned to each WAN. The WAN weight can vary from 1 to 1000.


	Backup: In backup mode, the secondary WAN connection comes into play only if the primary connection fails. This ensures a backup connectivity if the primary WAN fails.




There is also a Custom mode that allows more detailed configuration, especially useful when dealing with three or more WAN connections.
This mode provides greater flexibility in managing traffic between different WAN connections.

In the custom mode of Multi-WAN configuration, the following concepts apply:


	Independent priority levels: each priority level operates independently of others. WAN interfaces within a particular priority level do not affect
or depend on interfaces in other levels.


	Multiple WAN interfaces within a priority level: each priority level can contain two or more WAN interfaces. These interfaces are grouped together
for specific configuration settings.


	Weights determine traffic distribution: the weights assigned to WAN interfaces within a priority level determine how traffic is distributed among these interfaces.
Higher weights indicate a higher proportion of traffic allocation.


	Priority decreases with new levels: adding a new priority level results in interfaces within this level having lower priority.
They are only utilized if all interfaces in the previous level fail.




Consider a scenario where the first two WAN interfaces are configured in balance mode, and the last interface serves as a backup if both the first two interfaces fail:


	select the first two WAN interfaces and set them to balance mode by assigning weights to both depending on internet connection performances


	add a new priority level by clicking on Add priority level button


	select the third WAN interface and assign a weight. However, in this scenario, the weight does not influence the traffic distribution as
it is the only interface at this level. It acts as a backup, coming into play only if both interfaces in the previous level fail.





Routing rules

Users can create outbound traffic rules based on specific criteria such as source IP, destination IP, source port(s), destination port(s), and IP protocol types.
This policy-based routing feature enables users to customize which outbound connections use specific WAN interfaces, allowing for a fine-tuned network setup.

Here’s how you can create a custom rule:


	Create a new policy: to begin customizing traffic routing, start by creating a new policy. Click on the Create policy button to initiate the process.


	Create a new rule: then click on the Create rule button. This step allows you to define specific conditions under which the traffic will be
routed differently from the default policy.


	Give the rule a meaningful name: assign a descriptive and meaningful name to the rule. This name should reflect the purpose or conditions of the traffic
routing rule for easy identification.


	Specify traffic type: define the criteria for the traffic you want to customize. This can include the source IP address, destination IP address,
specific protocols, ports, or any combination of these factors. By specifying these parameters, you narrow down the scope of the rule to a specific type of traffic.
With the Source address and Destination address fields, you can pick from the following options:


	Enter an address or range: specify a single IP address or a CIDR. Only IPv4 is supported.


	Any address: select this option to match any address.


	Select a firewall object: choose from the list of predefined firewall objects.






	Select the created policy for this traffic type: choose the custom policy you created in the first step as the routing preference for this specific type of traffic.
By associating the rule with a particular policy, you are instructing the system to route the defined traffic according to the settings specified within that policy.





	Sticky option: The sticky option of a rule ensures that traffic originating from the same source IP always exits through the same WAN for a duration of 10 minutes. This can prevent issues when connecting to websites of banks, insurance companies, etc. This option is typically used for HTTPS traffic (443/TCP).




The following are the available options for defining traffic ports:


	<port>: Single port


	<port>,<port>: List of ports


	<port>-<endport>: Range from <port> to <endport>






General settings

NethSecurity monitors each WAN connection using repeated ICMP tests.

The General settings page allow users to specify the following parameters:


	List of hosts to monitor: users can define a list of hosts (computers, servers, or devices) that the system will monitor for connectivity status.
These hosts are checked to ensure they are reachable via the network.


	Number of ICMP packets (pings) to send: users can set the number of ICMP (Internet Control Message Protocol) packets to be sent during each monitoring test.
By setting the number of packets, users can control the intensity of the monitoring.


	Determining unreachability after how many failed tests:  users can configure the system to determine when a WAN connection should be considered unreachable.
This is done by specifying a threshold - after how many consecutive failed tests the WAN connection is deemed unreachable.






Reset configuration


Warning

This will effectively reset the MultiWAN configuration, with a loss of Internet connection if no WAN is configured.



If your firewall was previously configured with two or more WAN interfaces and after reconfiguration there is only one WAN interface, it is recommended to reset the MultiWAN configuration. This will ensure that your firewall is properly configured and functioning as intended.

/usr/libexec/rpcd/ns.mwan call clear_config
uci commit mwan3
reload_config









            

          

      

      

    

  

    
      
          
            
  
Hotspot

Hotspot main goal is to provide internet connectivity via wi-fi to casual users. Users are sent to a captive portal from which they can access the network by authenticating themselves via social login, sms, email or a voucher code.
The hotspot service allows the regulation, accountability and pricing of Internet access in public places, like squares, hotels, stations and many others.


Main features


	Network isolation between corporate and guests


	Customizable captive portal page


	Many authentication modes supported (Social Login, SMS, Email or Voucher code)


	AutoLogin support


	Hotspot manager with different accesses type (admin, customer, desk)


	Export of accounts and connections report






How it works?

The implementation is based on 2 components:

A hotspot manager section running on a cloud server, a dedicated WebUI allows you to perform tasks as:


	create a hotspot instance: usually each instance is referred to a specific location (e.g. Art Cafè, Ritz Hotel and so on)


	edit the captive portal page


	choose what type of login to use


	see session and users logged




A client part running on NethSecurity (in nethspot terminology this client is called “unit”) .


	It has to be physically connected to the Access Points network


	It assigns IP addresses to devices


	It redirects devices to the captive portal





Note

This manual only cover the client part.
If you’re interested on the hotspot manager section please refer to Icaro project [https://nethesis.github.io/icaro] if you want to create your own instance of Icaro or contact info@nethesis.it if you want to use SaaS provided by Nethesis and located at my.nethspot.com [https://my.nethspot.com].





Status

This section shows all users connected to the system, distinguishing those who have authenticated from those who have simply received an IP address, it provides further information such as MAC address, traffic carried out and so on.
More detailed informations are available in the hotspot manager.



Settings

This section allows you to associate a unit with a specific hotspot instance created in the hotspot manager.


Note

Before associating the unit you must create an instance in the hotspot manager.



Multiple geographically separated units (NethSecurity) can be connected to the same centralized hotspot instance, creating a conference in which all users access the same captive portal and in which they can reuse the same login in all connected units.


Login to your hotspot manager

This operation is mandatory to associate your unit with the created hotspot instance, use the same user and password of your hotspot manager, the Hostname field at default points to my.nethspot.com.

Once you have logged in you can continue to fill in the following fields.
This login access will remain active for 24 hours without any need to login again.



Register your unit

Parent Hotspot : choose which instance you want to connect your unit to

Unit name : your NethSecurity’s name

Unit description : insert a brief description so that you can identify your unit more easily

Network device : Specify a network device to be used by the hotspot service. The device can be either physical or a VLAN; however, it is crucial that the device is not already configured.
The UI will display all currently available options and the hotspot will intercept all connections on this network interface, enforcing authentication for connected clients.

Network address : clients will receive an IP address belonging to this network (use CIDR format).
The first address of the network class is always assigned to the NethSecurity hotspot interface.
The total number of clients that can be managed at the same time depends on the DHCP range you specified.
If you need to provide hotspot service for more than 253 devices, consider using a larger netmask (/23 or /22 or even larger) and be sure to have an appropriate range.

DHCP limit : by default, the system uses the entire network range. However, you can define a more specific range by adjusting the maximum number of leases. The first address of DHCP range is automatically calculated

After having fulfilled the form click Save button to register the unit.


Note

Please verify in the hotspot manager-> Units that your unit has been properly registered. Each properly registered unit must show its MAC address in the hotspot manager. If the MAC address is missing please unregister the unit and try to do the registration again.





Unregister your unit

If you made some error registering your unit (es. unit was associated to a wrong hotspot instance) or you want to remove this service, do the login in the hotspot section of NethSecurity and click to Unregister unit.
Your unit will be removed both from the NethSecurity and from the remote hotspot manager, the interface used in your Nethsecurity will be freed up and you can use it for other purposes.



Change DNS settings

By default the DNS server used by the hotspot is from OpenDNS, to change the DNS settings manual configuration is required.
Please follow the steps below from the terminal:


	Edit the UCI configuration file with the following commands:




uci set dedalo.config.dns1='<insert dns 1>'
uci set dedalo.config.dns2='<insert dns 2>'






	Save the changes with the following command:




uci commit dedalo






	Restart the dedalo service with:




service dedalo restart







Restore default DNS settings

To restore the default DNS settings, use the following commands:

uci delete dedalo.config.dns1
uci delete dedalo.config.dns2





Then repeat the steps 2 and 3 in the previous section to apply the changes.






            

          

      

      

    

  

    
      
          
            
  
Certificates and reverse proxy


Reverse proxy

NethSecurity provides a reverse proxy using nginx [https://nginx.org].
A reverse proxy, sometimes called also proxy pass, is a server that sits in front of one or more web servers and forwards requests to them.
It can be used to improve performance, security, and reliability.

In simpler terms, a reverse proxy is like a traffic cop for web servers. It directs incoming requests to the appropriate server and sends back the responses.

Reverse proxies are often used to improve performance by caching static content and distributing traffic across multiple servers. They can also be used to increase security by implementing the TLS endpoint.


Note

The reverse proxy is only available on port 443 (HTTPS) and not on port 80 (HTTP).



This page allows users to configure proxy pass settings, specifying whether the rule applies to a domain or a path.
For domain configurations, users can select a certificate.
The destination URL determines where incoming requests are forwarded, and the allowed network field provides the option
to restrict access to specific CIDR-formatted networks. A description can be added for clarity.

To configure a new proxy pass, click on the Add reverse proxy and customize the following options:


	Type: choose between Domain or Path.
If type is Path, enter the resource path starting with a ‘/’ for matching rules (e.g., /resource-path).
If type is Domain, enter the fully qualified domain name for website matching rules. Select also an associated certificate.


	Destination URL: specify the forwarding location for incoming requests (e.g., http://destination-server:port/path).


	Allowed networks: define allowed IPv4/IPv6 networks in CIDR format. By default, accessible from anywhere.


	Description: optionally, add a description for clarity.




Additional information:


	Headers sent to destination server: X-Forwarded-Proto, X-Forwarded-For, X-Real-IP are always sent.


	Certificate validation: if the destination uses HTTPS, the certificate is not validated to avoid errors on misconfigured servers.


	WebSocket support: all reverse proxies automatically support WebSockets.





Proxy on port 80 (HTTP)

NethSecurity 8 only listens on HTTPS (port 443) for reverse proxy rules. This differs
from NethSecurity 7, where the reverse proxy listened on both HTTP (port 80).

When migrating from NethSecurity 7, some services or user bookmarks may still use
HTTP. Because NethSecurity 8 does not listen on port 80 by default, those
HTTP links will no longer reach the reverse proxy and may appear broken to users.

Eenabling port 80 may expose services, including the web UI, over unencrypted channels.
For this reason, the recommended approach is to keep the reverse proxy listening only
on secure channel and provide a permanent redirect (301) from HTTP to HTTPS.

To create a global HTTP to HTTPS redirect, access the terminal and enter the following commands:

uci set nginx._cleartext=server
uci add_list nginx._cleartext.listen='80 default_server'
uci add_list nginx._cleartext.listen='[::]:80 default_server'
uci set nginx._cleartext.return='301 https://$host$request_uri'
uci set nginx._cleartext.server_name='_'
uci commit nginx
/etc/init.d/nginx reload





After enabling the redirect, access the firewall rules page and make sure the port 80
is open on the WAN side to allow incoming connections.



Hide web server version

By default, the nginx reverse proxy includes its version number in HTTP response headers.
Many vulnerability assessments rely on software version identification, which can produce false positives when fixes are backported without modifying the reported version.
While hiding version information does not improve security by itself, it can help limit the exposure of known version-specific vulnerabilities to automated scanning tools.

To disable the nginx version from being displayed in the reverse proxy HTTP headers, you need to configure the server_tokens directive for your nginx server configurations.

First, identify your nginx server configurations:

uci show nginx | grep "=server"





This will show you the server blocks configured in your system (e.g., nginx._lan=server, nginx.ns_88e3b6fd=server).

Then, for each server block you want to configure, set the server_tokens to off. For example, to configure the _lan server:

uci set nginx._lan.server_tokens='off'
uci commit nginx
reload_config





If you have additional custom server blocks (like ns_88e3b6fd in the example), apply the same configuration:

uci set nginx.ns_88e3b6fd.server_tokens='off'
uci commit nginx
reload_config





To apply this setting globally to all reverse proxy servers at once, you can use a script:

for server in $(uci show nginx | grep "=server$" | cut -d. -f2 | cut -d= -f1); do
  uci set nginx.$server.server_tokens='off'
done
uci commit nginx
reload_config








Certificates

The Certificates page centralizes certificate management functionalities, facilitating the handling of certificates on the firewall.
At the firewall’s initial startup, a self-signed certificate is automatically generated. This certificate serves as a default secure option.

The certificate management page allows users to upload custom certificates, request certificates from Let’s Encrypt, and manage existing certificates.

The page lists all certificates, highlighting the default certificate.
To set a certificate as the default certificate, click on the Set as default button.
The default certificate is the one automatically served when accessing the web user interface, both
on port 443, 9090 or custom port.


Let’s Encrypt

Let’s Encrypt is a free, automated, and open Certificate Authority (CA) that provides SSL/TLS certificates for securing websites.
These certificates ensure encrypted communication between web servers and users’ browsers, enhancing security and privacy on the internet.
Unlike traditional CAs, Let’s Encrypt offers SSL certificates through an automated system, making it accessible to website owners
and administrators without significant costs or technical expertise.

The certificate page allows users to request certificates from Let’s Encrypt. The process is straightforward and requires minimal configuration.
Users can specify a meaningful name for the certificate and one or more domains. The certificate is automatically renewed every 60 days.

The Let’s Encrypt certificate request process involves the following steps:


	click on the Add Let’s Encrypt certificate button;


	specify a meaningful name for the certificate;


	specify one or more domains for the certificate;


	click on the Save button.




The validation process can be performed in two ways:


	Standalone mode (HTTP validation): the Standalone mode involves temporarily stopping the web server to allow the ACME client tool to bind to the required ports directly.
It serves the authentication challenges to prove domain ownership, obtaining and installing the certificate.


	DNS validation: DNS validation requires adding a specific DNS TXT record to the domain’s DNS configuration.
ACME client checks for this record to verify domain ownership. This method is useful in situations where modifying web server configurations is challenging or not desired.




When standalone mode is selected, make sure the following requirements are met:


	The firewall must be reachable from outside on port 80. The acme client will:


	temporarily bind to port 80 to serve the authentication challenges


	temporarily open port 80 to the public Internet to perform the validation.




Once the validation is complete, port 80 is automatically closed.
Please note that if port 80 is forwarded to another server, the validation will fail.



	The domains that you want the certificate for must be public domain names
associated to server own public IP. Make sure you have public DNS name
pointing to your server (you can check with sites like VDNS [http://viewdns.info/]).




Select DNS validation if your DNS provider supports API access.
Choose the DNS provider from the drop-down menu and enter the API key and secret. Follow the acme.sh DNS providers documentation [https://github.com/acmesh-official/acme.sh/wiki/dnsapi])
to know which API key and secret are required for your DNS provider.
The DNS validation is the only one supported for wildcard certificates.

The certificate generation process can take a few minutes. During this time, the certificate status is Pending.


Debug Let’s Encrypt

If the Let’s Encrypt certificate request fails, the user can debug the process by entering the following commands in the terminal:

uci set acme.@acme[0].debug=1
/etc/init.d/acme start





The debug messages will be printed on the standard output.
After the problem is solved, the user can disable debug by entering the following command in the terminal:

uci revert acme








Custom certificate

The user can upload a custom certificate to the firewall.

The process involves the following steps:


	click on the Import certificate button


	specify a meaningful name for the certificate


	drag and drop the certificate, private key, and optionally, the chain certificate; ensure that all uploaded files adhere to the
PEM format [https://en.wikipedia.org/wiki/Privacy-Enhanced_Mail] standards


	click on the Save button









            

          

      

      

    

  

    
      
          
            
  
Quality of Service (QoS)

NethSecurity QoS provides Active Queue Management (AQM) and Flow Queuing (FQ) capabilities to help ensure that your network resources are used efficiently and fairly.


Operating principles

NethSecurity QoS is designed to make the best use of available bandwidth, without imposing strict limits or shaping traffic by default.
It operates on the following principles:


	Bandwidth usage: QoS strives to utilize the available bandwidth to its fullest potential. By default, it does not impose strict bandwidth limitations on your network.
Instead, it dynamically adjusts to network conditions, ensuring that unused bandwidth is efficiently utilized.


	Flow management: QoS actively manages network flows to prevent any single client or application from monopolizing the available bandwidth.
This ensures fair and equitable access to network resources for all users.






Configuration

Bandwidth management is handled dynamically and automatically by the system. Configuration is straightforward, involving specifying upload and download bandwidth values for each interface under QoS.

While QoS can be set up on any interface, it typically functions optimally on WAN-type interfaces, setting upload and download speeds to the internet connection data rates.

To ensure resilience against service fluctuations, it is advisable to maintain a safety margin by configuring these parameters 10% lower than the measured values



Advanced configuration

QoS relies on an eBPF (Extended Berkeley Packet Filter) based classifier to set Differentiated Services Code Point (DSCP) fields in packets. This classification helps prioritize and manage network traffic efficiently.
To maximize efficiency, QoS operates in the kernel space using eBPF technology. This ensures minimal overhead and minimal impact on system performance.
In addition to IP and port-based rules, QoS allows you to define traffic rules based on DNS names, providing granular control over how traffic is classified and treated.

While Qosify works effectively without extensive configuration, it can be further optimized by setting bandwidth limits and rules.
Fine-tuning QoS parameters can result in even better network performance.

The modifications to the standard behavior however can be useful in very limited scenarios, for which, currently, it is only possible to act directly through the command line.


Priority classes

QoS uses four classes of priority, each class can use a maximum percentage of bandwidth defined by its threshold.


	Bulk (CS1, LE in kernel v5.9+): This class is designed for low-priority traffic, with a 6.25% threshold.


	Best Effort (General): This class has a 100% threshold and is used for typical, non-prioritized traffic.


	Video (AF4x, AF3x, CS3, AF2x, CS2, TOS4, TOS1): Video traffic falls under this class, with a 50% threshold.


	Voice (CS7, CS6, EF, VA, CS5, CS4): Voice traffic is given the highest priority, with a 25% threshold.




QoS can temporarily reduce the priority of a flow if it generates a significant amount of traffic, which is configurable.
For example, a flow might be temporarily shifted to the “Bulk” priority if it sends a high number of packets within a short time.
QoS can also prioritize small packets to ensure low-latency transmission of time-sensitive data.

In addition to IP and port-based rules, QoS allows you to define traffic rules based on DNS names, providing granular control over how traffic is classified and treated.

To override DSCP classification, create a file /etc/qosify/10-custom.conf with mappings:
Each line has two whitespace separated fields, match and dscp.

Match is one of:


	
	tcp:<port>[-<endport>]
	TCP single port, or range from <port> to <endport>







	
	udp:<port>[-<endport>]
	UDP single port, or range from <port> to <endport>







	
	<ipaddr>
	IPv4 address, e.g. 1.1.1.1







	
	<ipv6addr>
	IPv6 address, e.g. ff01::1







	
	dns:<pattern>
	fnmatch() pattern supporting * and ? as wildcard characters







	
	dns:/<regex>
	POSIX.2 extended regular expression for matching hostnames
Only works, if dns lookups are passed to qosify via the add_dns_host ubus call.







	
	dns_c:...
	Like dns, but only matches cname entries









The dscp can be a raw value, or a codepoint like CS0.
Adding a + in front of the value tells qosify to only override the DSCP value if it is zero.

Example:

tcp:80                +voice
216.58.204.238        video
dns:nethesis.it       +CS7








Troubleshooting

Inspect qosify status with qosify-status, look for pkts in the 4 classes.





            

          

      

      

    

  

    
      
          
            
  
Users databases

NethSecurity introduces support for two types of users databases: a local database and a remote LDAP database, enhancing user management capabilities.
Users inside the databases can be used for VPN connections, including the OpenVPN Road Warrior.

Only users with a password can connect to VPN by authenticating with a username and password.
Users without a password can connect to VPN by authenticating with a certificate or other authentication methods.


Local database

The local user database is an inherent component of the firewall, it’s available by default and does not require any additional configuration.
It serves as a built-in user management system, allowing administrators to create and manage users directly on the firewall.
It also integrates seamlessly with the VPN services, particularly the OpenVPN Road Warrior server,

To create a new user, click on the Add user button to initiate the process.
When configuring a local user, you should fill all the following fields:


	Username: specifies the desired username.


	Display Name: specifies the display name of the user. This field is optional.


	User password: specifies the password of the user. This is required only if the VPN is configured to use password authentication.


	Confirm password: specifies the password of the user, make sure to match the password with the one specified in the previous field.




The local user database is implemented as UCI configuration file.
Passwords of local users are stored in the Unix passwd format, ensuring compatibility and security in the local user database.

Users inside the local database can be granted administrative privileges on the web user interface by enabling the Administrator user option.
The user must have a password set.



Remote databases


Subscription required

This feature is available only if the firewall has a valid subscription.



The administrator can extend the capabilities of the firewall by adding new remote databases.
Remote databases allow the firewall to authenticate users against an external LDAP server, such as Active Directory or OpenLDAP.

Unlike local users, users in remote databases must be managed directly on the source LDAP server.
Any additions, deletions, or modifications to user accounts should be performed on the LDAP server itself,
as these changes will be reflected in the firewall configuration page but cannot be made from the firewall interface.

Also note that if the remote database is offline, VPN authentication will fail.
It is crucial to ensure that the remote database is online and accessible to ensure proper user authentication through the VPN service.

When configuring a remote database, click on the Add remote database button  and fill all the following fields:


	LDAP URI: specifies the LDAP Uniform Resource Identifier (URI), including the server address and port (e.g., ldap://example.com:389).


	Type: specifies the type of LDAP server. The available options are Active Directory and OpenLDAP. If OpenLDAP is selected,
the remote server should respect the RFC 2307 schema.


	Base DN: specifies the LDAP Base Distinguished Name (DN), representing the starting point for searches in the LDAP directory (eg. dc=example,dc=com).


	User DN: specifies the LDAP User Distinguished Name (DN). If not present, the default value is equal to base_dn (eg. cn=users,dc=example,dc=com).


	User attribute field: specifies the user attribute used to identify the user, this option is used by the OpenVPN road warrior server to compose the user bind DN.
It should be cn for Active Directory or uid for OpenLDAP.

This field is used to authenticate users in the OpenVPN road warrior server.
The authentication process is based on a LDAP bind operation which
uses the user attribute field to compose the user bind DN with the user DN.
Example: given a user named jdoe in the OpenLDAP directory, the user bind DN is composed as uid=jdoe,ou=People,dc=directory,dc=nh.



	User display name field: specifies the user attribute containing the user’s complete name like John Doe.
Usually is cn for OpenLDAP and displayName for Active Directory.


	Custom user bind DN: if this field is set, it overrides the calculated user bind DN used to authenticate users in the
OpenVPN road warrior server. The field can contain a %u placeholder which is replaced with the username during the authentication process.
Use this setting if you do not know if the user CN field contains the user full name, like John Doe, or the username, like jdoe.
If the remote server is an Active Directory server, you can use one of the following values:


	%u@domain.local: where domain.local is the domain name of the Active Directory server; inside the OpenVPN client, to authenticate the
user use only the username like jdoe


	DOMAIN\%u: where DOMAIN is the realm of the Active Directory server; inside the OpenVPN client, to authenticate the user use only the
username like jdoe




If the remote server is an OpenLDAP you can leave this field empty or specify it like uid=%u,dc=directory,dc=nh.



	Bind DN: specifies the LDAP Bind Distinguished Name (DN), representing the user used to bind to the LDAP server.
For an OpenLDAP server, it’s usually something like uid=ldapservice,dc=directory,dc=nh, where for an Active Directory server,
it’s usually something like ldapservice@example.com or cn=ldapservice,cn=Users,dc=example,dc=com.


	Bind password: specifies the password of the user used to bind to the LDAP server.


	StartTLS: enables StartTLS for secure communication with the LDAP server, it should be disabled if the LDAP URI is already using the ldaps:// scheme.


	Verify TLS certificate: determines whether to enable or disable certificate validation, it must be disabled if the LDAP server is using a self-signed certificate.






Suggested configurations

The following configurations are suggested for the most common LDAP servers.
When configuring the remote database:


	ensure the LDAP server is reachable from the firewall. If the LDAP URI contains a hostname, make sure the hostname is resolvable


	replace the example values with the actual values of the LDAP server


	for Active Directory, it’s recommended to use Custom user bind DN to specify how the OpenVPN server should authenticate the user





OpenLDAP (RFC 2307)

You can access the NethServer 7 OpenLDAP without authentication:


	LDAP URI: ldap://ns7ldap.nethserver.org


	Type: OpenLDAP


	Base DN: dc=directory,dc=nh


	User DN: ou=People,dc=directory,dc=nh


	User attribute field: uid


	User display name field: cn




If you want to use authentication by entering Bind DN and Bind Password, remember to enable StartTLS.



Active Directory

To access NethServer 7 Samba Active Directory or Windows Server 2012 Active Directory, use the following configuration:


	LDAP URI: ldap://dcserver.ad.example.com


	Type: Active Directory


	Base DN: dc=example,dc=com


	User DN: cn=Users,dc=example,dc=com


	User attribute field: sAMAccountName


	User display name field: displayName


	Custom user bind DN: %u@example.com


	Bind DN: <user>@exampl.com or cn=<user>,cn=Users,dc=example,dc=com, where <user> is the username of the user used to bind to the LDAP server


	Bind Password: <password>, where <password> is the password of the user inserted in the Bind DN field




The StartTLS option should be enabled for NethServer 7 Samba Active Directory, while it should be usually disabled for Windows Server 2012 Active Directory.






            

          

      

      

    

  

    
      
          
            
  
Firewall objects

Firewall objects are predefined sets of network addresses that can be used to streamline and simplify your firewall configuration.
These objects allow you to group related IP addresses, networks, or domain names into reusable units,
making it easier to create and maintain firewall rules, port forwards, and other network policies.

Advantages of using firewall objects include:


	improved organization and readability of your firewall configuration


	reduced chance of errors when entering IP addresses or networks manually


	easier maintenance - updating an object automatically updates all associated rules


	more efficient rule management, especially for complex networks




Firewall objects are particularly useful when you have multiple rules that reference the same set of addresses or when you frequently
need to modify groups of addresses. However, for simple configurations with only a few static rules, using objects may not be necessary
and could add unnecessary complexity.

The system provides several types of firewall objects:


	static Leases (DHCP Reservations): static IP assignments for specific devices


	DNS Records: domain names associated with specific IP addresses


	VPN Users: users with reserved IP addresses from OpenVPN Road Warrior


	Host Sets: groups of IP addresses, networks, or ranges


	Domain Sets: collections of domain names that resolve to IP addresses





Static Leases

Static leases, also known as DHCP reservations, allow you to assign fixed IP addresses to specific devices on your network.
This feature combines the convenience of DHCP with the stability of static IP addressing.

Key benefits:


	ensures devices always receive the same IP address


	allows you to associate easy-to-remember hostnames with devices


	simplifies network management and troubleshooting




A static lease consists of:


	hostname: A recognizable name for the device


	IP address: The fixed IP you want to assign (must be within the DHCP range)


	MAC address: The unique hardware identifier of the device






DNS Records

DNS records allow you to create local hostname-to-IP address mappings.
These local records take precedence over external DNS queries, giving you more control over name resolution on your network.

A DNS record includes:


	hostname: The domain name you want to resolve locally


	IP address: The corresponding IP address for the hostname




Use cases for local DNS records:


	create shortcuts to internal resources (e.g., “intranet.mycompany.local”)


	override external DNS for testing or security purposes


	set up custom domain names for local services




By utilizing static leases and local DNS records, you can create a more organized and easily manageable network environment.
These features work seamlessly with other firewall objects like host sets, providing you with powerful tools for network administration.

For detailed instructions on how to create and manage static leases and DNS records, please refer to the DHCP and DNS configuration chapters.



VPN Users

OpenVPN users with IP reservations can be used as firewall objects, enabling user-specific network access control.
This feature applies to both local and remote (LDAP) users configured for OpenVPN access.

Key points:


	each user can be assigned a specific OpenVPN IP address


	these users can be referenced in firewall rules as source or destination


	applies to both local and remote (LDAP) users


	allows for creation of user-specific access policies




Use cases:


	restrict OpenVPN users to specific network resources


	create user-based allow/deny lists


	implement time-based access policies for remote users


	monitor and control per-user bandwidth usage




Requirements:


	user has OpenVPN access enabled


	a specific IP address is reserved for the user




By using OpenVPN users as firewall objects, you can create a more secure network environment with access policies tied directly to user identities.



Host Sets

Host sets are versatile firewall objects that allow you to group multiple IP addresses, networks, or ranges into a single, easily manageable unit. These sets can be used in various firewall rules, simplifying the process of controlling traffic for multiple destinations or sources.

Key features of host sets:


	IP version support:


	available for both IPv4 and IPv6 addresses


	each host set is specific to one IP version






	Flexible content, Host sets can include:


	individual IP addresses


	network ranges in CIDR notation


	IP ranges


	DHCP reservations


	DNS record names


	VPN users (for IPv4 only)






	Easy management:


	create, modify, or delete host sets without directly editing firewall rules


	changes to a host set automatically apply to all rules using that set






	Use cases:


	group company servers for access control


	create allow or deny lists for specific network segments


	manage remote access for multiple VPN users









Note

Host sets are fully supported in their expressive completeness (IP, CIDR, range, groupings) within firewall rules.
Other pages might only support a reduced subset, for example, MultiWAN only supports single IP addresses and CIDR.
In such cases, only compatible host sets will be displayed in the dropdowns when using the object inside the rule.




Manage Host Sets

Access the Objects page under the User and objects section from the left sidebar menu, then navigate to the Host sets tab.

The page will display a list of existing host sets, including their names, IP versions, and the number of records in each set.

Inside the list, you can also find hosts objects coming from other sections like:


	Static leases


	DNS records


	VPN users




These objects can be used in host sets to create more complex rules, but they cannot be edited directly from the host sets page.

When an object is not used in any host set nor in any firewall rule, it will be marked as unused in the list.

To see where an object is used, click on the Show usages link next to the object.

Please note that used objects cannot be deleted until they are removed from all host sets and firewall rules.


Add an Host Set


	Access the Objects page under the User and objects section from the left sidebar menu.


	Navigate to the Host sets tab


	Click on Add host set button






	Enter the Host Set name


	In the Name field, enter a descriptive name for your host set


	Use only letters and numbers; spaces and special characters are not allowed


	Choose a name that clearly identifies the purpose of the group of hosts






	Select IP version


	Under IP version, choose between IPv4 and IPv6


	Select IPv4 for standard internet protocol addresses


	Choose IPv6 if you’re using the newer, expanded address format






	Add Records


	In the Records field, you can add the hosts for this set


	Click the dropdown menu to choose from predefined options, or enter a custom value


	You can add the following types of records:


	Individual IP addresses (e.g., 192.168.1.10)


	CIDR notation for networks (e.g., 10.10.0.0/24)


	IP ranges (e.g., 10.10.1.1-10.10.1.5)


	Previously created objects






	After entering each record, click Add record to include it in the set


	Repeat this process to add multiple records as needed






	Finalize the Host Set


	Review all entered information for accuracy


	If you need to remove a record, use the delete (trash can) icon next to it


	Once you’re satisfied with your host set configuration, click Add host set to create it


	If you need to start over or cancel the process, click Cancel












Domain Sets

Domain sets are firewall objects that allow you to group multiple domain names into a single, manageable unit.
These sets are particularly useful for creating rules based on web addresses rather than IP addresses, which can change frequently for many websites.

Key features of domain sets:


	DNS resolution:


	domain names in the set are automatically resolved to IP addresses


	resolution is periodically updated to ensure accuracy






	IP version support:


	can be configured for either IPv4 or IPv6


	each domain set is specific to one IP version






	Flexible content, domain sets can include:


	fully qualified domain names (e.g., www.example.com)


	wildcard domains (e.g., example.com, will match all subdomains)






	Automatic timeout:


	DNS records in the set are cached for a specified duration


	an automatic refresh process updates the resolution periodically






	Easy management:


	create, modify, or delete domain sets without directly editing firewall rules


	changes to a domain set automatically apply to all rules using that set








Use cases for domain sets:


	application control: manage access to cloud services or social media platforms


	security: create allow rules for trusted domains


	malware prevention: create deny rules for known malicious domains




Benefits of using domain sets:


	simplify management of rules based on web addresses


	automatically handle IP address changes of websites


	reduce the need for manual updates to firewall rules


	provide a more intuitive way to control access to web-based services




When to use domain sets:


	when you need to control access to websites that may change IP addresses


	for implementing content filtering policies


	when managing access to cloud services or web applications


	for creating security policies based on domain reputation





DNS cache timing

Domain set entries are refreshed when dnsmasq performs a new lookup for the domain.
If the answer is served from the local cache, the IP is not added back to the set.

See Domain set refresh timing for how cache timing affects domain set refreshes.



Manage Domain Sets

Access the Objects page under the User and objects section from the left sidebar menu, then navigate to the Domain sets tab.

The page will display a list of existing domain sets, including their names, IP versions, and the number of domains in each set.

If a domain set is not used in any firewall rule, it will be marked as unused in the list.
To see where a domain set is used, click on the Show usages link next to the set.


Add a Domain Set


	Access the Add Domain Set Interface


	Access the Objects page under the User and objects section from the left sidebar menu


	Navigate to the Domain sets tab


	Click on Add somain set button






	Enter the Domain Set name:


	In the Name field, enter a descriptive name for your domain set


	Use only letters and numbers; spaces and special characters are not allowed


	Choose a name that clearly identifies the purpose of the group of domains






	Select IP version:


	Under IP version, choose between IPv4 and IPv6


	Entered domains will be resolved to IPv4 or IPv6 accordingly to the selected IP version


	If you need to create a domain set for both IP versions, you will need to create separate sets for each






	Add domains:


	In the Domains field, you can add the domains for this set


	Enter domain names in the provided field


	After entering each domain, click Add domain to include it in the set


	Repeat this process to add multiple domains as needed






	Finalize the Domain Set:


	Review all entered information for accuracy


	If you need to remove a domain, use the delete (trash can) icon next to it


	Once you’re satisfied with your domain set configuration, click Add domain set to create it


	If you need to start over or cancel the process, click Cancel














            

          

      

      

    

  

    
      
          
            
  
Port forward

The firewall prevents requests from public networks to access private ones.
For instance, if there’s a web server operating within the LAN, only computers within the local network can access this service.
Any attempts made by external users from outside the local network are denied.

A port forward, also known as port redirect or port forwarding, is a networking technique used in firewalls to redirect specific network traffic from one IP address
and port number combination to another. It is typically employed to enable external users to access services or applications
hosted on devices within a private local network.

For web servers, common listening ports include port 80 (HTTP) and port 443 (HTTPS).
When creating a port forward, certain parameters must be specified:


	Name: assigning a name to a port forward rule is beneficial for future reference and management.
By providing a descriptive and meaningful name, network administrators can easily identify the purpose and context of each port forward.


	Traffic type: Specifies which traffic the rule applies to.


	Select protocols: the rule applies only to the selected protocols. The protocols must be selected in the following field.


	All traffic: the rule applies to all incoming traffic regardless of protocol, which is forwarded to the configured destination IP without further filtering.
When this option is selected, the form is reduced and only the destination IP address needs to be configured. Use this setting with caution, as it may expose the system to unintended or potentially harmful traffic.






	Protocols: specifies the protocol such as TCP, UDP, UDPLITE, ICMP, ESP, AH, SCTP, GRE. At least one protocol needs to be specified.


	Source port: the port from which the request originates.
Note that not all protocols require a port. For example, protocols like GRE do not use ports.


	Destination address: specifies the internal host to which the traffic should be redirected. This can be:


	a specific IP address


	a firewall object: a host defined by a host set (except host sets containing IP ranges or nested objects), a DHCP reservation, a DNS record or an OpenVPN account with IP reservation


	the firewall firewall itself






	Destination port: the port to which the traffic is directed; this can differ from the source port.




By default, all port forwards are accessible only for hosts inside the WAN. Refer to the Hairpin NAT for instructions on changing this default behavior.

For each port forward the user can also configure the following aspects:


	Binding to a specific public IP: port forwards can be bound to a specific public IP address using the WAN IP field.
This means that if your router/firewall has multiple public IP addresses,
you can assign a port forward to a particular IP. This feature is valuable when dealing with complex network setups, ensuring that traffic directed to
a specific public IP is forwarded correctly to the internal server.


	Access restriction: Port forwards can be restricted to specific sources to enhance security. This can be done using the Restrict access to field. The field accepts IP addresses, CIDR blocks or an object.
All objects are supported, except host sets containing IP ranges or nested objects.


	Enabling logging: port forwards can be configured to log incoming traffic for each rule. By enabling the Log option,
the network administrator can keep track of the traffic passing through the port forward, allowing for monitoring and analysis.
By default, logging is limited to 1 entry per second. To change this limit, refer to the Logging limits section.





Hairpin NAT

Hairpin NAT, also known as NAT loopback or NAT reflection, is a technique used in networking where internal hosts access a server
located within the same local network using the external IP address of the router or firewall. In other words, when internal devices
attempt to connect to a server using the public IP address, hairpin NAT ensures that the traffic is routed internally without going
out to the internet and then back into the local network.

To enable the hairpin, enable the Hairpin NAT option and select one or more zones where the NAT loopback should be enabled.


Hairpin NAT for VPN zones

To use Hairpin NAT with VPN zones such as ipsec, openvpn, and rwopenvpn, additional configuration is necessary.
You must explicitly declare the subnet used by the VPN; otherwise, Hairpin NAT will not function for VPN-connected clients.

This configuration can be performed via the command line. First, identify the internal reference for the zone, then add the desired network, commit the changes, and restart the service.

Make sure that subnets are assigned to the correct zones:


	ipsec: IPsec tunnels


	openvpn: OpenVPN tunnels


	rwopenvpn: OpenVPN Road Warrior




If multiple tunnels or networks are present, all must be included in their respective zones.


How to declare a subnet for a VPN zone

To declare the OpenVPN Road Warrior network, you can use the following example command sequence:


	Identify the internal reference for the rwopenvpn zone:

uci show firewall | grep ".name='rwopenvpn'"





Example output:

firewall.ns_49d9f400.name='rwopenvpn'







	Set the desired network (in this case, 10.88.88.0/24) for the rwopenvpn zone:

uci add_list firewall.ns_49d9f400.subnet=10.88.88.0/24







	Commit the changes and restart the firewall service:

uci commit firewall
/etc/init.d/firewall restart









Ensure that you replace the network subnet with the correct one for your specific VPN setup.


	Verify the added network:

uci show firewall | grep subnet





Example output:

firewall.ns_49d9f400.subnet='10.88.88.0/24'











Add or remove multiple subnets to the VPN zone

If you already set a subnet for a VPN zone and want to add another subnet (e.g. 10.33.33.0/24) use the following command (same internal reference of previous example):

uci add_list firewall.ns_49d9f400.subnet=10.33.33.0/24





If you already set multiple subnets for a VPN zone and want to remove a subnet (e.g. 10.33.33/24) use the following command (same internal reference of previous example):

uci del_list firewall.ns_49d9f400.subnet=10.33.33.0/24





Ensure to commit and restart firewall service after modifications.







            

          

      

      

    

  

    
      
          
            
  
NAT

Network Address Translation (NAT) is used to modify network address information in packet headers while in transit.
NAT primarily enables the translation of private IP addresses used within a local network to a public IP address, allowing multiple devices within
the local network to share a single public IP when accessing the internet.
As default, all hosts within the local network access the WAN using the firewall are using masquerade.
Masquerade is a form of NAT that automatically assigns the source IP address of outgoing packets to the WAN IP address of the firewall.
This ensures that internal hosts accessing the internet appear to external servers as if they are originating from the firewall’s public IP address.

Access the NAT page under the Firewall section, this page is organized in two tabs: Rules and NETMAP and NAT helpers.

Rules and NETMAP tab allows to configure the following types of NAT rules:


	Source NAT


	Masquerade


	Accept (disable NAT)


	Netmap




Please note that these NAT rules are applied to all network protocols.

You can configure also destination NAT rules (DNAT), usually namedport forward or port redirects, from the port forward page.

NAT helpers tab allows to enable or disable NAT helpers:


	NAT helpers





SNAT

Source NAT, often referred to as SNAT, modifies the source IP address of outgoing packets. It is commonly used in networks where private IP addresses
are translated into a single public IP address when communicating with external networks. SNAT ensures that responses from external servers are
routed back to the correct internal device by modifying the source IP address of outgoing packets to the public IP address.
This allows multiple internal devices to access the internet using a shared public IP address, enhancing security and scalability.

Example You have a small business with two public IP addresses provided by your internet service provider (ISP).
You want to use one of these IPs (1.2.3.4) specifically for your internal mail server (192.168.1.33) to improve its reputation and sender authentication.
The other IP address will be used for general internet access.

Problem By default, all outgoing traffic from your network uses the same WAN IP, including your mail server
This can negatively impact the reputation of your mail server, as spammers often use shared IPs. Additionally, you might require specific configurations
for the mail server that differ from other internet traffic.

Solution Configure the alias IP (1.2.3.4) on your WAN interface, then create a SNAT (Static Network Address Translation) rule in your firewall to direct all outgoing traffic from your mail server to the dedicated public IP address.
The rule should contain the internal IP address of your mail server (192.168.1.33) as the source and the dedicated public IP (1.2.3.4) address as the translation address, outbound zone must be set to WAN;
select SNAT as action.

Result All outbound traffic originating from your mail server will now be translated to the dedicated public IP address.
This improves the reputation of your mail server and allows for specific configurations tailored to its needs. General internet traffic will continue to use the other public IP address.


Source NAT in a MultiWAN scenario

If you have multiple WANs and your SNAT rule rewrites to one of the public WAN IPs, you need to create a MultiWAN rule in addition to the SNAT rule. This rule will route traffic from the source IP address through the right WAN with the public IP address.

If you haven’t set this up yet, add a custom policy that includes only the relevant WAN.
Then, create a rule to apply this custom policy for traffic originating from the internal IP address (source address) to any destination and protocol.




MASQUERADE

The masquerade rule masks all outgoing traffic with the IP address of the firewall’s outbound interface.
Traffic from internal hosts to the Internet are automatically masqueraded by the firewall.
Masquerade can also be used to mask traffic originating from a remote network (e.g., VPN) with the firewall’s IP to avoid any routing issues.

Example You need to reach a host on the local network (routed) from the VPN network (e.g. 192.168.7.0/24), but the host doesn’t have a configured gateway or has a different gateway than the firewall.

Problem The host cannot reach the local device due to the lack of a gateway.

Solution Create a NAT rule with masquerade action for the traffic coming from the VPN Network. This masks the traffic from the VPN network (192.168.7.0/24) to the local network with the firewall’s IP of the destination interface.
The rule should contain the VPN network (192.168.7.0/24) as the source and the internal host network (192.168.1.0/24) as the destination address, outbound zone can be left empty;
select MASQUERADE as action.

Result The host can reach the local device (e.g. 192.168.1.78) as if it originated from the firewall.



ACCEPT (disable NAT)

An ACCEPT rule disables the NAT (no-NAT) and allows you to bypass the NAT process for specific traffic.
This is particularly useful when it comes to avoiding WAN masquerading for specific destinations.

Example Your firewall is connected to a router that, in addition to allowing internet access, also enables reaching private networks through CDN connections or IPsec tunnels.
In order to reach private remote networks, traffic from local network must come out with its original IP address (no masquerade rewriting).

Problem The router tunnel policies only allow traffic between the NethSecurity local network and the destination networks, but all traffic comes out of the firewall with the masked IP (NethSecurity WAN IP).
Due to masquerading, direct communication between the NethSecurity LAN and the remote network is not possible.

Solution: Create a NAT (Network Address Translation) rule with ACCEPT in your firewall.
This rule avoid masquerading for all the traffic towards the CDN network, keeping the local source IP address unchanged.
The rule should contain the internal network (192.168.1.0./24) as the source and the CDN network (192.168.50.0/24) as the destination address.



Netmap

Netmap is a NAT technique that offers 1:1 network-wide translation without changing the individual host addresses.
This means it could map an entire private network (e.g., 192.168.1.0/24) to a another network (e.g., 10.5.6.0/24) at once,
eliminating the need to manually configure individual NAT rules for each device.

Example 2 firewalls, FW-A and FW-B holding a VPN tunnel between networks A and B, local and remote networks are overlapping (192.168.1.0/24), so this makes it impossible to route traffic between them.
Translate A and B networks onto two alternative networks can solve the problem so that there are no overlapping networks.

Let’s use this translation scheme.


	Network A: 192.168.1.0/24 -> is translated to -> Network ALT_A: 10.1.1.0/24


	Network B: 192.168.1.0/24 -> is translated to -> Network ALT_B: 10.2.2.0/24




A host in network A trying to reach a host in network B must not contact the real IP but its translated network (only the last octet remains the same).
For example, the host 192.168.1.10 from the network A wanting to reach 192.168.0.20 in network B must contact the IP 10.2.2.20 instead.
Before the request exits firewall  FW-A, the source of the packet will be rewritten by FW-A to the ALT_IP 10.1.1.10 to eliminate every routing issue on network B. The inverse process will occur for the returning packets.

Solution The problem can be solved by using netmap to translate the traffic to a different private network. This allows the traffic to be routed correctly.

How to do it

To allow network A to access a resource in network B, two rules are necessary: one for source netmap and one for destination netmap.


	The first rule, acting as a source netmap, specifies that all traffic directed towards the network 10.2.2.0/24 (destination network) and originating from the network 192.168.1.0/24 (source network) will be mapped onto the network 10.1.1.0/24 (mapped source network).


	The second rule functions as a destination netmap, playing a crucial role in correctly receiving responses. It necessitates that traffic originating from the network 10.2.2.0/24 (source network) and destined for the network 10.1.1.0/24 (destination network) will be mapped onto the network 192.168.1.0/24 (mapped destination network).




Result All traffic requests (and their responses) from network A to network B will be routed correctly.


Note

If you need to allow requests starting from network B toward network A you must do the same in the firewall B.




Source netmap

The “source netmap” allows us to determine how the source should change when traffic is directed towards a specific destination.
E.g., destination network 10.2.2.0/24, source network: 192.168.0.0/24, natted source network: 10.1.1.0/24.

You can create a source netmap rule from the web interface inside the NAT page.
On the lower part of the page, click on the Add source NETMAP button to create a new rule.
Inside the drawer, fill the fields as follows:


	Name: a name for the rule


	Destination network: the destination network in CIDR notation, e.g., 10.2.2.0/24 for the example above


	Source network: the source network, e.g., 192.168.1.0/24


	Mapped network: the translated source network, e.g., 10.1.1.0/24




Under the Advanced settings section, you can specify the input and output devices for the rule.
If the device is not specified, the rule will be applied to all devices.



Destination Netmap

The “destination netmap” allows us to determine how the destination IP should change when traffic comes from a specific network.
E.g., source network 10.2.2.0/24, destination network: 10.1.1.0/24, natted destination network: 192.168.0.0/24.

You can create a destination netmap rule from the web interface inside the NAT page.
On the lower part of the page, click on the Add destination NETMAP button to create a new rule.
Inside the drawer, fill the fields as follows:


	Name: a name for the rule


	Source network: the source network in CIDR notation, e.g., 10.2.2.0/24


	Destination network: the destination network, e.g., 10.1.1.0/24


	Mapped network: the translated destination network, e.g., 192.168.1.0/24




Under the Advanced settings section, you can specify the input and output devices for the rule.
If the device is not specified, the rule will be applied to all devices.



CLI commands

To create a SOURCE netmap rule from CLI

uci set netmap.r1=rule
uci set netmap.r1.name=source_nat
uci set netmap.r1.dest=10.2.2.0/24
uci set netmap.r1.map_from=192.168.1.0/24
uci set netmap.r1.map_to=10.1.1.0/24





you can also specify optional in/out devices this way:

uci  add_list netmap.r1.device_in='eth0'
uci  add_list netmap.r1.device_out='tunrw1'





Then commit and apply:

uci commit netmap
ns-netmap





To create a DESTINATION netmap rule from CLI

uci set netmap.r2=rule
uci set netmap.r2.name=dest_nat
uci set netmap.r2.src=10.2.2.0/24
uci set netmap.r2.map_from=10.1.1.0/24
uci set netmap.r2.map_to=192.168.1.0/24





you can also specify optional in/out devices this way:

uci  add_list netmap.r2.device_in='tunrw1'
uci  add_list netmap.r2.device_out='eth01'





Then commit and apply:

uci commit netmap
ns-netmap
/etc/init.d/firewall reload








NAT helpers

NAT helpers are mechanisms designed to facilitate communication for certain protocols that may encounter issues when used with basic NAT.
Some common protocols, such as FTP, SIP, or H.323, embed IP addresses or port numbers within the data payload, which can create problems with standard NAT.

NAT helpers, also known as Application Layer Gateways (ALGs), operate at the application layer. Their main role is to modify protocol-specific data, such as embedded IP addresses or ports within packets, ensuring that these protocols function properly when passing through NAT.

For example, in FTP, NAT helpers modify the IP addresses and ports inside the FTP control and data packets, enabling proper NAT traversal for FTP connections.
Similarly, NAT helpers for SIP and other protocols ensure that devices using these protocols can establish connections across NAT boundaries without issues.

NethSecurity provides various types of NAT helpers, all of which are disabled by default. If needed, specific helpers can be enabled via the web UI.

During helper configuration, the interface may display certain parameters typical of the involved protocol. These parameters are pre-filled with the most commonly used default values.
Since the parameters depend on the protocol type, they vary in both number and type depending on the helper (some helpers do not display any parameters).

After any changes, the firewall will notify you if a reboot is necessary. This typically happens when a helper is disabled or modified (if it is already active).

When certain helpers are enabled, related helpers are automatically loaded in the kernel as dependencies.
For example if nf_nat_ftp is enabled, the related helper nf_conntrack_ftp will be automatically loaded in the kernel. For that helper the web UI will display Loaded with an informational icon to notify the user.





            

          

      

      

    

  

    
      
          
            
  
Rules

Firewall rules define how network traffic is segmented and controlled between different zones.
Firewalls acts as barriers between trusted internal networks and untrusted external networks, such as the internet.
These rules specify which traffic is allowed, denied, or monitored based on predefined security policies.

The order of rules is important; the first matching rule is applied, determining the fate of the network packet.

The page is organized into three tabs, each serving a specific purpose:


	Forward rules tab: this tab is dedicated to configuring rules for data packets moving between different zones in the network.


	Input rules tab: this tab is dedicated to configuring rules for incoming packets destined for the firewall itself.


	Output rules tab: this tab is dedicated to configuring rules for packets emitted by the firewall.




Locate the button to add a new rule, click on it to initiate the rule creation process.
Fill in the following fields for the new rule:


	Status: enable or disable the rule based on your requirements. By default the rule is enabled during creation.


	Rule name: assign a descriptive name to identify the rule.


	Source address: select the source address from three different options:


	enter one or more IPv4/IPv6 addresses/networks or IP ranges


	select one firewall object from the available ones


	any source address




This field is not present for Output rules, as the source address is always the firewall itself.



	Source zone: specify the traffic source zone. Choose a specific zone or select ‘Any’ to include traffic from any zone.


	Destination address: select the destination address from three different options:


	enter one or more IPv4/IPv6 addresses/networks or IP ranges


	select one firewall object from the available ones


	any destination address




This field is not present for Input rules, as the destination address is always the firewall itself.



	Destination zone: specify the traffic destination zone. Choose a specific zone. Bear in mind that the source and destination zones can’t be the same.


	Destination service: select from the list or choose ‘Custom’ to enter specific ports and select protocols.


	Action: define the action when the rule conditions are met:


	Accept: accept the network traffic.


	Reject: block the traffic and notify the sender host.


	Drop: block the traffic, packets are dropped and no notification is sent to the sender host.






	Rule position: decide whether to add the rule to the bottom or top of the rule list.


	Logging: indicate whether traffic matching this rule should be logged. The log entry will include the rule name as a prefix.
By default, logging is limited to 1 entry per second. See the Logging limits section for instructions on changing this limit.


	Tags: optionally, add tags for organizational purposes. Note that the ‘automated’ tag is reserved for system use.





Logging limits

Logging can be enabled on the following objects:


	zones


	firewall rules


	redirect rules (port-forwarding)




When the logging is enabled, the firewall will add logging limits to various rules.
This ensures that logging does not overwhelm the system by setting a limit on the logging rate.

By default, the following logging limits are applied:


	1 log entry per second for firewall rules


	5 log entries per second for zones


	1 log entry per second for redirect rules





Changing the default logging limits


Warning

Changing the default logging limits can impact system performance. Use caution when changing these limits.



Default limits are saved in the ns_defaults section of the firewall configuration:


	zone_log_limit: the default limit for zones


	rule_log_limit: the default limit for firewall rules


	redirect_log_limit: the default limit for redirect rules





	Set the desired log limit for the firewall rules using the uci command:

uci set firewall.ns_defaults.zone_log_limit="10/s"
uci commit firewall







	Run the firewall-apply-default-logging script to apply the new log limit:

firewall-apply-default-logging














            

          

      

      

    

  

    
      
          
            
  
Connections

The connection tracking (Conntrack) is a network feature used in firewalls and routers to monitor and manage the state of active network connections.
It tracks the state of each connection, such as new, established, related, or expired, and maintains this information in a connection tracking table.
This allows for stateful packet inspection, where packets are inspected based on their connection context, enabling more precise and secure filtering rules.
Conntrack also supports Network Address Translation (NAT) by tracking internal to external IP mappings and optimizes performance by quickly dropping packets from invalid or expired connections.

Connections can be filter by :


	Protocol


	Status


	IP


	Port




The list of connections is not refreshed in real time. To list new connections click the Refresh page button.

The administrator can delete a single connection or flush the whole connection tracking table by using Delete all connections button.


Good practices for terminating sessions

When to terminate a connection:


	the connection has expired or been idle for an extended period


	there’s evidence of malicious activity associated with the session


	the connection appears to be stale or hanging, preventing new connections


	termination is necessary for network troubleshooting or diagnostics




When to avoid terminating a session:


	the connection is active and appears to be functioning normally


	the connection is critical for ongoing application operations


	any issues with the connection seem to be temporary and may resolve on their own




In a MultiWAN setup, specific traffic such as VoIP trunks is routed and NATed through designated interfaces to distinct providers.
When an interface or route becomes unavailable, it is essential to drop all connections using that interface and reroute subsequent traffic through the functioning connection,
otherwise the trunk will not be able to register to the provider.

To resolve this issue, you can remove the specific conntrack entries associated with the old external address through the user interface.





            

          

      

      

    

  

    
      
          
            
  
Zones and policies

Firewall zones categorize network interfaces, defining trust boundaries, while firewall rules dictate traffic handling between zones.
Zones organize network segments, and rules enforce security policies by specifying conditions for permitted or denied actions.
Together, they allow the definition and application of rules for network traffic within the firewall.

In a firewall system, zones and policies are fundamental concepts that help manage network security by controlling
the flow of traffic between different segments of a network.
A zone in a firewall represents a specific network segment with its own level of trustworthiness. For instance, a common setup
might include zones like WAN (Wide Area Network) representing the external, untrusted network (usually the internet)
and LAN (Local Area Network) representing the internal, trusted network (devices within a private home or organization).
Each zone has its own set of security rules and policies that dictate how traffic can flow to and from that zone.

Policies in a firewall define the rules and actions that determine how traffic is handled between different zones.
These rules specify which type of traffic is allowed, denied, or monitored based on predefined security criteria

Default zones:


	WAN (Wide Area Network): represents the external, untrusted network (e.g., the internet).


	LAN (Local Area Network): represents the internal, trusted network (e.g., devices within a private home or organization).




Accepted traffic:


	from LAN to WAN: traffic from devices within the LAN zone to the WAN zone is allowed, enabling internal devices to access the internet.


	from LAN to firewall itself: traffic from LAN devices to the firewall itself is permitted, facilitating communication for various purposes.


	From LAN to LAN itself: traffic between devices within the LAN zone is allowed, enabling internal devices to communicate with each other.




Denied traffic:


	From WAN to firewall itself: traffic from the WAN zone to the firewall itself is denied, preventing unauthorized external access attempts.


	From WAN to WAN itself: direct communication between external networks (WAN to WAN) is denied, isolating different external entities for enhanced security.




In this configuration, the firewall regulates traffic between the WAN and LAN zones, allowing internal devices to access the internet and communicate internally while maintaining security by blocking direct external access to the firewall and preventing communication between external networks.

Default zones can’t be deleted but the network administrator can change existing policies or create new zones.

Logging can be enabled for zones using the Logging option inside the Zones and policies page.
By enabling logging, the network administrator can track network activity, identify potential threats,
and analyze traffic patterns.
Logging is limited to 5 entry per second by default. To change this limit, refer to the Logging limits section.


Guests and DMZ zones

In addition to the default zones, the firewall can be configured with additional zones to accommodate specific network requirements.
Two common examples are the Guest and DMZ (Demilitarized Zone) zones.
Sometimes the Guest zone is also known as the blue zone while the DMZ is also named as orange.


Guests zone (blue)

The Guest zone represents a network segment for guest devices, such as visitors or temporary users.
This zone is typically isolated from the LAN zone to prevent unauthorized access to internal resources.
But it is allowed to access the WAN zone.

To create a Guest zone, follow these steps:


	access the Zones & policies section


	click on the Add zone button


	enter guest inside the Name field, in this case the zone will be highlighted in blue


	leave empty the Allow forwards to field


	select LAN inside the Allow forwards from field


	enable the Traffic to WAN option


	select Drop for both Traffic to firewall and Traffic for the same zone fields


	click on the Save button and apply the changes





Note

If the firewall is intended to provide DHCP and DNS services, create a firewall input rule allowing traffic on ports 53 TCP/UDP (DNS) as well port 67 UDP (DHCP) for the Guest zone.
If these services are not required or provided by another device in this network, the corresponding ports can remain blocked.





DMZ zone (orange)

The DMZ represents a network segment for servers and services that need to be accessible from the internet but isolated from the internal network.

To create a DMZ, follow these steps:


	access the Zones & policies section


	click on the Add zone button


	enter dmz inside the Name field, in this case the zone will be highlighted in orange


	leave empty both the Allow forwards to and Allow forwards from fields


	enable the Traffic to WAN option


	select Drop for both Traffic to firewall and Traffic for the same zone fields


	click on the Save button and apply the changes









            

          

      

      

    

  

    
      
          
            
  
Content Filtering

Content filtering is a crucial aspect of network security, serving two primary purposes:


	Blocking malware and preventing malicious attacks


	Filtering unwanted sites, such as those containing adult content




NethSecurity offers four distinct filtering mechanisms to address these needs:


	Threat Shield IP: IP-based blocking system targeting malware threats


	Threat Shield DNS: DNS-based blocking system for malware and basic content filtering


	Deep Packet Inspection (DPI) filter: Application and protocol-specific filtering using netifyd


	FlashStart DNS filter: Commercial DNS-based filtering solution with comprehensive content control features





Threat Shield IP

Threat Shield IP is an IP-based blocking system designed specifically to combat malware threats. It operates by blocking connections to or from known malicious
IP addresses.

Scope: Targets malware and provides limited privacy and advertising (ads) removal features

Lists:


	Community lists, free, targeting general malware, ads and trackers


	Enterprise lists, paid, focusing on high-value malware protection




Advantages:


	Fast processing as it works at the IP level


	Effective against entire malicious networks




Limitations:


	Cannot filter based on content type


	May occasionally block legitimate services sharing an IP with malicious ones




To configure Threat Shield IP, see the Threat shield IP.



Threat Shield DNS

Threat Shield DNS provides DNS-based blocking, offering protection against malware and basic content filtering capabilities.

Scope: Covers malware and limited content categories (e.g., adult content, gambling)

Lists:


	Community lists, free, focusing on general malware and simple content filtering


	Enterprise lists, paid, focus on high-value malware protection




Advantages:


	Can block specific domains regardless of IP address


	Offers basic content categorization (e.g., adult, gambling)




Limitations:


	Could be bypassed by using alternative DNS servers, but can be mitigated with DPI filtering and by enabling special block categories


	Less granular than full URL filtering




To configure Threat Shield DNS, see the Threat shield DNS.



FlashStart DNS filter

FlashStart is a commercial DNS-based filtering solution that offers comprehensive content control and reporting features.

Scope: Comprehensive content filtering beyond just malware and adult content

Lists: Commercial lists maintained by FlashStart

Advantages:


	High-quality block lists


	Customizable reports


	Cloud-based configuration, no direct firewall access required


	Extensive content categories


	Easy to manage


	Scalable for organizations of various sizes




To configure FlashStart DNS filtering, see the FlashStart DNS filter.



Deep Packet Inspection (DPI) filter

NethSecurity employs Deep Packet Inspection (DPI) techniques for filtering network traffic using the Netify Agent.

Scope: Application and protocol-specific filtering

Lists:


	Community signatures, free but limited in number and update frequency


	Enterprise signatures, included in any subscription, offering more comprehensive coverage




Advantages:


	Provides granular control over network traffic


	Can identify and filter based on specific applications or protocols


	Allows for dynamic traffic management based on real-time analysis




Considerations:


	May require more processing power compared to IP or DNS-based filtering


	Requires careful configuration to balance security and performance


	The administrator needs to create DPI rules for each interface




To configure DPI filtering, see the Deep Packet Inspection (DPI) filter.



Comparison of filtering options



	Feature

	Threat Shield IP

	Threat Shield DNS

	Flashstart DNS Filtering

	DPI Filter





	Blocking method

	IP-based

	DNS-based

	DNS-based

	Packet inspection



	Primary focus

	Malware

	Malware + basic
content

	Comprehensive content

	Application/Protocol
specific



	List types

	Community,
Enterprise

	Community,
Enterprise

	Commercial

	N/A (real-time
analysis)



	Configuration

	Firewall

	Firewall

	Cloud

	Firewall (per
interface)



	Reporting

	None

	None

	Advanced, customizable

	Limited






Implementation strategies

For optimal security, consider a layered approach:


	Use Threat Shield IP as the first line of defense against known malicious networks.


	Implement a DNS filter, use one of the following options:


	Threat Shield DNS to catch domain-based threats and provide basic content filtering or


	Flashstart DNS Filtering for comprehensive content control, especially in environments requiring detailed policy management and reporting.






	Utilize DPI filtering for granular control over specific applications and protocols, and to manage traffic based on real-time analysis.




This combination provides defense-in-depth, addressing various threat vectors and content filtering needs.





            

          

      

      

    

  

    
      
          
            
  
Threat shield IP

NethSecurity is equipped with various tools and integrations useful for countering threats coming from the internet.
One of these tools is Threat Shield IP, which blocks any traffic coming from compromised IP addresses or destined to them as well as any requests addressed to hostnames that could be malicious.

The service can load community-maintained blocklists or can rely on high-quality blocklists very frequently updated and maintained by Nethesis [https://www.nethesis.it] and Yoroi [https://yoroi.company]
a leading company focused on CyberSecurity and member of Cyber Threat Alliance [https://www.cyberthreatalliance.org].
Yoroi blacklists ensure great effectiveness and high confidence, minimizing the possibility of false positives.

Please note that to access the Nethesis and Yoroi blocklists, the machine must have a valid extra entitlement for this service.


Configuration

The service is disabled by default, to enable it navigate to the Threat shield IP page under the Security section.
Access the Settings tab and activate the Status switch.

When the service is enabled, the Blocklist feeds tab will display all available blocklists.
You can enable or disable each blocklist by using the switch on the right side of the list.
Enabled blocklists will be automatically updated at regular intervals.
NethSecurity 8 allows the use of Community and Enterprise blocklists.


Community blocklists

Community blocklists are sourced from community contributors and cover various areas: Ads blocking, Malware blocking, Spam blocking,
Tracker blocking, and so on.
NethSecurity makes them available as they are.

Community lists do not provide a standardized “Confidence” metric, therefore the UI shows their confidence as “Unknown”.
As a practical heuristic, when the list name contains a severity or trust indicator (e.g. “lvl 1”, “level 1”), it generally denotes the lowest false positive rate and the highest confidence; conversely, higher indicated levels (e.g. “lvl 2”, “lvl 3”, “lvl 4”) typically imply lower confidence and a higher risk of aggressive or incorrect entries.
However, naming conventions vary and not all community providers include such indicators, so always review a community list’s contents and purpose before enabling it in production.
The type of usage license may vary depending on the provider, so if the use is not personal, you may need to inquire with the provider.

Community lists maintenance

Each blocklist is maintained by its specific provider. NethSecurity already includes the URLs for downloading the feeds,
which are valid at the time of the release. However, because these URLs are hard-coded, if the provider changes them, some blocklists may no longer
be downloadable.



Enterprise blocklists


Subscription required

This feature is available only if the firewall has a valid Community or Enterprise subscription.



Enterprise blocklists are specifically focused on security and offer several advantages over community-maintained blocklists:


	Quality and accuracy: Enterprise blocklists, such as the ones provided by Nethesis and Yoroi, are curated and maintained by reputable cybersecurity companies.
These companies have dedicated teams that continuously monitor and update the blocklists to ensure they are accurate and effective in blocking malicious traffic.
This results in a higher level of quality and accuracy compared to community-maintained blocklists, which may not receive the same level of attention and updates.


	Timeliness: Enterprise blocklists are frequently updated to include the latest threats and malicious IP addresses.
Cybersecurity companies like Nethesis and Yoroi actively track emerging threats and promptly add them to their blocklists.
This ensures that your system is protected against the most recent and evolving threats.


	Reduced false positives: False positives occur when legitimate traffic is mistakenly blocked.
Enterprise blocklists are designed to minimize false positives by carefully curating and verifying the listed IP addresses and hostnames.
The companies behind Enterprise blocklists have robust processes in place to ensure that only malicious entities are included in the blocklists.
This reduces the chances of legitimate traffic being blocked, minimizing disruptions to your network or services.


	Enterprise support: Enterprise blocklists often come with additional support and services tailored for enterprise environments.
This includes access to technical support, documentation, and integration assistance.
If any issues or questions arise while using the Enterprise blocklists, you can rely on the support provided by the cybersecurity companies to help you
address them effectively.






Confidence

Enterprise blocklists include a “Confidence” score which is shown in the UI.
The score is expressed as a value from 1 to 10 and represents the provider’s assessment of the list quality: higher values indicate higher confidence and a lower likelihood of false positives.
This “Confidence” metric is available only for Enterprise lists; Community lists are presented “as is” and display “Unknown” for confidence.

Yoroi and Nethesis blocklists are Enterprise blocklists.
These lists will be listed only if the machine has a valid Enterprise or Community subscription and a valid entitlement for the Threat Shield IP service.



Logging

The Threat Shield IP feature includes advanced logging capabilities to monitor and track potential threats.
The logging section allows you to configure which types of blocked packets are logged:


	Log packets blocked in pre-routing chain: when enabled, this option logs packets that are blocked in the pre-routing chain,
which processes packets before they enter the routing table.


	Log packets blocked in input chain: his option, when activated, logs packets blocked in the input chain, which handles packets destined
to the firewall itself. Please note that this option can generate a large number of logs if the firewall is under heavy traffic.


	Log packets blocked in forward chain: Enabling this logs packets blocked in the forward chain, which processes packets being routed through the firewall.


	Log packets blocked forwarded from LAN: This option logs packets that are blocked when forwarded from the Local Area Network (LAN).




These logging options provide granular control over which blocked packets are recorded, allowing to expose metrics inside the
real-time monitoring and historical monitoring sections.



Local allowlist

Sometimes it may be necessary to allow access to certain IP addresses, to do this you can use the Local allowlist tab.
Use the Add address button to add a new address to the list.
The address can be a valid IPv4/IPv6 address with optional CIDR notation, a MAC address, or a fully qualified hostname (FQDN).

For example, the address can be:


	IPv4 address: 192.168.0.1


	IPv6 address: 2001:0db8:85a3:0000:0000:8a2e:0370:7334


	IPv4 address with CIDR notation: 192.168.0.0/24


	MAC address: 00:0a:95:9d:68:16


	Fully qualified hostname: example.com




A comment can be associated with each address to facilitate management.

You can add a comment to provide additional information about the address, such as its purpose or owner.
This can help in organizing and managing the allowlist effectively.



Local blocklist

Threat Shield IP includes a local blocklist functionality, which allows you to manually specify addresses
that should always be blocked. This provides an additional layer of customization to your security setup.

To access and customize the blocklist, navigate to the Local blocklist tab in the Threat Shield IP interface.
Use the Add address button to include new entries. Each entry is composed by an address and a description.
Valid syntax for the address is the same as for the Local allowlist.

When adding addresses to the local blocklist, ensure you enter them correctly to avoid accidentally blocking legitimate traffic.
It’s also a good practice to include a descriptive comment for each entry to help with future management and auditing of your blocklist.




Block brute force attacks

When Threat Shield IP is enabled, the system automatically starts checking for brute force attack attempts on firewall services.
By default, the monitored services include SSH access and the login to NethSecurity UI.
The system detects login attempts and automatically blocks IPs that have failed to enter the correct credentials.

To enable or disable the brute force protection, navigate to the Block brute force attacks section in the Threat Shield IP interface,
under the Settings tab and use the switch to activate or deactivate the feature.

The feature can be customized by adjusting the following settings:


	Ban after N failed accesses: this setting determines the number of failed login attempts allowed before an IP address is banned.
The default value is typically 3, but can be adjusted as needed. A lower value increases security but may also increase the risk of false positives,
like blocking legitimate users who mistype their credentials.


	Patterns to detect attacks: this field allows you to specify patterns that the system uses to identify potential brute force attacks.
Common patterns include:


	Exit before auth from: detects bad authentication attempts to SSH service


	authentication failed for user: identifies failed authentication attempts to NethSecurity web interface


	TLS Auth Error, TLS handshake failed, AUTH_FAILED: detects failed authentication attempts to OpenVPN service




You can add additional patterns using the Add pattern` button to customize the detection mechanism.
Each pattern can be a valid grep regular expression.



	Ban time: this setting determines the duration for which an IP address remains banned after exceeding the allowed number of failed attempts.
The default is often set to 30 minutes, but can be adjusted based on your security requirements.




You can perform further actions using the command line; these are the supported commands:


	View all IP addresses currently on the blocklist: /etc/init.d/banip survey blocklistv4


	Look up a specific IP in the blocklist: /etc/init.d/banip search IP_ADDRESS


	Unban an IP address: nft delete element inet banIP blocklistv4 { IP_ADDRESS }




Bear in mind that you need to specify the correct blocklist in commands when prompted (blocklistv4 for IPv4, blocklistv6 for IPv6).


Block DoS

Threat Shield IP also includes protection against various types of Denial of Service (DoS) attacks.
DoS protection limits excessive traffic of specific protocols, blocking that kind of traffic until the situation normalizes.
It monitors all incoming WAN traffic to detect and block WAN-based DoS attacks.


	Block ICMP DoS: when enabled, this option protects against DoS attacks using the Internet Control Message Protocol (ICMP).
The limit is set to 100 packets per second.


	Block TCP SYN DoS: this option, when activated, guards against TCP-based DoS attacks limiting the number of new connections per second.
A packet could be considered bad if it is not part of an established connection or if it is part of a connection that has been closed.
The limit is set to 10 connections per second.


	Block UDP DoS: Enabling this protects against User Datagram Protocol (UDP) based DoS attacks.
The limit is set to 100 packets per second.









            

          

      

      

    

  

    
      
          
            
  
Threat shield DNS

Threat shield DNS uses Adblock which blocks any request to domains considered malicious.
The service can load community-maintained blocklists or use Enterprise feeds provided by Nethesis [https://www.nethesis.it] and Yoroi [https://yoroi.company]
a leading company focused on CyberSecurity and member of Cyber Threat Alliance [https://www.cyberthreatalliance.org].

Please note that to access the Nethesis and Yoroi blocklists, the unit must have a valid extra entitlement for this service.


Configuration


Note

Please use Threat shield DNS only if you are not already using the FlashStart service. Both services operate at the DNS level and cannot be used together. The UI prevents enabling them simultaneously to avoid conflicts.



The service is disabled by default, to enable it navigate to the Threat shield DNS page under the Security section.
Access the Settings tab and activate the Status switch.

When the service is enabled, the Blocklist sources tab will display all available blocklists.
You can enable or disable each blocklist by using the switch on the right side of the list.
Enabled blocklists will be automatically updated at regular intervals.

To specify on which zones the service should be active, select them in the Force DNS redirection on these zones combobox.

Redirected ports allows you to specify which ports should be redirected to Threat shield DNS service.


Community blocklists

Community blocklists are sourced from community contributors and block various domains related to: ads, malware, spam,
tracker, explicit sexual content, piracy and so on.
NethSecurity makes them available as they are.

Community lists do not provide a standardized “Confidence” metric, therefore the UI shows their confidence as “Unknown”.
As a practical heuristic, when the list name contains a severity or trust indicator (e.g. “lvl 1”, “level 1”), it generally denotes the lowest false positive rate and the highest confidence; conversely, higher indicated levels (e.g. “lvl 2”, “lvl 3”, “lvl 4”) typically imply lower confidence and a higher risk of aggressive or incorrect entries.
Naming conventions vary and not all community providers include such indicators, so always review a community list’s contents and purpose before enabling it in production.
The type of usage license may vary depending on the provider, so if the use is not personal, you may need to inquire with the provider.

Community lists maintenance

Each blocklist is maintained by its specific provider. NethSecurity already includes the URLs for downloading the feeds,
which are valid at the time of the release. However, because these URLs are hard-coded, if the provider changes them, some blocklists may no longer
be downloadable.



Enterprise blocklists


Subscription required

This feature is available only if the unit has a valid Community or Enterprise subscription.



Enterprise blocklists are specifically focused on security and offer several advantages over community-maintained blocklists:


	Quality and accuracy: Enterprise blocklists, such as the ones provided by Nethesis and Yoroi, are curated and maintained by reputable cybersecurity companies.
These companies have dedicated teams that continuously monitor and update the blocklists to ensure they are accurate and effective in blocking malicious traffic.
This results in a higher level of quality and accuracy compared to community-maintained blocklists, which may not receive the same level of attention and updates.


	Timeliness: Enterprise blocklists are frequently updated to include the latest threats and malicious IP addresses.
Cybersecurity companies like Nethesis and Yoroi actively track emerging threats and promptly add them to their blocklists.
This ensures that your system is protected against the most recent and evolving threats.


	Reduced false positives: False positives occur when legitimate traffic is mistakenly blocked.
Enterprise blocklists are designed to minimize false positives by carefully curating and verifying the listed IP addresses and hostnames.
The companies behind Enterprise blocklists have robust processes in place to ensure that only malicious entities are included in the blocklists.
This reduces the chances of legitimate traffic being blocked, minimizing disruptions to your network or services.


	Enterprise support: Enterprise blocklists often come with additional support and services tailored for enterprise environments.
This includes access to technical support, documentation, and integration assistance.
If any issues or questions arise while using the Enterprise blocklists, you can rely on the support provided by the cybersecurity companies to help you
address them effectively.






Confidence

Enterprise blocklists include a “Confidence” score which is shown in the UI.
The score is expressed as a value from 1 to 10 and represents the provider’s assessment of the list quality: higher values indicate higher confidence and a lower likelihood of false positives.
This “Confidence” metric is available only for Enterprise lists; Community lists are presented “as is” and display “Unknown” for confidence.

Yoroi and Nethesis blocklists are Enterprise blocklists.
These lists will be listed only if the unit has a valid Enterprise or Community subscription and a valid entitlement for the Threat Shield service.




Filter bypass

Some hosts or subnets may need to bypass Threat shield DNS filtering. To configure filter bypass, navigate to the Filter bypass tab of Threat shield DNS.
Use the Add bypass button to add a new address to the list.
The address can be a valid IPv4/IPv6 address with optional CIDR notation.



Local allowlist

To allow specific domains that may be included in blocklists, you can navigate to the Local allowlist tab of Threat shield DNS.
Use the Add domain button to add a domain to the list; you can add a description to the domain to help you remember why it was added.

Domains in the allowlist take priority over Blocklists and the Local blocklist



Local blocklist

To block specific domains not included in the blocklists, you can navigate to the Local blocklist tab of Threat shield DNS.
Use the Add domain button to add a domain to the list; you can add a description to the domain to help you remember why it was added.


Warning

The DNS resolution for the names listed in the blocklist will also affect the unit itself





Check if a domain is blocked

If you are experiencing issues with domain resolution and want to check whether a specific domain is blocked, you can perform a query directly from the local terminal.

Use the following command to check a domain:

/etc/init.d/adblock query <domain>

For example:

root@nethsecurity8:~# /etc/init.d/adblock query baddomain.com

The output might look like this:

:::
::: domain 'baddomain.com' in active blocklist
:::
  + baddomain.com

:::
::: domain 'baddomain.com' in backups and black-/whitelist
:::
  + adb_list.adult.gz             baddomain.com





This output shows if the domain is currently blocked by any active blocklists.
In this specific example, the domain baddomain.com is part of the category adult, as indicated by adb_list.adult.gz. This helps you identify which category or list caused the domain to be blocked.



Advanced configuration

When Threat shield DNS is enabled:


	A new category source file is generated based on the unit registration and entitlement.


	All DNS queries are redirected to the local machine.


	Adblock is configured to use the new category source file and will be started automatically.




Even if not recommended, it’s possible to use Adblock without Threat shield DNS.
For more detailed configuration options, please refer to the developer manual [https://dev.nethsecurity.org/packages/ns-threat_shield/#ts-dns].





            

          

      

      

    

  

    
      
          
            
  
Deep Packet Inspection (DPI) filter

NethSecurity uses the Netify Agent [https://www.netify.ai/resources] to employ Deep Packet Inspection (DPI) techniques for filtering network traffic.

The Netify Agent functions as a deep-packet inspection server, leveraging nDPI (formerly OpenDPI) to identify network protocols and applications.
Detected information can be stored locally, accessed through UNIX or TCP sockets, or sent via HTTP POSTs to a remote third-party server.
Details such as flow metadata, network statistics, and detection classifications can be used to take decision on the flow.

Here’s how it operates:


	the Netify flow actions plugin assigns labels to matching connections


	nft rules can then either block or adjust priority (DSCP) for connections based on these labels




The administrator can create Deep Packet Inspection (DPI) rules for each interface.


Configuration

To configure these rules, the administrator initiates the process by selecting the particular network interface on which the rule is intended to operate.
This step ensures that the rule is precisely applied to the designated segment of the network, allowing for targeted and effective management of network traffic.

Following the selection of the interface, the administrator is prompted to specify the applications that are to be blocked or regulated.
This essential step involves choosing from a comprehensive list of applications accessible through the system interface.

The interface, as a default feature, presents a catalog of commonly used applications. However, it provides an advanced search functionality enabling the
administrator to explore and pinpoint specific applications and application categories that require special attention.


Premium application signatures


Subscription required

This feature is available only if the firewall has a valid Community or Enterprise subscription.



In the absence of a subscription, the system inherently recognizes a baseline of approximately 400 applications.
However, with an active subscription, this capacity significantly expands, encompassing more than 2300 applications. In this scenario,
the list of recognized applications undergoes daily updates, ensuring that the system stays abreast of the ever-evolving landscape of applications and digital services.



Applications and protocols list

The full list of all applications and protocols supported by the Enterprise version is available here:


	Applications [https://www.netify.ai/resources/applications_reference]


	Protocols [https://www.netify.ai/resources/protocols]






Exceptions

DPI exclusion allows for the exclusion of specific network addresses, such as the gateway or other critical infrastructure, preventing them from being blocked.

To add a new exception, click the Add exception button.
Enter the IP address or CIDR that should be exempted from the filter.
You can include a description explaining the reason for the exclusion.

Each exception can be enabled or disabled as desired.



Netify traffic bypass

By default, Netifyd processes all traffic passing from, to and out of the firewall. In some cases it may be desiderable to completely ignore traffic analysis on some specific hosts or subnets. The exclusions is configured using the bypassv4 and bypassv6 options that take a list of IP addresses or CIDR subnets. Bypasses can have a description to explain the reason for the bypass, separated by a | pipe character after the IP.

To add a new bypass entry, use the following command:

uci add_list netifyd.config.bypassv4='10.45.23.0/24|Remote network'
uci add_list netifyd.config.bypassv4='192.168.5.164|Critical host'
uci commit netifyd
reload_config





To edit and manage uci entries, refer to the UCI list management section.

You can visualize the applied bypass entries and netifyd capture configuration using the following command:

nft list table inet netifyd










            

          

      

      

    

  

    
      
          
            
  
FlashStart DNS filter

DNS filtering integrates with third-party DNS-based content filtering software, default supported content filter is the one provided from FlashStart [https://www.flashstart.com].

It basically links 2 components : filter configuration and network configuration.


	Content filter configuration takes place entirely on the third-party platform, typically it is possible to block individual websites, as well as categories of sites (e.g. adult), manage exceptions, view reports and so on.


	Network configuration is completely automated and is done on NethSecurity which takes care of:





	connect the firewall to the specific third party instance


	redirect all DNS requests to the external service


	automatically update IP addresses of all connectivities





Subscription required

This feature is available only if the firewall has a valid subscription.




Note

Before configuring NethSecurity you need to create an account on FlashStart and configure the service.
FlashStart is a payed service that allows you to use trial licenses.
Please refer to the supplier’s documentation doc [https://cloud.flashstart.com/customerarea/support/docs].




Warning

Do not manually specify the IP addresses of the FlashStart DNS servers, as they are automatically managed by the
integration.



Once the account has been created and the service configured, NethSecurity can be configured.


Recommendations Before Configuring FlashStart DNS Filter

Before enabling the FlashStart DNS filter, please consider the following important recommendations:


	DNS Redirection Behavior
When content filtering is enabled, all DNS traffic from the clients will be automatically redirected to the external FlashStart filtering service, regardless of their configuration.
Do not make changes to the DNS servers configured in NethSecurity or in network clients.


	Block Alternative DNS Protocols
To preserve the effectiveness of the content filter, it is strongly recommended to block alternative DNS protocols such as DoT and DoH. The most effective approach is to use the Threat Shield IP blocklist “public DoH-Provider” to block known DoH providers, and to reject all outbound TCP connections on port 853 in order to block DoT traffic.


	Avoid Conflicts with Threat Shield DNS
Use FlashStart only if you are not already using the Threat Shield DNS service, as using both simultaneously may lead to conflicts.






Configuration


FlashStart platform configuration

Before configuring FlashStart on your firewall, you must first purchase and configure the Pro or Pro Plus service on the FlashStart platform.
Once the service has been purchased, you’ll need to configure the networks on the FlashStart portal.

During the configuration process, the system will guide you through the setup, follow the prompts and select the following options:

Connect the router of your network → I have a dynamic IP → Nethesis Dynamic DNS → NethSecurity → Choose PRO or PRO PLUS.


Note

Starting from July 2nd, 2025, the FlashStart platform requires you to create a new username and password during this setup step.
Please note that it is no longer possible to use the email-based login previously associated with your account.
Once the new credentials are created, they must be used for authentication on the firewall side.



Networks previously configured using the email-based login will continue to function normally as long as they are not removed.
If a network is removed, the system will require a new username and password pair, and the corresponding credentials must also be updated on the NethSecurity side.



NethSecurity configuration


	Status : You can enable or disable the DNS filter by using the Status toggle switch


	Service type : Select the type of service you have purchased: Pro or Pro Plus


	Username :  Enter the same username used for your FlashStart account


	Password :  Enter the same password used for your FlashStart account


	Zones to Filter :  Select the network zones you want to protect with DNS filtering. Only the selected zones will be affected by the FlashStart DNS filter.


	Bypass Source IPs or Networks : You can specify a list of IP addresses or networks (CIDR format) that should bypass DNS filtering. Traffic from these sources will not be subject to any filtering rules.


	Custom DNS Servers : If you need to define custom DNS resolvers for specific domains, you can configure them here. The syntax is the same used in the DNS section of NethSecurity.For reference, see the official documentation:Domain-specific DNS servers [https://docs.nethsecurity.org/en/latest/dns_dhcp.html#domain-specific-dns-servers]




Once the FlashStart service has been configured on the firewall, all further configuration and management must be performed exclusively via the FlashStart web portal. No additional changes are required on the firewall itself.



DNS Server Configuration

The DNS servers used by FlashStart are automatically configured by NethSecurity when the service is enabled.
It’s possible to customize a few options:


	Query logging: You can enable query logging by running the following command:

uci set flashstart.global.logqueries='1'
uci commit flashstart
reload_config





This will log DNS queries to the firewall’s system log, which can be useful for tracking and troubleshooting purposes.



	DNS Rebind protection




DNS Rebind protection is disabled by default for FlashStart clients in order to prevent unwanted blocks when internal DNS servers resolve private or internal domains that could otherwise be flagged by the firewall’s DNS Rebind protection mechanism.
If required, this protection can be manually enabled using the following configuration:

uci set flashstart.global.rebind_protection='1'
uci commit flashstart
reload_config








Presence of an Active Directory (AD) Controller

If an AD controller is present, user-based profiling can be enabled. To do this, it is necessary to first install the specific FlashStart connector (please refer to the official FlashStart documentation [https://cloud.flashstart.com/customerarea/support/docs] for installation instructions), this is currently available only for Microsoft Windows Server.


DNS Management in the Network

All clients on the network must route their DNS requests through NethSecurity instead of directly querying the AD controller, this prevents the clients from inheriting the AD controller’s profiling policy.


Configuration Details


	The AD controller uses an external DNS resolver.


	In the FlashStart DNS UI on NethSecurity, add the local domain of the AD controller for resolution, specifying the IP address of the AD controller for resolving these local names (e.g., /ad.mydomain.local/192.168.55.1).


	Configure clients to use either an external DNS server or the firewall itself as their DNS resolver.






Important Notes

It is necessary to prevent clients from querying the AD controller for non-local domain resolution, this can be achieved by:


	Blocking inbound UDP/TCP port 53 on the AD controller


	disabling DNS recursion for clients on the AD server, so that the server only responds to queries for its local zone.








FlashStart Pro vs FlashStart Pro Plus

FlashStart provides cloud-based content filtering solutions integrated with NethSecurity. The two main service types, FlashStart Pro and FlashStart Pro Plus, offer different capabilities in terms of filtering granularity and profile management. Below is a brief comparison highlighting the key differences.


FlashStart Pro

FlashStart Pro enables content filtering using a single filter profile, applied across the network or to selected network zones.


	Single profile filtering:
All filtered IPs follow the same rules and category blocks defined on the FlashStart platform.


	Zone-based application:
Administrators can choose which network zones are subject to filtering.


	IP-based profile management:
FlashStart Pro on NethSecurity implicitly supports three traffic profiles, based on IP:


	Filtered IPs : Subject to the single filter profile defined in FlashStart.


	Unfiltered IPs : No filtering applied (see Exclusions below)


	Blocked IPs : Access denied at the firewall level using firewall rules.






	Exclusions:
Exceptions can be configured using IP addresses or CIDR blocks.






FlashStart Pro Plus (Beta)

FlashStart Pro Plus extends functionality with support for multiple independent filtering profiles, allowing greater flexibility and user-level policy enforcement.


	Multi-profile support:
Up to 5 independent profiles can be defined, each with its own filtering configuration.


	Independent profile configuration:
Each profile can be customized individually (categories, safe search, YouTube restrictions, etc.).


	Filtering criteria options:
Profiles can be assigned using:


	Firewall objects (host sets):
From the FlashStart configuration panel, administrators can associate specific host sets (defined in the firewall) with a profile.


	Active Directory users:
If the FlashStart AD connector is installed, profiles can be assigned to AD users directly, eliminating the need to rely on IP addresses.









Note

Due to platform limitations, the system can handle host sets with a limited number of elements.

If the set contains only hosts, it can include up to 16 entries.
If it contains only CIDR networks, it can include up to 13 entries.
If the host set contains mixed data (both hosts and networks), it is advisable to refer to the lower limit (13).





Common Features (Pro and Pro Plus)


	Same filtering capabilities:


	URL category-based filtering (blacklists)


	Search engine filtering (Safe Search)


	YouTube restricted mode


	Threat protection






	Cloud-managed configuration:
All filtering rules and profiles are managed through the FlashStart web interface.











	Feature

	FlashStart Pro

	FlashStart Pro Plus





	Zone-based filtering

	Yes

	Yes



	Profile exclusions (IP/CIDR)

	Yes

	Yes



	Number of filter profiles

	1

	Up to 5



	IP Blocking

	No

	Yes



	App blocker

	No

	Yes



	Remote Agent for Win/Mac/Android/iOS

	No

	Yes



	Filtering per AD user

	No

	Yes



	Firewall object integration

	No

	Yes



	Conflict handling (user vs object)

	N/A

	Firewall object takes priority







Note

Although no known bugs have been reported at this time, the Pro Plus feature is currently released as a Beta. We recommend testing it in a non-critical environment before deploying it in production.






Troubleshooting


1. My public IP is not listed in the FlashStart networks

If your public IP address does not appear in the FlashStart dashboard under registered networks, please allow up to 15 minutes. This delay may be caused by protection mechanisms on the FlashStart platform designed to mitigate repeated or automated registration attempts.



2. DNS filtering does not seem to be working

If the filtering is not effective immediately after configuration:


	Be aware that FlashStart may require a few minutes to propagate the applied settings across its infrastructure.


	Also consider the impact of browser DNS cache, which may delay visible effects.




To verify whether filtering is actually in place and working, you can perform a manual DNS query in your local client using the dig command:

dig @8.8.8.8 www.mydomain.com





Replace www.mydomain.com with the actual domain you’re testing.

If the domain is still being resolved and should be blocked, double-check the active profile and block settings on the FlashStart dashboard.


Note

This dig test must always be performed from the client and never from the firewall.
The firewall is never filtered by FlashStart’s DNS servers, as this could potentially conflict with some of the services it provides.





3. Testing DNS Filtering with dig directly from the firewall

If you want to perform tests using dig directly from the firewall, you can do so by specifying the port. Each port corresponds to a different filtering profile.


FlashStart Pro

If you are using FlashStart Pro, the port is always 5300. You can check if the request is correctly filtered with the following command:

dig @127.0.0.1 -p 5300 mydomain.com







FlashStart Pro Plus

If you are using FlashStart Pro Plus, each profile is associated with a different port. You can send a request per profile to verify that the filtering behaves as expected.

First, you need to identify the correct port for each profile. Use the following command to view the configuration:

uci show dhcp





You will see multiple entries like this:

dhcp.ns_56e6071cbd=dnsmasq
dhcp.ns_56e6071cbd.ns_flashstart='1'
dhcp.ns_56e6071cbd.ns_tag='automated'
dhcp.ns_56e6071cbd.ns_flashstart_profile='Guests'
dhcp.ns_56e6071cbd.ns_flashstart_dns_code='143'
dhcp.ns_56e6071cbd.port='5301'
dhcp.ns_56e6071cbd.noresolv='1'
dhcp.ns_56e6071cbd.max_ttl='60'
dhcp.ns_56e6071cbd.max_cache_ttl='60'
dhcp.ns_56e6071cbd.server='185.236.104.124' '185.236.105.125'





In this example, the profile “Guests” is associated with port 5301, so you would run:

dig @127.0.0.1 -p 5301 mydomain.com











            

          

      

      

    

  

    
      
          
            
  
Intrusion Prevention System (Snort)

Snort 3 is an open-source network Intrusion Prevention System that is capable of performing real-time traffic analysis
and packet logging on IP networks. It can perform protocol analysis, content searching/matching, and can be used to
detect a variety of attacks and probes, such as buffer overflows, stealth port scans, CGI attacks, SMB probes, OS
fingerprinting attempts, and much more.


Enable IPS

IPS is disabled by default, to enable it, navigate to the IPS page under the Security section.
The interface will prompt that the service is disabled and will provide a quick link to browse directly to the
Settings tab.

Once toggled the Status switch, you’ll be able to configure the service.


Rule policy

Rules are grouped into policies, each policy is a set of rules that are optimized for a specific use case, the policies are:


	connectivity: prioritizes performance over security, minimizing false positives and ensuring high device
performance while detecting common threats.


	balanced: recommended for initial deployments, balancing security and performance.
and relatively high performance rate with evaluation and testing tools.


	security: for high-security environments with lower bandwidth and higher false positive tolerance.
It provides the maximum protection while minimizing the risk of bringing the network down.






Home Networks

Home networks define the protected internal networks and specify the IP addresses or subnets that IPS should consider as local networks, allowing it to distinguish internal traffic from external traffic and reducing false positives in threat detection.

Select a policy, define your home networks and then click on the Save button to save the changes.


Note

Home Networks values are not updated automatically. If the IP address of a local interface is changed and this results in a different network, the IPS Home network configuration must be updated manually to reflect the new network.





Enable Hyperscan

Hyperscan is an advanced pattern matching engine that can improve Snort3 performance on supported hardware. It requires specific processor flags to be supported by your CPU.

Before enabling Hyperscan, verify that your processor supports the required CPU flags:

grep --color=auto -E 'sse3|ssse3|sse4_1|sse4_2|avx|avx2' /proc/cpuinfo





If the command returns results, your processor is compatible with Hyperscan.

To enable Hyperscan, first create the configuration file at /etc/snort/hyperscan.config:

cat > /etc/snort/hyperscan.config << 'EOF'
search_engine = { search_method = hyperscan }
detection = { hyperscan_literals = true, pcre_to_regex = true }
EOF





Then enable it with the following commands:

uci set snort.snort.include=/etc/snort/hyperscan.config
uci commit snort
reload_config





To disable Hyperscan:

uci del snort.snort.include
uci commit snort
reload_config






Note

Hyperscan is an optional performance enhancement feature. Enable it only if your CPU supports the required processor flags and you want to improve IPS performance at the cost of higher CPU feature requirements.






Access to Snort rules via Oinkcode

NethSecurity supports the use of a Snort subscription to obtain Registered and Subscriber rules through the Oinkcode.
The Oinkcode is a unique code assigned to registered users on Snort.org, this code is required to authenticate the download of Snort rules.


Available rule categories


	Community Rules (Free rules):
Available to all registered users without restrictions.
Maintained by the Snort community.
Provide basic protection but receive less frequent updates compared to official rules.
No Oinkcode is required to access these rules.


	Registered Rules (Free rules with delay):
Official rules updated by the Snort team.
Available for free to registered users, but with a 30-day delay compared to the latest version.
Oinkcode is required to access these rules.


	Subscriber Rules (Paid rules, real-time updates):
Immediate access to the most up-to-date rules without any delay.
Available only to users with a Snort Subscriber Rule Set subscription.
Oinkcode is required to access these rules.






How to obtain and use the Oinkcode


	Register on Snort.org


	Retrieve your Oinkcode from the account profile section


	On NethSecurity, paste your personal code into the Oinkcode field. You can verify if the code is valid by clicking on the Test code button







Today event list

The IPS automatically checks traffic inside the network and generates alerts or blocks traffic based on the ruleset.
A browsable list can be found under the Today event list tab.
While browsing the list, you can see the rules that triggered the alert, the source and destination IP addresses, the
protocol and the action taken by the system.

This list can be filtered using the filter box at the top of the page. Additionally, for every record shown, it’s
possible to jump right to the rule documentation by clicking on the rule ID.

By clicking on the menu icon on the right side of the record, it’s possible to open a pre-filled form to suppress or
disable the rule that generated the alert.



Filter bypass

All traffic that goes through the firewall is analyzed by the IPS.
The system supports bypass rules for specific IPv4 and IPv6 addresses. Any IP address added to a bypass rule will be evaluated for both incoming and outgoing traffic.

To do so, browse to the Filter bypass tab and press the Add bypass button. A form is provided to add a bypass rule for a specific IP address, the rule applies to traffic in both directions and includes the following fields:


	Address type: if the ip provided is IPv4 or IPv6


	IP address: the IP address or CIDR to bypass


	Description: a description of the bypass rule, it is optional and can be omitted






Disable rules

In some environments, rules can be too restrictive or generate too many false positives. To avoid this, it is possible
to disable some rules. A disabled rule is a rule that is not included in the Snort ruleset.

Browse to the Disabled Rules tab and press the Disable rule button. The system will prompt for the
following fields:


	GID: the rule GID, it is a number and usually is always 1


	SID: the rule SID, it is a number


	Description: a description of the disabled rule, it is optional and can be omitted






Suppressed alerts

A suppression rule is a rule that is ignored by Snort for a specific IP address or CIDR.
The rule is still evaluated for all other IP addresses.

To add a suppression rule, browse to the Suppressed alerts tab and press the Suppress alert button.
Fill the fields with the following information:


	GID: the rule GID, it is a number and usually is always 1


	SID: the rule SID, it is a number


	Direction: if the suppression is for the source or destination IP address


	IP address: the IP address to suppress the alert for, can be a CIDR range


	Description: a description of the suppression rule, it is optional and can be omitted








            

          

      

      

    

  

    
      
          
            
  
OpenVPN Road Warrior

Road Warrior refers to a specific configuration of the OpenVPN VPN tailored for remote users, allowing them secure access to a
private network from anywhere on the internet.
This setup is particularly useful for businesses and organizations with employees or collaborators spread across different locations,
ensuring encrypted communication and data privacy.

OpenVPN is a protocol supported by the most widely used platforms, with free clients available for Windows, MacOS, Linux, Android, and iOS systems.


Note

Before configuring the OpenVPN Road Warrior, make sure you have read the chapter related to the user database.




Server configuration

An OpenVPN server is running on NethSecurity waiting for remote clients to contact it and establish a connection. It must be reachable from the internet on its specific port (default: 1194/UDP).
Multiple clients can connect to the server, authenticate themselves and gain access to the private network; however, the clients do not need to be reachable on the internet. Each connecting client, after authentication, receives an IP address with which it will present itself to the remote network.

An OpenVPN server on NethSecurity is closely tied to a user database, which can be local or remote.
The association with the database is defined during server creation and cannot be modified later.

The server configuration is straightforward because NethSecurity automatically sets most fields to sane defaults, which usually only need verification.

To configure a new OpenVPN server, click Create Server button and configure the proposed fields:


	Server name: give a name to this OpenVPN server


	User database: choose the user database to use for authentication, it can be a local database or a remote one (e.g. LDAP or Active Directory)


	Create an account for each user: this is a special field and won’t be shown again in the future, it allows you to automatically create a VPN account for each user present in the database. All accounts created will have a certificate valid for 3650 days.


	Mode: bridged or routed; routed mode is the default one and the most common, it allows to create a virtual network where clients
are connected to the server and can communicate with each other.
Bridged mode is less common and allows to connect the clients to the server as if they were connected to the same LAN
this mode is useful when the clients need to access resources that are not directly accessible from the server.
If unsure, select routed mode.


	Authentication mode: several authentication modes are supported:


	Username and password: the connecting client must provide a valid username and password; only users with a password set can use this mode


	Certificate: the connecting client must have its own certificate to authenticate; this is the recommended mode for most cases


	Username password and certificate: the connecting client must provide a valid username, password and certificate


	Username, certificate and OTP: the connecting client must provide a valid username, certificate and also an OTP code used as a password. This mode requires additional configuration in the client to receive to OTP code






	VPN Network: the virtual network used by clients; every client will receive an IP address taken from this network. NethSecurity already suggests an uncommon network to avoid overlaps with other networks used by the firewall


	Dynamic range IP start: the first IP address that will be assigned to clients connecting to the server; the address must be part of the VPN network.
When adding an IP reservation to client, make sure that the IP address is outside the dynamic range.


	Dynamic range IP end: the last IP address that will be assigned to clients connecting to the server


	Public IP/hostname of this unit: NethSecurity automatically fills out this field with the public IP address of each configured WAN interface.
These IPs/hostnames will go into the client configuration.
The order of the elements is crucial because the connecting client will start contacting the IPs/hostnames beginning with the first in the list and then progressing down the list in case of unavailability.




Click on the Create button to create the server. After that, main server details will be shown in the Web UI.


Advanced settings

If needed, you can also customize some advanced options:


	Protocol: UDP (default), TCP


	Port: 1194 (default)


	Route all client traffic through VPN: if enabled, all traffic from the client will be routed into the VPN tunnel, even standard internet traffic. It can be used for monitoring and control purposes, but is typically disabled because it introduces increased latency and consumes bandwidth.


	Push network routes: a list of networks that the client should route in the VPN tunnel; the LAN networks are automatically added, but they can also be removed and other networks can be added in the same way


	Allow client-to-client network traffic: allows all connected clients to exchange traffic between them; it is recommended to leave it disabled.


	Compression: compress the OpenVPN tunnel traffic to save bandwidth. However, it is now a less useful option and, in some cases, can be detrimental. It is highly recommended to leave it disabled. When this option is modified, it is necessary to download the client configuration again.


	Digest: the digest authenticates data channel packets (default SHA 256)


	Cipher: encryption cipher used (default AES-256-GCM)


	Enforce a minimum TLS version: allows connection only for clients using a TLS version equal to or greater than the one specified.


	Custom DHCP options: pass specific DHCP options to the client (e.g. DOMAIN, DNS, WINS and so on)





DHCP options

The DHCP options are used to pass specific configuration parameters to the client.
Available DHCP options are:


	DNS [addr]: set primary and secondary DNS server addresses (IPv4 or IPv6). Repeat the option to set multiple addresses.


	WINS [addr]: set primary and secondary Windows Internet Name Service Server (NetBIOS over TCP/IP Name Server) addresses.
Repeat the option to set multiple addresses.


	NBDD [addr]: set primary and secondary NetBIOS Datagram Distribution Server (NetBIOS over TCP/IP Datagram Distribution Server) addresses.
Repeat the option to set multiple addresses.


	NTP [addr]: set primary and secondary Network Time Protocol server addresses. Repeat the option to set multiple addresses.


	NBT [type]: set NetBIOS over TCP/IP ode type:


	1: Broadcast


	2: Point-to-point (uses WINS)


	4: Mixed (broadcast, then query name server)


	8: Hybrid (query name server, then broadcast)






	NBS [scope-id]: set NetBIOS Scope ID to isolate NetBIOS traffic and allow unique computer names across different scopes.


	DISABLE-NBT [1]: Turn off NetBIOS over TCP/IP. The parameter is simply 1 to enable the option.








VPN accounts

Now that the server has been configured, it is necessary to create the accounts for the connecting clients. To do this, click on Add VPN Account and fill out the form:


	User: each account is associated with only one user from the chosen database, select the user for this account


	Reserved IP: specify an IP address that is part of the defined VPN network but outside the dynamic range.
The entered IP address will always be assigned to this specific account, this can be very useful for creating firewall rules.
Leave it blank to assign a random IP address on every connection.


	Certificate expiration (days): specify a certificate duration (default 3650 days)




Once the account is created, it is necessary to export the configuration and load it into the client that needs to connect. To do this, simply click on the menu of the specific account and choose Download configuration.
This action downloads the ready-to-use file, simply to be loaded into the client. This file is dynamically generated based on the current configuration of the OpenVPN server and already contains all the necessary information, including configuration details (server addresses, port, etc.) and required certificates. In case the server’s operating mode is changed (e.g., if the authentication mode is altered), it is necessary to download the file again.

Other available actions are:


	Disable: disable the account; the account can be re-enabled at any time.





Note

If a client is already connected to the roadwarrior server, the Disable action on the respective account causes an immediate disconnection from the server, interrupting the communication.




	Regenerate certificate: recreate the personal certificate for the account; if the current certificate has not expired, it will be revoked, and it will be necessary to use the new one. After recreating the certificate, it is necessary to update it on the client by either re-downloading the entire configuration or just the certificate.


	Delete: delete the account and its certificate, this operation is irreversible and the certificate is not recoverable.





Client behavior

Some information about the behavior of the clients:


	Clients connected to the Road Warrior VPN are assigned to the rwopenvpn zone, which is inherently trusted.
By default, this zone has privileged access to both LAN and WAN zones within the network infrastructure.


	Connection backup: in case of multiple WANs, clients will connect using the first IP/hostname of the server configuration, if it’s unavailable they will use the second IP/hostname and so on.


	For security reasons, it is not possible to connect multiple clients with the same account. Each account can be used by only one client at a time.
If a new client attempts to connect with an account that is already connected to the system, the first account will be disconnected.






Client software

All major platforms are supported. Here are some references to download the necessary software:


	Windows Systems: OpenVPN WebSite [https://openvpn.net/community-downloads/]


	MacOS Systems: TunnelBlick [https://tunnelblick.net/] or the Official Client [https://openvpn.net/client-connect-vpn-for-mac-os/]


	Linux Systems: usually already available in most distribution software section, sources are available at OpenVPN WebSite [https://openvpn.net/community-downloads/]


	Android Systems: OpenVPN Connect on Play Store [https://play.google.com/store/apps/details?id=net.openvpn.openvpn]


	iOS Systems: OpenVPN Connect on App Store [https://apps.apple.com/it/app/openvpn-connect-openvpn-app/id590379981]







Managing certificate expiration

An OpenVPN Road Warrior instance uses TLS certificates for authentication. To avoid connectivity issues, it is crucial to monitor the expiration dates of the certificates used across the entire infrastructure.

When a new OpenVPN Road Warrior server is created, the system generates a new PKI (Public Key Infrastructure), which is composed of:


	a CA (Certificate Authority) certificate


	a server certificate




Client certificates are generated for each user in the database selected during the server setup or when a user is added later.

Each of these elements (client, server, and CA) has its own certificate with a specific expiration date, and all of them must be valid to allow connection.

You can check the expiration dates directly on the UI. The CA and server dates (which belong to the OpenVPN instance) are shown on the server detail section, the clients ones (which belongs to the user accounts created for that instance) are shown in the clients table.

Near each date two different icons can be shown:


	a yellow triangle exclamation icon, which means that the certificate will expire in less than 30 days


	a red circle exclamation icon, which means that the certificate has already expired.




By default, all certificates are generated with a validity of 3650 days (10 years).

A connection between the OpenVPN Road Warrior server and its clients will be interrupted when at least one certificate expires, so it is important to monitor expiration dates and renew certificates before they expire.
In particular, these are the possible scenarios:


	the CA certificate has expired


	the server certificate has expired


	the client certificate has expired




Below are the steps to renew certificates in each scenario and restore the connection.


Client certificate expired

In this scenario, the client certificate must be regenerated using the Regenerate certificate option on the server side (as mentioned above). Then, the new client configuration/certificate must be downloaded and imported on the client side.



Server certificate expired

In this scenario, the server certificate must be renewed on the server side.

The server certificate can be renewed using the dedicated option Renew server certificate, available on the ︙ menu on the right of the server details section.

This operation will revoke the existing server certificate, create a new one without affecting the CA certificate, and then restart the openvpn service to apply the changes.
In this scenario, if the client certificates are still valid, you can continue using the existing client configuration.


Warning

When regerating the server certificate, the clients certificates remain valid (if not expired). If the certificate renewal is done while clients are connected, it’s necessary for the client to disconnect and then reconnect to the server to restore the connection. If the certificate renewal is done while clients are disconnected (recommended way), the connection will be automatically restored when they will try to connect again.





CA certificate expired

In this scenario, certificate regeneration is not possible because the CA certificate is the one that signs both the server and client certificates. Therefore, a completely new PKI must be generated.

To generate a new PKI, the Regenerate all certificates option is available on the ︙ menu on the right of the server details section.
The user has then to type the server name to confirm the operation.

This operation will generate a new CA certificate, as well as new server and client certificates signed by the new CA.
In this scenario, it is mandatory to download and import the new client configuration on the client side to restore the connection, so make sure to do it as soon as possible to minimize downtime.


Warning

When the CA certificate has expired, the only way to restore the connection is to generate a new PKI and import the new client configuration on the client side. If the client and server certificates are still valid (for example, you regenerated the client certificate using the Regenerate certificate option and renewed the server certificate using the Renew server certificate option above) but the CA certificate has expired, the connection will not be restored until a new CA certificate is generated and the new client configuration is imported on the client side. Therefore, if your client can no longer connect to the server due to certificate expiration, make sure to check which certificate has expired and follow the correct procedure to restore the connection.






MTU Issue and Packet Fragmentation

By default, OpenVPN Road Warrior server instances created on NethSecurity are initialized with the following values:


	Maximum Transmission Unit - tun_mtu = 1500


	Maximum Segment Size - mssfix = 1450.




These are default values from OpenVPN which are generally suitable for most network environments that should be changed only if you experience connectivity issues due to packet fragmentation.

VPN users may experience connectivity issues due to packet fragmentation. The LAN interface has an MTU of 1500 by default, but when packets are encrypted for VPN transmission, the size increases, leading to packet drops.
To resolve this, the MTU and the MSS on the OpenVPN RW server must be lowered. No changes are required on the client side.

The values of MTU and MSS can be adjusted directly on the UI, when creating the OpenVPN RW server for the first time or later when editing it using the Edit button, under the Advanced options section in the drawer.
Alternatively, you can adjust the two configuration values using the command line interface on the firewall:

uci set openvpn.ns_<name>.tun_mtu='1300'
uci set openvpn.ns_<name>.mssfix='1250'
uci commit openvpn.ns_<name>
/etc/init.d/openvpn restart ns_<name>





The tun_mtu and mssfix values may need to be adjusted based on your specific network environment. A lower MTU ensures that packets fit within the limits of the OpenVPN tunnel without fragmentation. Depending on factors like network latency or overhead, you might find that slightly different values work better for your setup.

For more specific information please see the official OpenVPN documentation [https://openvpn.net/community-docs/community-articles/openvpn-2-6-manual.html].



Connection history

Every time a client connects or disconnects from the server, the event is saved inside a SQLite database.
Such event history can be viewed by clicking on tab Connection History available on the top of the page.

By default the page will display all connections from current day, but it is possible to filter the results by date and time and account name.

To download all history in CSV format, click on the button Download server history.
The header of the CSV file explains the meaning of each column, including the units of measure.

History is read from an SQLite database that can be stored in:


	RAM: stored in RAM (not persistent); it will be lost when the firewall reboots.


	Storage: stored on persistent storage; it will survive a reboot.




By default, if persistent storage is available and configured, connection events are stored in the storage database, otherwise they are stored in the RAM database.

If a RoadWarrior server is already configured and a new storage device is connected, the history is automatically moved from RAM to storage, making it persistent and able to survive reboots.
Conversely, if the storage is removed, new connection events will be stored in the RAM database and will be visible in the Connections History section. If the storage is then reconnected, the histories from RAM and storage are merged without data loss.

If the server is connected to a Controller, the history is sent to the controller and can be viewed inside the Historical monitoring.





            

          

      

      

    

  

    
      
          
            
  
OpenVPN tunnels

OpenVPN net-to-net tunnels establish secure connections between two separate networks, such as branch offices of a company, over the internet.
These connections use SSL/TLS protocols for encryption and authentication, ensuring data confidentiality and integrity.

The connection is handled by 2 NethSecurity firewalls, each one has a specific role.
When creating an OpenVPN net2net connection a firewall will have the server role whereas the other NethSecurity will connect to it as a client.
One NethSecurity can be the same time server and client for different tunnels, all tunnels use OpenVPN routed mode.

The OpenVPN tunnels interface has been crafted for straightforward connection between two NethSecuirty devices. For this reason, it is deliberately limited and does not expose all the parameters that can be configured with OpenVPN to connect to any third-party device.
To connect to a third-party device, it’s recommended to use the IPsec protocol.


Configuration

To connect two firewalls via an OpenVPN tunnel, first configure the server firewall, then configure the client one.
The server needs at least one public IP address to be reachable by the client, while the client may not even have public IPs.
The configuration of the firewall server requires only a very few parameters, where possible all the parameters are already filled in automatically to avoid errors and speed up the process.
Once the server firewall has been configured, it will be possible to download the client configuration to import onto the other firewall.


Proceed as follows:

Access the OpenVPN tunnels page, move to Server tunnel tab and click on Add server tunnel.

Insert all required fields, but please note:


	Public endpoints it’s a list of IP addresses or hostnames that clients can use to reach the OpenVPN tunnel server


	Local networks it’s a list of local networks that will be accessible from the remote server. If topology is set to p2p, the same list will be reported inside the client Remote networks field


	Remote networks, it’s a list of networks behind the remote server which will be accessible from hosts in the local network


	After the configuration is saved, click on the Download action and select Client configuration


	Access the client firewall, OpenVPN tunnel, move to Client tunnel tab, click on Import configuration







Topology

Tunnels can have two kinds of topologies: subnet and p2p (Point to Point).


Subnet

Subnet is the default topology and the recommended one: in subnet topology, the server will accept connections and will act as a DHCP server for every connected client.

In this scenario the server will authenticate clients using TLS certificates and will push local routes to remote client.



P2P

In a p2p topology, the administrator must configure one server for each client, in this scenario the only supported authentication method is the PSK (Pre-Shared Key).


	make sure to exchange the PSK using a secure channel (like SSH or HTTPS)


	the administrator must select an IP for both endpoints


	routes to remote networks must be configured on each endpoint







Advanced features

The web interface allows the configuration of advanced features like:


	Multiple remote host: multiple remote server addresses can be specified for redundancy; the OpenVPN client will try to connect to each host in the given order


	Protocol: OpenVPN is designed to operate optimally over UDP, but TCP capability is provided for situations where UDP cannot be used


	Compression: if enabled, data to be sent through the VPN tunnel will be compressed. This option is disabled by default both for security reasons. Compression is rarely essential nowadays, as internet traffic is typically already highly compressed and optimized


	Digest: the digest algorithm used to transform an arbitrarily large block of data into a fixed-size output. If not explicitly selected, the server and client will try to negotiate the best digest available on both sides


	Cipher: the cryptographic algorithm used to encrypt all the traffic. If not explicitly selected, the server and client will try to negotiate the best cipher available on both sides


	Enforce a minimum TLS version: Allows you to choose a minimum version of TLS, in which case connections will only be allowed from devices that use a version greater than or equal to the one selected






Multiple OpenVPN tunnels

If a NethSecurity must act as the VPN server for multiple remote firewalls, create a dedicated OpenVPN tunnel for each remote peer.
The UI-supported and recommended model is one server/client pair per site-to-site connection, for example, a central firewall connected to three remote firewalls should have three separate OpenVPN server tunnels, each with its own client configuration imported on the corresponding remote firewall.

This approach allows each tunnel to be managed independently, with separate configuration, certificates, routes, status, monitoring, and troubleshooting.
It also prevents issues on one remote connection from affecting the operational management of the others.

Do not use a single OpenVPN server tunnel shared by multiple remote clients for site-to-site configurations managed from the UI.



MTU Issue and Packet Fragmentation

By default, OpenVPN tunnel instances created on NethSecurity are initialized with the following values:


	Maximum Transmission Unit - tun_mtu = 1500


	Maximum Segment Size - mssfix = 1450.




These are default values from OpenVPN which are generally suitable for most network environments that should be changed only if you experience connectivity issues due to packet fragmentation.

VPN users may experience connectivity issues due to packet fragmentation. The LAN interface has an MTU of 1500 by default, but when packets are encrypted for VPN transmission, the size increases, leading to packet drops.
To resolve this, the MTU and the MSS on the OpenVPN tunnel must be lowered. No changes are required on the client side.

The values of MTU and MSS can be adjusted directly on the UI, when creating the tunnel for the first time or later when editing it using the Edit button, under the Advanced options section in the drawer.
Alternatively, you can adjust the two configuration values using the command line interface on the firewall:

uci set openvpn.ns_<name>.tun_mtu='1300'
uci set openvpn.ns_<name>.mssfix='1250'
uci commit openvpn.ns_<name>
/etc/init.d/openvpn restart ns_<name>





The tun_mtu and mssfix values may need to be adjusted based on your specific network environment. A lower MTU ensures that packets fit within the limits of the OpenVPN tunnel without fragmentation. Depending on factors like network latency or overhead, you might find that slightly different values work better for your setup.

For more specific information please see the official OpenVPN documentation [https://openvpn.net/community-docs/community-articles/openvpn-2-6-manual.html].



Managing certificate expiration

As mentioned in the Managing certificate expiration section, OpenVPN tunnels are also based on certificates, and it is crucial to monitor their expiration dates to avoid connectivity issues.

When a new OpenVPN tunnel is created, the system generates a new PKI (Public Key Infrastructure), which is composed of the CA, server, and a single client certificate (unlike Road Warrior connections, which have one certificate per user).

All information about certificate expiration dates can be found in the OpenVPN Tunnels table, where a magnifying-glass icon is shown for each tunnel. Clicking it opens a modal with all the details about the tunnel configuration, including the certificates and their expiration dates.

On the server side, the modal shows certificate information for the CA, server, and client certificates.
On the client side, it shows only the CA and client certificates.

In the tunnel table, an alert icon is shown when at least one of these certificates will expire in less than 30 days or has already expired. By opening the tunnel details modal, you can see which certificate is expiring and its expiration date.

By default, all certificates are generated with a validity of 3650 days (10 years).

A connection between the two firewalls will be interrupted when at least one certificate expires, according to the three possible scenarios described in the OpenVPN Road Warrior section.

To check whether your OpenVPN tunnel is disconnected due to certificate expiration, you can inspect the firewall logs and search for OpenVPN-related messages, located in the /var/log/messages file.

Example:

grep 'VERIFY ERROR:' /var/log/messages





The search returns messages like the following:

Feb  9 13:02:07 NethSec openvpn(ns_roadwarrior1)[8031]: VERIFY ERROR: depth=1, error=certificate has expired
Feb  9 13:02:07 NethSec openvpn(ns_roadwarrior1)[8031]: VERIFY ERROR: depth=0, error=certificate has expired





Those lines mean that the connection is not working due to certificate expiration. The issue may be related to the CA certificate (depth=1), the server certificate (depth=0), or both.

To check the validity of the certificates, you can use the following openssl commands.

# client
openssl x509 -in /etc/openvpn/{vpn-instance}/pki/issued/client.crt -text -noout | grep 'Not After'
# server
openssl x509 -in /etc/openvpn/{vpn-instance}/pki/issued/server.crt -text -noout | grep 'Not After'
# CA
openssl x509 -in /etc/openvpn/{vpn-instance}/pki/ca.crt -noout -dates -subject -issuer -serial





The {vpn-instance} placeholder must be replaced with the name of your OpenVPN instance (e.g. ns_roadwarrior1).

Below are the steps to renew certificates in each scenario and restore the connection.


Client certificate expired

In this scenario, the client certificate must be renewed on the server side and then downloaded and imported again on the client side.


	Access the server firewall and navigate to the OpenVPN tunnels section.


	Click the ︙ menu on the right of the tunnel and select Regenerate certificates.


	Download the new client certificate and import it on the client side.




These operations will create new server and client certificates without affecting the CA certificate (which is assumed to be still valid in this case).
In this scenario, using the new client certificate on the client firewall is mandatory to restore the connection, so make sure to download and import it on the client side as soon as possible to minimize downtime.



Server certificate expired

In this scenario, the server certificate must be renewed on the server side.
Use the same Regenerate certificates action described in the previous scenario. You can continue using the existing client certificate (if it’s still valid) and download/import the newly generated one later. The new client certificate will expire on the same day as the new server certificate.

As for the Road Warrior server certificate renewal, the consideration about the client behavior is the same: if the certificate renewal is done while clients are connected, it’s necessary for the client to disconnect and then reconnect to the server to restore the connection, while if the certificate renewal is done while clients are disconnected (recommended way), the connection will be automatically restored when they will try to connect again.



CA certificate expired

In this scenario, you’ve to proceed with the generation of a completely new PKI.


	Access the server firewall terminal.


	Execute the following commands:




ns-openvpn-renew-ca {vpn-instance}
service openvpn restart





These commands will generate a new CA certificate, as well as new server and client certificates signed by the new CA.
In this scenario, it is mandatory to download and import the new client configuration on the client side to restore the connection, so make sure to do it as soon as possible to minimize downtime.

All considerations remain the same as for Road Warrior connections. If the expired certificate is the CA certificate, you have to generate a completely new PKI, while if the expired certificate is the server or client one, you can regenerate it using the dedicated action.






            

          

      

      

    

  

    
      
          
            
  
IPsec tunnels

IPsec tunnels, are a crucial component of modern network security.
These tunnels provide a secure and encrypted communication pathway over the internet or any untrusted network, ensuring the confidentiality and integrity of data in transit.

IPsec (IP Security) protocol is the ‘de facto’ standard in VPN tunnels, it’s typically used to create net to net tunnels and it’s supported from all manufacturers.
You can use this protocol to create VPN tunnels between a NethSecurity and a device from another manufacturer as well as VPN tunnels between 2 NethSecurity.

NethSecurity by default uses Route-Based VPNs, so each tunnel rely on a specific tun type device.


Configuration

The configuration of an IPsec tunnel includes 2 peers which we will call A and B which can be:


	1 Nethsecurity and 1 third-party firewall


	2 Nethsecurity




Devices A and B must be configured with parameters which, depending on the specific section, will be identical or mirrored.

The parameters that must be configured in a mirrored way between the 2 devices are typically those linked to the network:


	the WAN interface used by the tunnel


	the 2 (or more) networks we want to connect (local network, remote network)


	the local and remote identifiers (typically the public IPs of the WANs of the 2 firewalls, but others can also be used)




Therefore:


	The WAN IP address of firewall A must coincide with the Remote IP address of firewall B


	the local network of firewall A must coincide with the remote network of firewall B


	the local ID of firewall A must coincide with the remote ID of firewall B




All other parameters, however, must be identical in both firewalls to allow correct communication (encryption key, IKE and ESP configuration, etc.).
NethSecurity uses a shared key as the only method to encrypt data.


How to create a new IPsec tunnel

Click Add IPsec tunnel button to configure a new tunnel.
Assign a name to this tunnel then configure it, the configuration is split in 3 steps. The first step contains only network-related parameters, while the others contain all the remaining parameters that must be identical in both firewalls to allow correct communication.

Once you completed the configuration a new tunnel will be shown in the IPSec page.


Note

If an endpoint is behind a NAT, we suggest to set the values for Local and Remote identifier fields to custom unique names with an “email like” syntax, e.g. nsec@site-a and otherdevice@site-b.




Multiple Networks management

A single IPsec tunnel can handle multiple local and remote networks.
In this case, NethSecurity always creates multiple child SAs to ensure broad compatibility with remote devices.
The behavior remains the same for IKEv1 or IKEv2.

By clicking on the magnifier icon in the IPsec tunnels list, you can see the details of the tunnel, including the child SAs status and the networks associated with each SA.
After adding ore removing a network, if the child tunnels do not update automatically, you may need to
restart the service if the child tunnels do not update automatically.
To restart the service, click on the Restart button on the top right corner of the IPsec tunnels page.





IPsec tunnel in a MultiWAN scenario

In a multi-WAN scenario, it’s crucial to ensure that each tunnel’s remote endpoint is reached through the same WAN interface configured for the IPsec tunnel.

To enforce this behavior, a static route must be created so that traffic to the remote IP is directed through the gateway of the specific WAN interface assigned to the tunnel.

For example, if the tunnel is over WAN1 and the remote endpoint is 11.22.33.44, the static route would specify that traffic to 11.22.33.44 uses the WAN1 gateway.





            

          

      

      

    

  

    
      
          
            
  
WireGuard VPN

WireGuard is a modern VPN (Virtual Private Network) technology that utilizes state-of-the-art cryptography.
It is designed to be faster, simpler, and more functional than IPsec and OpenVPN. WireGuard is a secure, fast,
and easy-to-configure VPN solution that uses cutting-edge cryptography.
It is designed to be simpler to configure than OpenVPN and to offer a lower attack surface.

NethSecurity provides a WireGuard server and client that can be configured from the web interface.

Features:


	Multiple WireGuard server instances can run simultaneously


	Each instance operates in its own isolated network zone


	Static IP address allocation for each peer (client account)


	Client configuration available as text file or QR code


	Site-to-site (net2net) connections supported


	Enhanced security with optional pre-shared keys


	Standard WireGuard configuration file import capability





Server Configuration

It’s possible to create multiple WireGuard server instances, each with its own isolated network zone. NethSecurity will automatically open the necessary firewall ports
to allow incoming connections to the WireGuard server and create a VPN zone to allow management of how the traffic is routed between zones.

On the contrary of the OpenVPN server, there’s no ties to the users database, accounts (peers) are created and managed directly inside the WireGuard interface.

To create a WireGuard server, click on Add server, then fill the form with the desired configuration. The fields are the following:


	Status: enable or disable the WireGuard server instance


	Name: the name of the WireGuard server instance, this is not the name of the network interface, it will be automatically created as wgX, where X is a number


	VPN network: the network CIDR that will be used by the WireGuard server, the server will automatically get the first IP of the network. Make sure this network does not overlap with any existing one


	UDP port: the port on which the WireGuard server listens for incoming connections


	Public endpoint: the public IP address or FQDN of the server




Under advanced settings, it’s possible to configure additional options:


	MTU: to manually set the MTU of the WireGuard interface


	DNS servers: to set custom DNS servers that will be pushed to the clients, useful to avoid DNS leaks




After creating the server, it’s possible to add new clients (peers) directly from the WireGuard interface, click Add peer and fill the form as the following:


	Status: enable or disable the peer


	Name: the name of the peer


	Reserved IP: the static IP address that will be assigned to the peer, must be inside the VPN network, it will be pre-filled with the next available IP


	Pre-shared key: if enabled, a pre-shared key will be automatically created to enhance security


	Route all traffic: if enabled, when the client connects, it will send all the traffic to the server


	Server networks: which networks the peer can access, all LAN networks will be automatically added


	Peer networks: networks reachable on the peer side. Always fill this field when you want to create a net2net tunnel





Note

It’s possible to create a client-to-site (Road Warrior) connection by leaving empty the Peer networks entries. This will allow the client to access the server networks.



Once the peer is saved, it’s possible to download the configuration file in text format or as a QR code using the menu on the right side of the peer entry.

The server and peers configuration can be edited by the context menu on the right side of each entry.


Warning

After modifying the WireGuard server or peers, remember that such changes needs to be applied to the peer by re-downloading the configuration file.





Tunnel Configuration

Nethsecurity can be configured as a WireGuard client (peer) to connect to another WireGuard server. On the Peer tunnels tab, it’s possible to add manually a new tunnel by clicking on Add peer tunnel or import a generic wireguard configuration file using Import peer tunnel.

When manually adding a new tunnel, the following fields are available:


	Status: enable or disable the tunnel


	Name: the name of the tunnel, this is not the name of the network interface, it will be automatically created as wgX, where X is a number


	Reserved IP: the static IP address that the tunnel will use


	Server public key: the public key of the WireGuard server


	Peer private key: the private key of the tunnel


	Pre-shared key: the pre-shared key, if used, field is optional


	Route all traffic: if enabled, all the traffic will be routed through the tunnel


	Network routes: networks made available through the tunnel


	Endpoint: the public IP address or FQDN of the WireGuard server


	UDP port: the port on which the WireGuard tunnel will connect to


	DNS servers: custom DNS servers to be used when the tunnel is active






Debug

By default, WireGuard does not log anything.
To enable logging on /var/log/messages, use the following commands:

echo module wireguard +p > /sys/kernel/debug/dynamic_debug/control





To disable logging, use:

echo module wireguard -p > /sys/kernel/debug/dynamic_debug/control









            

          

      

      

    

  

    
      
          
            
  
Overview, Features, Limitations

NethSecurity High Availability (HA) ensures continuous network operation by providing redundancy through a cluster of two firewalls.
If the primary firewall fails due to hardware issues, software problems, or maintenance, a backup firewall automatically takes over all network services and
traffic handling, minimizing downtime.

This is crucial for businesses or organizations where uninterrupted internet access, VPN connectivity, and security services are essential for daily operations,
preventing loss of productivity or revenue during an outage.


Key concepts

Some key concepts to understand before setting up HA:


	Primary Node: The firewall that actively handles traffic and services.


	Secondary (or backup) Node: The firewall that automatically takes over in case of failure on the primary node.


	Virtual IP (VIP): A shared IP address used by both nodes for each configured interface to ensure uninterrupted client access to services.
Clients on the network should always use the VIP address (e.g., as their gateway, DNS server, or VPN endpoint) to ensure seamless failover.





HA Roles


	Master


	The node that currently has all interfaces active and processes all network traffic


	Under normal conditions, the Primary Node operates in this status.






	Backup


	The node that does not process network traffic.


	Under normal conditions, the Secondary Node operates in this status.








Configuration changes must always be made on the primary node.
The secondary node should be considered read-only. The only exception is the network configuration of
LAN interfaces that are part of the HA cluster.

All other relevant configurations, such as firewall rules, VPN settings, or Threat Shield rules, are automatically synchronized from the primary to the secondary node.

This is how the HA system works:


	Heartbeat: The primary and secondary firewalls continuously check each other’s status using the VRRP protocol. If the primary fails, the secondary takes over. The VRRP protocol is carried over a dedicated LAN interface called the HA interface, additional information will be provided in a later section.


	Settings synchronization: The primary firewall securely sends its settings, including details about active connections like VPNs and network routes,
to the secondary firewall.


	The system automatically adjusts what each firewall does based on whether it’s the active (primary) or standby (secondary) unit:


	Secondary receives configuration updates: When the secondary firewall gets new settings, it saves them but keeps related services (like VPNs) turned off.
The secondary firewall holds a complete copy of the primary’s configuration but keeps most background tasks inactive.
This includes things like checking for software updates, performing remote backups, or sending reports.
This ensures only the active primary firewall handles these tasks, preventing conflicts.


	Firewall becomes active: When a firewall takes over as the primary (either starting up normally or during a failover),
it activates all necessary services and connections.


	Firewall becomes standby: When a firewall is in backup mode (either at startup or when the primary comes back online),
it deactivates most services and connections.








While the HA system is designed to be as automatic as possible, some configurations require manual intervention.
For example, if you add a new LAN network interface or change an existing one, you need to inform the HA system about these changes.




Supported features and limitations

The HA cluster supports synchronization for a wide range of features, including:


	Firewall rules, port forwarding, DHCP, DNS


	VPN configurations (OpenVPN, IPsec, WireGuard)


	QoS, Multi-WAN, DPI rules


	Reverse proxy, ACME certificates, and more.


	Static routes


	Netifyd informatics configuration


	Threat shield IP (banip)


	Threat shield DNS (adblock)


	Users and objects database


	Netmap


	Flashstart


	SNMP server (snmpd)


	NAT helpers


	Dynamic DNS (ddns)


	SMTP client (msmtp)


	Backup encryption password


	Controller connection and subscription (ns-plug)


	Active connections tracking (conntrackd)


	Hotspot (dedalo) only on physical interfaces





WAN interface types and setups


	Static IPv4 and static IPv6 addresses


	IPv4 via DHCP


	Physical Ethernet interfaces


	Bonded interfaces (link aggregation) composed of physical interfaces


	Bridge interfaces over physical interfaces


	VLANs on physical interfaces, bond interfaces, or bridge interfaces


	PPPoE on physical interfaces or on VLAN interfaces






Interfaces Limitations


	Only IPv4 is supported on LAN interfaces


	The HA interface must be a physical interface


	Bonds and bridges are supported only for additional LAN interfaces and WANs, not for the HA interface


	The Hotspot is supported only on physical interfaces


	If you migrated from NethServer 7, bond devices with long names (like bond-bond0) are not compatible with HA. See the bond naming fix section for instructions on how to rename them.






General limitations


	Extra packages not included inside the image are not supported (eg. NUT, etherwake, etc.)


	Syslog daemon (rsyslog) configuration is not synced: if you need to send logs to a remote server, you must use the controller.


	After the first synchronization, the secondary node will have the same hostname as the primary node.
The web user interface will show the hostname of the primary node, but the dashboard will indicate the node’s role (primary or secondary).
Also, when accessing the SSH console, the prompt will change to indicate the node’s role.
See the Troubleshooting section for more details.






Synchronization and log retention

HA synchronizes configuration, active sessions, and runtime state between cluster nodes to ensure service continuity during failover.
Logs and reporting data, such as system logs or OpenVPN Road Warrior history databases, are not synchronized between HA nodes.
For centralized retention and unified reporting, please use the controller.






            

          

      

      

    

  

    
      
          
            
  
Setup and management


Requirements

Before setting up HA, ensure the following requirements are met:


	Two firewalls with identical network devices. Each device must have the exact same name and numbering (e.g., eth0, eth1, eth2, eth3)


	Both nodes must be connected to the same LAN; connect the LAN interfaces to the same broadcast domain (usually the same switch).


	Static IP addresses for all LAN interfaces that will host a virtual IP.






Setup and configuration

The HA setup process involves several steps.
If you just want to see the commands, you can skip to the Configuration example section,
but it’s recommended to read the entire section to understand the process and requirements.

The setup process is as follows:


	Install the same NethSecurity version on two identical machines (physical or virtual).
See Installation for detailed installation instructions.


	Connect network cables properly to ensure redundancy.
See Network cabling section below for proper cabling guidelines.


	Configure the HA interface on both nodes with static IP addresses. Create a LAN on primary and secondary node
that will be needed for the cluster before proceeding with HA setup.
See HA interface section below for detailed instructions.


	Initialize the cluster using the ns-ha-config commands to establish the HA cluster foundation.
The initialization process configures the necessary services and prepares both nodes for synchronization.
During the first configuration, all network interfaces that will be used in the HA cluster must must have the cable connected on both nodes,
otherwise the node may enter a fault state and the HA cluster will not work properly.
See Cluster initialization section below for detailed instructions.


	Configure WAN interface in primary node using the Interfaces and devices page in the web interface.
WAN interfaces will be automatically configured inside the cluster and synchronized to the secondary node.
See WAN Interfaces section below for more info.


	Verify the configuration to ensure everything is set up correctly.
Use the ns-ha-config commands to check the status and configuration of the HA cluster.
See Verify the configuration section below for detailed instructions.


	Configure additional LAN interfaces (optional) for the cluster.
This step is optional and depends on your network setup. You can add any additional LAN interface that require HA support.
See Additional LAN interfaces section below for detailed instructions.
If you need to configure an hotspot, see Hotspot support section below for specific requirements.


	Add extra Virtual IPs (optional) to the primary node on relevant LAN interfaces.
This step is optional and allows you to add additional IP addresses to the primary node for services that require multiple IPs.
See Extra Virtual IPs section below for detailed instructions.




The detailed steps for each of these points are covered in the sections below.

Sometimes, you may need to remove interfaces or aliases from the HA configuration.
This can be done using the ns-ha-config command.
See Remove interfaces and virtual IPs section below for detailed instructions.


Network cabling

Proper network cabling is essential to ensure high availability and seamless failover between the primary and secondary firewalls.


	General Recommendations:


	For each network zone (LAN, WAN, DMZ, etc.), use a dedicated switch or VLAN to connect both firewalls’ interfaces.


	Avoid connecting the firewalls directly to each other; always use a switch or network segment in between.


	Label all cables and switches for clarity and easier troubleshooting.






	LAN Connections:


	Connect the LAN interfaces of both the primary and secondary nodes to the same network segment.


	Ideally, use two separate switches for redundancy. Connect each firewall’s LAN port to both switches (if supported), or at least ensure each firewall is
connected to a different switch. This avoids a single point of failure if one switch fails.


	If using two separate switches for redundancy, they must be properly interconnected and support Spanning Tree Protocol (STP) to prevent network loops.
Unmanaged switches without STP support may cause broadcast storms when interconnected.


	If only one switch is available, use VLAN segmentation to logically separate each network zone and minimize broadcast domains.


	Repeat this process for each network interface configured for HA (e.g., LAN, GUEST, DMZ). Each interface should be connected to its corresponding network segment, preferably through redundant switches.






	WAN Connections:


	Connect the WAN interfaces of both nodes to the ISP or upstream router.


	For best redundancy, use the same approach as with the LAN connections.


	If only one WAN switch/router is available, both firewalls should connect to it, but this introduces a single point of failure.


	If your ISP provides a router with HA capability (e.g., VRRP or HSRP), you can connect both firewalls’ WAN ports directly to the ISP’s redundant routers.


	Alternatively, you can configure MultiWAN directly in NethSecurity to manage multiple WAN uplinks and failover.








This setup ensures that if any single firewall or switch fails, network connectivity is maintained through the secondary node and the remaining switch.

The below diagram illustrates the recommended redundant network setup, switches are omitted for clarity.

[image: High Availability network diagram showing proper cabling]


Interfaces management

Interfaces can be categorized as follows:


	HA interface:




This is the interface used for VRRP communication.
It has to be configured on the primary and the secondary node, then it must be added to the HA configuration during initialization.
This interface requires three distinct IP addresses: one on the primary node, one on the secondary node and a VIP (Virtual IP) that moves between units when their roles change (Master/Backup). HA interface


Note

This interface can use any name, however, the recommended best practice is to name the HA interface lan.
In an HA environment, only the HA interface can be named lan, all other interfaces must use a different name.




	Additional LAN interfaces:




Any interface that is not a WAN, such as another LAN, a guest network, or a DMZ.
These are also managed using the three-address logic (primary IP, secondary IP, and VIP), they have to be configured on the primary and the secondary node, then they must be added to the HA configuration after initialization.
A fault on any of these interfaces triggers a failover between units.
They are configured by adding them as LAN interfaces. Additional LAN interfaces.

Please remember that all additional interfaces must use a name different from lan.


	WAN interfaces:




These interfaces are handled as special cases. WAN connectivity issues are generally more likely than a physical failure of a switch, cable, or network card. Triggering an HA failover when a single WAN goes down would usually not provide any real benefit: the secondary firewall would be affected by the same upstream connectivity issue, while the failover itself could introduce unnecessary disruption.

For this reason, WAN failures do not trigger a switch from the primary firewall to the secondary one. WAN availability should be handled by MultiWAN, which is designed to manage connectivity loss, link failover, and traffic routing across multiple uplinks. This also prevents conflicts between HA mechanisms and MultiWAN management, especially in complex or high-value installations.
WAN interfaces only need to be configured on the primary node; they are automatically replicated to the secondary node, further details are provided in the dedicated section below.



HA interface

The HA cluster requires static IP addresses for all LAN interfaces that will host a virtual IP.
Follow these steps:


	Power on the secondary node, access the web interface and set a physical interface with a static LAN IP address (e.g., 192.168.100.239).


	Power on the primary node, access the web interface and set a physical interface with a static LAN IP address (e.g., 192.168.100.238).




These static IP addresses are used to access the nodes directly, even if the HA cluster is disabled. Consider them management IP addresses.



Cluster initialization

The setup process configures keepalived for failover, rsync over SSH for configuration synchronization, and conntrackd to sync the connection tracking table.
All this data passes through the HA interface, which is the one configured during the initialization phase.
Use the ns-ha-config script to simplify the process.

Before diving into the actual setup, it’s important to ensure that both nodes are properly configured and meet the necessary requirements.

Access the console or SSH into the primary node and run the following commands.


Check requirements

For the primary node:

ns-ha-config check-primary-node <lan_interface>





This checks:


	The HA interface exists and has a static IP.


	If DHCP server is running:


	3: router DHCP option is set (should be the virtual IP).


	6: DNS server DHCP option is set.








For the secondary node:

ns-ha-config check-backup-node <backup_node_ip> <lan_interface>





This checks:


	The HA interface exists and has a static IP.


	Secondary node is reachable via SSH on port 22 with root user.




The script will request the root password for the secondary node. You can also pipe the password:

echo "password" | ns-ha-config check-backup-node <backup_node_ip> <lan_interface>





Ensure the secondary node can be reached via SSH from the primary node on standard port 22.



Initialize nodes

Initialize the primary node:

ns-ha-config init-primary-node <primary_node_ip> <backup_node_ip> <virtual_ip_cidr> <lan_interface>





Where the primary_node_ip is the static IP of the primary node already set for the HA interface,
and backup_node_ip is the static LAN IP of the secondary node
The virtual_ip is the virtual IP address for the HA interface where all LAN hosts should point to, it must be specified in CIDR notation.

This script will:


	Initialize keepalived with the virtual IP for the LAN interface.


	Configure conntrackd.


	Generate a random password and public key for synchronization.


	Configure dropbear (SSH server) to listen on port 65022 and allow only key-based authentication for sync.




Initialize the secondary node, always execute the command on the primary node:

ns-ha-config init-backup-node <lan_interface>





The script will ask for the root password of the secondary node. You can also pipe the password:

echo '<password>' | ns-ha-config init-backup-node <lan_interface>





At this point, the nodes are configured to communicate over LAN, and the LAN virtual IP will failover.




WAN interfaces

The system does not require any special configuration for the WAN interfaces.
Just configure them inside the Interfaces and devices page on the primary node
and they will be automatically managed by the HA scripts.

WAN aliases can be added from the same network configuration page and will be automatically synchronized to
the secondary node.

WAN interfaces are brought up on the primary node and kept down on the secondary node.
Please note that the web interface on the secondary may not be consistent: it may show the interface as “up” even if it’s down.
This is a known limitation and will be addressed in a future release.



Verify the configuration

The cluster is now ready to be used. You can check the status of the cluster and verify that the configuration is correct.

Verify current configuration:

ns-ha-config show-config





Check the status of the HA cluster. The first sync may take up to 5 minutes.

ns-ha-config status





Initial status might show Last Sync Status: SSH Connection Failed. After sync, it should show Last Sync Status: Up to Date.



Additional LAN interfaces

It’s possible to add additional LAN interfaces to the HA cluster after the initial setup.
Before adding an interface, ensure that the interface is configured with a static IP address on the primary node
and on the secondary node, much like the HA interface configured during the initial setup.
Interfaces can be ethernets, bridges, VLANs, or bonds, but make sure the secondary node has the same interface with the same name
and with the same device hierarchy (e.g., if the interface is a VLAN, the parent interface must also exist on the secondary node).

You can use this command to add any non-WAN interface, like a second LAN, DMZ or GUEST interface to the HA cluster.

Add additional interfaces as needed:

ns-ha-config add-lan-interface <primary_node_ip> <backup_node_ip> <virtual_ip_address>





The following checks are performed:


	virtual IP address must be in CIDR notation (e.g., 192.168.100.1/24)


	make sure a device with given static IP address exists on the node


	If DHCP server is running, the following


	3: router DHCP option is set (should be the virtual IP).


	6: DNS server DHCP option is set.








Example:

ns-ha-config add-lan-interface 192.168.200.1 192.168.200.2 192.168.200.253/24







Hotspot support

The hotspot feature is supported in HA clusters, but there are important requirements:


	It must be configured on physical network interfaces only, VLAN interfaces are not supported.


	The secondary node must have the exact same network devices as the primary node.


	To maintain hotspot functionality during failover, the MAC address of the interface running the hotspot on the primary node is automatically
copied to the corresponding interface on the secondary node when a switchover occurs.
This behavior prevents the use of VLAN interfaces for the hotspot.




Note that active sessions are stored in RAM and will be lost during a switchover; clients must re-authenticate unless auto-login is enabled.



Extra Virtual IPs

A Virtual IP (VIP) is an additional IP address assigned to a network interface that
will be migrated to the secondary node in case of failover.
You can add Virtual IPs to the primary node on relevant interfaces.

This is useful for services that require multiple IP addresses on the same interface, such as virtual servers or load balancing.

Use the ns-ha-config command to register the virtual IP in the HA cluster configuration.

Virtual IPs must be explicitly set on the primary node.

ns-ha-config add-vip <interface> <vip_ip_cidr>





Note: the virtual IP will appear as an extra IP address on the network interface inside the
Interfaces and devices page of the web interface, but it will not be listed in the aliases section.



Remove interfaces and Virtual IPs

Remove an interface from HA configuration:

ns-ha-config remove-interface <interface>





Example:

ns-ha-config remove-interface guest





This removes the interface from keepalived, so it will be excluded from the HA configuration.
Also, the virtual IP address associated with the interface will be moved to the network interface of the primary node.

Remove a virtual IP from HA configuration:

ns-ha-config remove-vip <interface> <vip_ip_cidr>





Example:

ns-ha-config remove-vip lan2 192.168.122.66/24







Configuration example

Assuming:


	Primary Node LAN IP: 192.168.100.238


	Secondary Node LAN IP: 192.168.100.239


	LAN Virtual IP: 192.168.100.240/24


	LAN Interface Name: lan


	Secondary Node Root Password: backup_root_password




Execute the following commands on the primary node:


	Check requirements:

# Check requirements first
ns-ha-config check-primary-node lan
echo "backup_root_password" | ns-ha-config check-backup-node 192.168.100.239 lan







	Setup the cluster:

# Initialize primary
ns-ha-config init-primary-node 192.168.100.238 192.168.100.239 192.168.100.240/24 lan

# Initialize secondary (run from primary node)
echo "backup_root_password" | ns-ha-config init-backup-node lan














            

          

      

      

    

  

    
      
          
            
  
Maintenance and Troubleshooting


Alerting


Subscription required

This feature is available only if the firewall has a valid subscription.



The HA cluster provides automated monitoring and notifications to help administrators respond quickly to failover events or synchronization issues.

The following alerts are available:


	ha:sync:failed: Triggered when the configuration synchronization between primary and secondary nodes fails.
This usually indicates that the secondary node is unreachable due to network issues, hardware failure, or service interruption.


	ha:primary:failed: Triggered during failover events when the primary node becomes unavailable.






Maintenance

The HA cluster is designed to be highly available and requires minimal maintenance.
However, there are times when you may need to perform maintenance on either the primary or secondary node.


Secondary node

The secondary node can be switched off for maintenance without affecting the primary node.


	Stop keepalived on the secondary node:

/etc/init.d/keepalived stop







	Perform maintenance.


	Start keepalived on the secondary node:

/etc/init.d/keepalived start











Primary node

The primary node can be switched off for maintenance, the secondary node will take over the virtual IP addresses
and all services.


	Stop keepalived on the primary node:

/etc/init.d/keepalived stop







	Perform maintenance.


	Start keepalived on the primary node:

/etc/init.d/keepalived start











Remote access

The primary node is accessible both from the LAN and WAN interfaces.
Therefore, the secondary node is accessible from the LAN interface only.
When connecting to the secondary node from a remote network, you need to access the primary node first and then connect to the secondary node using SSH.

After connecting to the primary node, use the following command to access the secondary node:

ns-ha-config ssh-remote





This command will establish an SSH connection to the secondary node using the SSH key generated during the HA setup.



Upgrade

The secondary node does not receive system updates automatically because it does not have direct Internet access.
To update the secondary node, you need to connect to the primary node and run the update command on the secondary node:

ns-ha-config upgrade-remote





This command will download the latest image, upload it to the secondary node, and install it.
As a normal upgrade, the secondary node will reboot after the installation.




Troubleshooting

Troubleshooting the HA setup can be challenging, especially if the secondary node is not reachable or the primary node is not responding as expected.

Remember the secondary node does not have direct internet access in its normal standby state. Therefore:


	It cannot resolve external DNS names.


	It cannot reach the Controller or other external portals.


	It will not receive system updates.




The following instructions can help you identify and resolve common issues.
To start troubleshooting, you need to access the SSH console of both nodes.


Identifying the nodes

Since the secondary node hostname syncs with the primary, the bash prompt changes to indicate the node’s role:


	Primary node prompt: root@NethSec [P]:~#


	Secondary node prompt: root@NethSec [S]:~#






Keepalived status

Execute ns-ha-config status to check Keepalived statistics.
Extract from the output:

Keepalived Statistics:
  advert_rcvd: 249
  advert_sent: 0
  become_master: 1
  release_master: 0
  packet_len_err: 0
  advert_interval_err: 0
  ip_ttl_err: 0
  invalid_type_rcvd: 0
  addr_list_err: 0
  invalid_authtype: 0
  authtype_mismatch: 0
  auth_failure: 0
  pri_zero_rcvd: 1
  pri_zero_sent: 0





On a primary node, the master.become_master should be 1 or more, indicating it has successfully taken over as the master.
Also the master.advert.sent should be greater than 0, indicating it is actively sending advertisements to the secondary node.

On a secondary node, the master.advert_rcvd should be greater than 0, indicating it is receiving advertisements from the primary node.
If the master.become_master is 0, it means the node has not taken over as the master, which is expected for a secondary node.



VRRP traffic

The primary node sends VRRP advertisements to the secondary node every second.
You can check the VRRP traffic using the following command on the primary node:

tcpdump -vnnpi <lan_interface> vrrp





Replace <lan_interface> with the name of the LAN interface (e.g., eth0).

The output should show VRRP packets being sent from the primary node to the secondary node. Some example output:

tcpdump: listening on eth0, link-type EN10MB (Ethernet), snapshot length 262144 bytes
 13:54:16.629467 IP (tos 0xc0, ttl 255, id 19404, offset 0, flags [none], proto VRRP (112), length 44)
 192.168.100.238 > 192.168.100.239: VRRPv2, Advertisement, vrid 100, prio 200, authtype simple, intvl 1s, length 24, addrs(2): 192.168.122.49,192.168.100.240 auth "1655e3d3"





If the same command is run on the secondary node, it should show VRRP packets being received from the primary node.



Logs

All logs are stored in /var/log/messages on both nodes.

You can examine specific components of the HA system in logs:


	Check rsync synchronization logs:

grep ns-rsync.sh /var/log/messages







	Examine SSH connection activities for syncing:

grep dropbear /var/log/messages







	View keepalived status changes and events:

grep Keepalived /var/log/messages







	Track network configuration imports on secondary node:

grep "ns-ha: Importing network configuration" /var/log/messages











Debugging

When log files are not sufficient, you can enable debug logging for specific components:

Debug the ns-ha-config script:

bash -x ns-ha-config <action> [<options>]





View active keepalived configuration:

cat /tmp/keepalived.conf





Enable keepalived debug logging (on primary):

uci set keepalived.primary.debug=1
uci commit keepalived
reload_config





Then, search for Keepalived_vrrp in the /var/log/messages file.



Reset the configuration

The reset command restores the cluster configuration to its default state. Typically, after the reset, the primary node can continue operating normally, while the secondary node, no longer used in the cluster should be reset to default to avoid any conflicts.
After the reset, only the HA interface remains active, so a reboot is required to complete the process. The reset must be performed locally on the primary node.

To reset command will:


	Stop and disable keepalived and conntrackd.


	Remove HA configuration files.


	Clean up dropbear configuration including SSH keys.




At the end, a reboot is required to apply the changes. Just execute:

ns-ha-config reset
reboot










            

          

      

      

    

  

    
      
          
            
  
Migration from NethSecurity 7.9 with HA

This document describes the procedure for migrating a NethSecurity 7.9 system configured with High Availability (HA) to NethSecurity 8, while keeping the HA setup active.
Several approaches are possible for this migration; this guide outlines one recommended method.

The migration process consists of two main phases:


	upgrading the NethSecurity 7.9 system to version 8,


	reconfiguring the High Availability service between the two firewalls running NethSecurity 8.




During the migration, the two firewalls are treated as independent systems.
One device will be upgraded to NethSecurity 8 by migrating its configuration, while the other will be reset to factory defaults and reconfigured as the secondary HA node.

Once the migration and validation of the primary node are complete, the High Availability service will be enabled again between the two NethSecurity 8 firewalls.


Prerequisites


	Take a note of the IP addresses used for the HA interface: primary, secondary, and VIP.


	Review the network configuration, especially for local (non-WAN) interfaces.
Each of these interfaces now requires three IP addresses: previously only one was used, but in NethSecurity 8 additional LAN interfaces are also managed through VIPs, ensuring failover in case of issues affecting those interfaces.


	Take a note of all required IP addresses for the additional non-WAN interfaces.


	Perform a backup of both firewalls as a precaution.


	Verify hardware compatibility with NethSecurity 8.






Migration procedure


	Power off the secondary firewall

Before starting the migration, shut down the secondary firewall to prevent conflicts during the upgrade of the primary node.



	Choose the migration method

Access the Firewall Migration tool on your NethSecurity 7.9. You can either:


	Download a migrated image to create a USB key for testing and verifying configurations before performing the actual migration, or


	Run an in-place migration directly on the system.




Choose the option that best fits your needs: the first one is safer, while the second is faster.
If any issue occurs, simply power on the secondary firewall running version 7.9, which still retains the original configuration.



	Run the migration


	If using in-place migration, once the process completes, verify that the firewall is now running NethSecurity 8 and that all features work as expected.


	If you are using the USB image, create it and boot the primary firewall from it. Verify that all features are working correctly. After that, write the appliance storage using the ns-install command, then reboot the hardware without the USB key.






	Configure the VIP address

Add the VIP (HA alias IP) to allow LAN hosts to access the network correctly. This ensures that all LAN clients can reach the Internet while you proceed with the restore process, without interrupting user connectivity.
Remember to do the same for every other non-WAN interface.



	Restore and reconfigure the secondary node

After confirming that the primary firewall is working as expected:


	Disconnect all network cables from the secondary firewall to avoid conflicts with the primary.


	Reset the secondary firewall to factory defaults.


	Recreate the network configuration, ensuring that additional LAN interfaces are also managed using VIPs.


	Reconfigure High Availability between the two NethSecurity 8 systems.












            

          

      

      

    

  

    
      
          
            
  
Dynamic DNS

Dynamic DNS (DDNS) automatically updates your domain name’s DNS record with your current IP address, even if it changes dynamically.
This allows you to access your firewall remotely using a consistent domain name instead of remembering a potentially changing IP address.


Supported Providers

NethSecurity supports the following DDNS providers:


	Cloudflare [https://www.cloudflare.com]


	DigitalOcean [https://www.digitalocean.com]


	DNSpod [https://www.dnspod.com]


	Freedns [https://freedns.afraid.org]


	Gandi [https://www.gandi.net]


	GCP (Google Cloud Platform) [https://cloud.google.com]


	GoDaddy [https://www.godaddy.com]


	Luadns [https://luadns.com]


	No-IP [https://www.noip.com]


	NS1 [https://ns1.com]


	One.com [https://www.one.com]


	Pdns [https://www.powerdns.com]


	Route53 [https://aws.amazon.com/route53]


	TransIP [https://www.transip.nl]




Prerequisites:


	A NethSecurity firewall with internet access.


	An account with your chosen DDNS provider.


	A registered domain name with your DDNS provider.






General configuration steps


	Open a terminal window on your firewall.


	Select your chosen DDNS provider from the list of supported providers. To obtain the list of supported providers, run the following command:

ddns service update
ddns service list-available







	Enter your DDNS configuration details, including your provider credentials in the designated fields. These may include:


	The DDNS provider’s service name, from the above list: use the service_name field.


	Username or client ID: use the username field.


	Password or API key: use the password field.


	Domain name to be associated with your dynamic IP address: use the domain field, you can also use the lookup_host field.


	Interface to monitor for IP address changes (e.g., “wan”): use the interface field.








While the general steps remain consistent, specific configuration details may vary slightly depending on your chosen provider.
It’s recommended to consult your provider’s documentation for detailed instructions and any additional settings required.

Due to the variety of supported providers, including their unique interfaces and authentication methods,
it’s not possible to provide specific configuration steps for each provider within this guide.

If your provider is not listed, you may still be able to configure it using a custom configuration.



Using the UCI command line

Use uci commands to set and commit configuration options:

uci set ddns.myddns.service_name="ddnsprovider.com"
uci set ddns.myddns.domain="host.yourdomain.net"
uci set ddns.myddns.username="your_user_name"
uci set ddns.myddns.password="p@ssw0rd"
uci set ddns.myddns.interface="wan"
uci set ddns.myddns.enabled="1"
uci commit ddns





Remember to replace placeholders with your values.

Then, restart the DDNS service:

/etc/init.d/ddns restart





See the UCI documentation [https://openwrt.org/docs/guide-user/base-system/ddns] for a full list of supported settings.

Additional notes:


	Ensure your chosen DDNS provider plan supports API access and dynamic updates.


	Double-check all entered credentials for accuracy to avoid update failures.


	Consider enabling logging for the DDNS service to monitor updates and troubleshoot any issues.


	Some providers may offer advanced features like wildcards and subdomain updates. Explore these options based on your specific needs.





Example: DigitalOcean (DO)

The following example uses the fictional firewall.example.net setup on NethSecurity.
The DigitalOcean API token is intentionally redacted; replace it with your own token.

uci set ddns.do=service
uci set ddns.do.service_name='digitalocean.com-v2'
uci set ddns.do.lookup_host='firewall.example.net'
uci set ddns.do.domain='example.net'
uci set ddns.do.username='firewall'
uci set ddns.do.password='REDACTED_DIGITALOCEAN_API_TOKEN'
uci set ddns.do.param_opt='21694203'
uci set ddns.do.enabled='1'
uci set ddns.do.interface='wan'
uci set ddns.do.ip_source='network'
uci set ddns.do.ip_network='wan'
uci commit ddns
/etc/init.d/ddns restart





The relevant DigitalOcean fields are:


	domain: the domain managed in DigitalOcean


	username: the hostname label to update


	password: the personal access token


	param_opt: the DNS record ID for that hostname




To list the records and find the ID, run:

curl -X GET -H 'Content-Type: application/json' \
      -H "Authorization: Bearer TOKEN" \
      "https://api.digitalocean.com/v2/domains/DOMAIN/records"





Replace TOKEN and DOMAIN with your own values.



Example: afraid.org (FreeDNS)

Configure a domain with FreeDNS (afraid.org) using the UCI command line.
The domain is named “sanchio.crabdance.com” and the username and password are “myuser” and “mypass”, respectively.

uci set ddns.afraid=service
uci set ddns.afraid.service_name='afraid.org-v2-basic'
uci set ddns.afraid.lookup_host='sanchio.crabdance.com'
uci set ddns.afraid.enabled='1'
uci set ddns.afraid.use_ipv6='0'
uci set ddns.afraid.domain='sanchio.crabdance.com'
uci set ddns.afraid.username='myuser'
uci set ddns.afraid.password='mypass'
uci set ddns.afraid.ip_source='network'
uci set ddns.afraid.ip_network='wan'
uci set ddns.afraid.interface='wan'
uci set ddns.afraid.use_syslog='1'
uci set ddns.afraid.check_unit='minutes'
uci set ddns.afraid.force_unit='minutes'
uci set ddns.afraid.retry_unit='seconds'
uci commit ddns
/etc/init.d/ddns restart







Custom example: dyndns.it (DynDNS)

You can also configure some custom DDNS providers using the UCI command line.
Configure a domain with DynDNS using the UCI command line.
The domain is named “nstest1.freeddns.it” and the username and password are “nstest1” and “nstest”, respectively.

uci set ddns.dyndns_it=service
uci set ddns.dyndns_it.enabled='1'
uci set ddns.dyndns_it.lookup_host='nstest1.freeddns.it'
uci set ddns.dyndns_it.domain='nstest1.freeddns.it'
uci set ddns.dyndns_it.username='nstest1'
uci set ddns.dyndns_it.password='nstest'
uci set ddns.dyndns_it.interface='wan'
uci set ddns.dyndns_it.ip_source='network'
uci set ddns.dyndns_it.ip_network='wan'
uci set ddns.dyndns_it.force_interval='24'
uci set ddns.dyndns_it.force_unit='hours'
uci set ddns.dyndns_it.check_interval='10'
uci set ddns.dyndns_it.check_unit='minutes'
uci set ddns.dyndns_it.update_url='http://update.dyndns.it/nic/update?hostname=[DOMAIN]&user=[USERNAME]&password=[PASSWORD]'
uci commit ddns
/etc/init.d/ddns restart








Split DNS

Some deployments publish the same hostname inside the LAN and on the public internet.
If lookup_host resolves to a private address on the firewall itself, DDNS can compare the public WAN IP against the internal answer and keep retrying even when the provider update succeeded.

The recommended fix is to make DDNS query an external resolver for the lookup instead of the local split-DNS answer. For example:

uci set ddns.do.dns_server='1.1.1.1'
uci commit ddns
/etc/init.d/ddns restart





This keeps split DNS for LAN clients while the DDNS client validates the public record.



Using Luci

The Luci web interface offers a simplified way to configure DDNS on NethSecurity.
Refer to the official documentation [https://openwrt.org/docs/guide-user/services/ddns/client#web_interface_instructions] for detailed instructions on using Luci to configure DDNS.





            

          

      

      

    

  

    
      
          
            
  
DNS over HTTPS with filtering

DNS over HTTPS (DoH) is a protocol for encrypting DNS queries over HTTPS, enhancing privacy by preventing eavesdropping on DNS traffic.
This feature allows you to configure upstream DNS servers that support the DoH protocol.
The https-dns-proxy package provides a local DNS-to-HTTPS proxy that forwards DNS queries to a remote DoH provider.

This document provides instructions for installing and configuring the DoH upstream servers that provide
filtering and are based in the EU, but you can use any DoH provider that suits your needs.
This configuration only applies to the upstream servers of the firewall: clients will continue to send DNS requests to the firewall in plaintext on port 53.

A list of DoH providers that support European locations and filtering are available on the
European Alternatives [https://european-alternatives.eu/category/public-dns] site.

Some popular alternatives include:


	DNS4EU [https://joindns4.eu/], european-based DNS service with protective resolution and ad blocking capabilities


	Quad9 [https://dns.quad9.net/dns-query], privacy-focused with malware blocking


	Mullvad [https://doh.mullvad.net/dns-query], includes malware blocking, ad blocking and basic filtering (Porn, Gambling, etc.)


	Cloudflare [https://developers.cloudflare.com/1.1.1.1/setup/], fast and widely used DoH provider with malware blocking (1.1.1.1 for families)





Installation

The https-dns-proxy package is not included in default NethSecurity images, so you will need to install it manually:

opkg update
opkg install https-dns-proxy







Configuration

By default, the package includes two providers (Cloudflare and Google).
To use a custom DoH provider, you’ll need to:


	Remove the default providers (optional)


	Add your preferred DoH provider configuration


	Commit and apply the configuration





Configuration steps

In this example, we will configure the DNS4EU (joindns4.eu) DoH provider.


	Remove default providers (if you want to use only DNS4EU):

uci del https-dns-proxy.@https-dns-proxy[1]
uci del https-dns-proxy.@https-dns-proxy[0]







	Add the DNS4EU DoH provider:

uci set https-dns-proxy.joindns4=https-dns-proxy
uci set https-dns-proxy.joindns4.resolver_url='https://noads.joindns4.eu/dns-query'
uci set https-dns-proxy.joindns4.bootstrap_dns='86.54.11.13,86.54.11.213,2a13:1001::86:54:11:13,2a13:1001::86:54:11:213'
uci set https-dns-proxy.joindns4.listen_addr='127.0.0.1'
uci set https-dns-proxy.joindns4.listen_port='5053'
uci commit https-dns-proxy









The bootstrap_dns parameter is optional, if not provided, the system will use Google and Cloudflare DNS for bootstrap.


	Apply the configuration, https-dns-proxy will automatically use the local DoH proxy as upstream DNS:

reload_config










Verification

To verify that the DoH proxy is working correctly, check the service status:

/etc/init.d/https-dns-proxy status





You can also test DNS resolution:

dig google.com @127.0.0.1 -p 5053









Troubleshooting


DNS redirection

By default, all DNS queries to any server are forced through the local DoH proxy to ensure that all DNS traffic is encrypted, but this may cause issues with certain devices or applications.

If you encounter a “Private DNS server cannot be accessed” error on your Android device,
you can fix it by disabling DNS forcing in the https-dns-proxy configuration.

Run the following commands via SSH or terminal:

uci set https-dns-proxy.config.force_dns='0'
uci commit https-dns-proxy
service https-dns-proxy restart







Image update

The https-dns-proxy package overrides the default DNS configuration,
so if you update your NethSecurity image, the system will not be able to connect to Internet
and restore the package.

To overcome this issue, you can temporarily stop the DoH proxy before updating the image:

service https-dns-proxy stop





This will restore the default DNS configuration and allow the system to connect to the Internet
after image update. Once the update is complete, you can restart the DoH proxy:

service https-dns-proxy restart







Blocking other DoH providers

To block DoH requests from clients to any other server while allowing requests originating from the firewall, you have 2 options:


	Enable the “public DoH-Providers” category inside Threat Shield IP and whitelist the upstream server you choose as your DoH provider


	Use DPI (Deep Packet Inspection) to block DoH, which operates only on forwarded traffic, allowing the firewall to use DoH while blocking clients from using it directly









            

          

      

      

    

  

    
      
          
            
  
Mail notifications (SMTP)


Warning

This feature is still under development and does not have a user interface yet. It can currently only be configured through the command line.



This section provides instructions for configuring the SMTP client (msmpt) on NethSecurity firewall for sending email notifications.
The SMTP client is used exclusively for sending notification emails and relies on an external SMTP server for delivery.

The msmpt [https://marlam.de/msmtp/] SMTP client offers advanced features to enhance security and reliability:


	TLS/SSL Support: msmpt supports TLS/SSL encryption for secure communication between the firewall and the external SMTP server


	Authentication: some SMTP servers require authentication to identify the user sending the email




See the developer manual [https://dev.nethsecurity.org/packages/ns-api/#nssmtp] for the commands on how to configure it from the command line.




            

          

      

      

    

  

    
      
          
            
  
SNMP Server

Simple Network Management Protocol (SNMP) provides a standardized way to monitor and manage network devices like your firewall remotely.
It allows authorized users to retrieve essential information like device status, performance metrics, and configuration settings.

The SNMP server is disabled by default on your firewall, allowing access from within your local area network (LAN) on all IPv4 and IPv6 addresses.


Note

If the system has been updated from v1.4.1 or earlier, the SNMP server will be enabled by default. To disable
it, follow the steps in the Disabling the SNMP Server section.




Configuring the SNMP Server

It’s crucial to configure essential information that identifies your device. Here’s how to do it through the command line:


	Open a terminal window on your firewall.


	Use the following commands to set the desired values for sysLocation, sysContact, and sysName:




uci set snmpd.general.enabled=1
uci set snmpd.@system[0].sysLocation='<string>'
uci set snmpd.@system[0].sysContact='<string>'
uci set snmpd.@system[0].sysName='<string>'





Replace <string> with the relevant information. For example:

uci set snmpd.general.enabled=1
uci set snmpd.@system[0].sysLocation='MyOffice'
uci set snmpd.@system[0].sysContact='admin@nethsecurity.org'
uci set snmpd.@system[0].sysName='firewall.nethsecurity.org'






	After making changes, apply them using:




uci commit snmpd
reload_config





The SNMP server configuration is stored in the /etc/config/snmpd file.

You can test the configuration by using an SNMP client like snmpwalk or snmpget from a remote machine. For example:

snmpwalk -v 2c -c public 127.0.0.1







Disabling the SNMP Server

If you don’t require remote access to the SNMP server, you can disable it for additional security. Follow these steps:


	Open a terminal window on your firewall.


	Use the following commands to disable the server:




uci set snmpd.general.enabled=0
uci commit snmpd
reload_config





Remember: Disabling the SNMP server might impact monitoring tools or applications relying on it.



Enabling remote access

If you need to access the SNMP server from outside your LAN, create a firewall rule that allows incoming UDP traffic on port 161 to the firewall itself.
Remember, opening this port increases risk, so proceed with caution and make sure to restict the access only from selected IP addresses.



Security considerations

Prioritize security before enabling remote access:


	Strong Community String: Replace the default “public” community string with a complex and unique one.


	Access Control: Implement Access Control Lists (ACLs) to restrict access to authorized IP addresses only.








            

          

      

      

    

  

    
      
          
            
  
Custom OpenVPN tunnel

This guide explains how to configure an OpenVPN client on NethSecurity using a configuration file (myvpn.ovpn) provided by a VPN service provider.
The configuration ensures the VPN starts automatically when the firewall boots.


Prerequisites


	A valid OpenVPN configuration file (myvpn.ovpn) from your VPN provider.


	Access to the NethSecurity terminal via SSH.


	Basic familiarity with the UCI (Unified Configuration Interface) system in OpenWrt/NethSecurity.





Additional notes on CLI configuration


	This procedure does not include any validation of the entered data. Therefore, it is intended to be performed by advanced users familiar with the NethSecurity environment and OpenVPN configurations.


	The VPN created using this method will not appear in the NethSecurity web interface and can only be managed through the command line interface (CLI).


	It is critical to avoid using the same name for a VPN created via the CLI and one configured through the NethSecurity web interface. Since there are no safeguards in place to prevent naming conflicts, such overlap may cause configuration issues.




For these reasons, caution and attention to detail are strongly advised when performing this procedure.




Configure the VPN


1. Place the configuration file in the correct directory


	Copy the myvpn.ovpn file to the directory /etc/openvpn/. Use SCP or a similar tool to transfer the file:

scp myvpn.ovpn root@<NethSecurity_IP>:/etc/openvpn/







	Make sure to set the correct file permissions:

chmod 644 /etc/openvpn/myvpn.ovpn
chown root:root /etc/openvpn/myvpn.ovpn











2. Create a new OpenVPN client configuration in UCI


	Add a new OpenVPN section in the UCI database called myvpn, link the configuration file to this section and enable the VPN

uci add openvpn openvpn
uci rename openvpn.@openvpn[-1]='myvpn'
uci set openvpn.myvpn.enabled='1'
uci set openvpn.myvpn.config='/etc/openvpn/myvpn.ovpn'







	Commit the changes to save the configuration:

uci commit openvpn











3. Start the VPN client immediately

To start the VPN client without rebooting the system, run:

/etc/init.d/openvpn restart





This will restart all configured OpenVPN tunnels.



4. Verify the VPN is running

To ensure OpenVPN is using the correct configuration file and is running as expected, check the active processes:

ps -ef | grep myvpn





The output should resemble the following (example configuration name myvpn):

4913 ?        S      0:00 /usr/sbin/openvpn --syslog openvpn(myvpn) --status /var/run/openvpn.myvpn.status --cd /etc/openvpn --config myvpn.ovpn --up /usr/libexec/openvpn-hotplug up myvpn --down /usr/libexec/openvpn-hotplug down myvpn --route-up /usr/libexec/openvpn-hotplug route-up myvpn --route-pre-down /usr/libexec/openvpn-hotplug route-pre-down myvpn --script-security 2





Confirm the --config parameter points to the correct configuration file (e.g., myvpn.ovpn).
Ensure all references (e.g., myvpn) match your intended VPN configuration.

Check the OpenVPN logs to confirm the connection:

tail -f /var/log/messages | grep openvpn





You should see log entries indicating a successful connection.


Note


	File name consistency: The configuration name myvpn must match the OpenVPN section name in UCI and the configuration file’s location. If you change the name, ensure all references to myvpn in commands and filenames are updated.


	Automatic startup: By setting enabled='1', the VPN client will automatically start whenever the firewall boots.









Configure authentication credentials (optional)

If the VPN requires a username and password, create an authentication file.


	Create a file named /etc/openvpn/myvpn.auth (replace myvpn with the VPN name if different):

vi /etc/openvpn/myvpn.auth







	Add the following content, replacing frank and frank_password with your username and password:

frank
frank_password







	Save and set the correct permissions:

chmod 600 /etc/openvpn/myvpn.auth
chown root:root /etc/openvpn/myvpn.auth







	Update the OpenVPN configuration file (myvpn.ovpn) to reference the authentication file.

echo "auth-user-pass /etc/openvpn/myvpn.auth" >>  /etc/openvpn/myvpn.ovpn










Note

Authentication file: when using an authentication file, ensure it has strict permissions (600) to protect sensitive information.





Configure the firewall to allow traffic for the VPN

To enable traffic through the VPN, it is necessary to configure the firewall on NethSecurity.
The best practice is to assign a fixed device name to the VPN, create a dedicated zone for the custom VPN, and associate the VPN device with that zone.


1. Fix the VPN device name

To ensure the VPN device name remains consistent and avoids automatic assignment, it is crucial to fix the name in the OpenVPN configuration file.
Edit the file (/etc/openvpn/myvpn.ovpn) to change dev tun to dev tunmyvpn and add the following line (this example is made with a routed vpn):

dev-type tun






Warning

Please remember that the interface name (referred to as tunmyvpn in the example) must not exceed 13 characters.





2. Create a firewall zone

From the NethSecurity UI, create a new firewall zone named myzone. Configure this zone to allow access to the required resources.



3. Associate the VPN device with the zone

To associate the VPN device with the myzone firewall zone, perform the following steps in the command line:


	Add the VPN device (tunmyvpn) to the firewall zone:

uci add_list firewall.ns_myzone.device=tunmyvpn
uci commit firewall







	Restart the firewall to apply the changes:

/etc/init.d/firewall restart









These changes ensure the VPN device will always be named tunmyvpn, preventing potential issues with the firewall zone association.




Disable the tunnel

If you want to prevent the VPN from starting automatically when the firewall boots, you can disable it using the following commands.


	Disable the VPN in UCI:

uci set openvpn.myvpn.enabled='0'
uci commit openvpn







	Restart all active VPN tunnels.
This command will stop all tunnels and fully restart only those with the enabled value set to 1:

/etc/init.d/openvpn restart













            

          

      

      

    

  

    
      
          
            
  
Logs

Logs are initially written to a temporary in-memory directory to prevent potential errors on the root file system in case of a failure.


	Local Storage: Logs can be written directly to storage. This can be configured from the UI, see the Storage.


	Remote Controller: Logs can be automatically forwarded to a remote controller.


	Custom Syslog Forwarder: Logs can be sent to a remote syslog server.


	Cloud Log Manager: Logs can be forwarded to the Nethesis Cloud Log Manager (CLM) service.




The next paragraphs will explain how to configure these latter options.


Forwarding to a remote server

It is sufficient to configure the UCI database with the desired options, then commit the changes, and finally restart the service.
Temporary logs will continue to be visible in /var/log/messages and will also be sent to the remote server.

Most syslog servers are configured to listen on UDP port 514 by default.

Example configuration for sending logs to the syslog server with IP 192.168.1.88 on UDP port 514.
The configuration is named clm (custom log manager):

uci set rsyslog.clm=forwarder
uci set rsyslog.clm.source=*.*
uci set rsyslog.clm.protocol=udp
uci set rsyslog.clm.port=514
uci set rsyslog.clm.target=192.168.1.88





Once configured, simply commit the changes with the command:

uci commit rsyslog





And finally, restart the service:

/etc/init.d/rsyslog restart





By default the forwarder uses the TraditionalFileFormat (RFC 3164) for the logs.
It is possible also to configure RFC 5424 using the same syntax:

uci set rsyslog.clm.rfc=5424





It is possible to configure multiple forwarders by repeating the operation using a different configuration name like clm2.



Forwarding to Nethesis Cloud Log Manager


Service entitlement required

You need to purchase a subscription for the CLM service from Nethesis and obtain the tenant identifier.
The service is currenlty reserved to Enterprise customers. For more information, please contact Nethesis sales.



The ns-clm package forwards syslog messages to the Nethesis Cloud Log Manager (CLM) service.
It provides the ns-clm-forwarder daemon, which tails /var/log/messages and tracks its read position in /var/run/ns-clm/last_offset.
New syslog lines are parsed, batched, and sent as JSON via HTTP POST to the CLM endpoint.
The daemon polls for new lines every 10 seconds, detects log rotation automatically, and persists the offset on shutdown so it can resume after a restart.

The package is not included by default on NethSecurity 8.7.2 or earlier, but it is available in the package repository and can be
manually installed.
Install it with:

opkg update
opkg install ns-clm





The UCI configuration is stored in /etc/config/ns-clm:








	Option

	Default

	Description





	enabled

	0

	Enable (1) or disable (0) the forwarder



	uuid

	(empty)

	Unique identifier for the device, generated with uuidgen and prefixed with “L” to ensure it starts with a letter.

This is required for the CLM service to identify the source of the logs.

Example: L3d50ca11-4415-4e46-9ee9-b1da0f62c337




	address

	https://nar.nethesis.it

	CLM server address



	tenant

	(empty)

	CLM tenant identifier, available inside the CLM portal, under Users and Companies -> Companies



	debug

	0

	Enable debug output to stderr (1)






To enable the forwarder and set the tenant identifier, run:

uci set ns-clm.config.uuid="L$(uuidgen)"
uci set ns-clm.config.enabled=1
uci set ns-clm.config.tenant=<tenant_id>
uci commit ns-clm
reload_config





You can find the tenant identifier in the CLM portal, under Users and Companies -> Companies.

To also enable the service at boot:

/etc/init.d/ns-clm enable && /etc/init.d/ns-clm start





To stop and disable the forwarder:

/etc/init.d/ns-clm stop && /etc/init.d/ns-clm disable







Log rotation

Logs are rotated to manage disk space and ensure that log files do not grow indefinitely.


In-memory log rotation

The /var/log/messages log file is stored in RAM and it’s rotated based on size.
Once it reaches a predefined size limit, the log is rotated and compressed to conserve space.
The rotated log is saved as /var/log/messages.1.gz in gzip format. The system retains only two versions of the log: the active log file and the latest rotated, compressed file.
From version 1.4.0, by default, the log rotation threshold is set to 10% of the tmpfs filesystem mounted at /tmp.

The ns-log-size script manages the log rotation size for the Rsyslog service. It allows to get and set the log rotation size defined in bytes for the log file located at /var/log/messages.


	Get current size: Retrieve the current log rotation size in bytes.


	Set new size: Change the log rotation size to a specified value, ensuring that the new size is a positive integer and not less than 52428800 bytes (50 MB).


	Configuration safety: If the specified size is below the minimum threshold, the script warns the user and does not make any changes to the configuration.





Usage

To use the script, run it with the following syntax:

ns-log-size {get|set <size>}






	get: Outputs the current log rotation size in bytes.


	set <size>: Sets the log rotation size to the specified value (in bytes).





Example

To get the current log rotation size:

ns-log-size get





To set a new log rotation size to 104857600 bytes (100 MB):

ns-log-size set 104857600





The service rsyslog is restarted automatically after the size is set.

All changes to the log rotation size are directly written in the Rsyslog configuration file /etc/rsyslog.conf.





Storage log rotation

When using persistent storage, log rotation is managed by the logrotate utility, which is configured to rotate logs weekly and keep a maximum of
52 weeks (1 year) of logs.
After rotation, the logs are compressed using gzip and stored in the same directory with a naming convention that includes the date of rotation
(e.g., /mnt/data/log/messages-20260315.gz).

The configuration file for logrotate is located at /etc/logrotate.d/data.conf and can be modified to change the rotation frequency and retention period as needed.
The configuration file is automatically added to the backup and preserved during upgrades, so any custom settings persist.






            

          

      

      

    

  

    
      
          
            
  
Speedtest

The Speedtest tool is a widely used application for measuring the speed and performance of an internet connection.
It provides users with detailed information about their download and upload speeds, as well as their ping and jitter.
This tool is essential for diagnosing network issues, verifying service provider claims, and ensuring optimal performance for various online activities.

In NethSecurity the Speedtest tool is available as a built-in feature accessible only from the command line.


Usage

Since the test can be influenced by QoS settings, it is better to disable it before running the test:

/etc/init.d/qosify stop





Speedtest automatically selects the best server based on the user’s location.
To run a speed test, simply type the following command in the terminal:

speedtest





This command will perform a full test, including latency, download, and upload speed tests.
The selection of the server is based on the user’s location and the server’s availability.
Sometimes, the server selection may not be optimal, resulting in inaccurate speed test results.

To overcome this issue, users can force the selection of the server by using the --force-by-latency-test option:

speedtest --force-by-latency-test





Remember to re-enable QoS after running the test:

/etc/init.d/qosify start







MultiWAN

The speedtest tool randomly selects a server to perform the test.
In a MultiWAN environment, the server selection can be influenced by the WAN interface used to reach the server.

It is possible to force the selection of the WAN interface using mwan3 wrapper.

Given a WAN device named wan1, the following command will run the speedtest using the selected interface:

mwan3 use wan1 speedtest --force-by-latency-test









            

          

      

      

    

  

    
      
          
            
  
UPS (NUT)

An Uninterruptible Power Supply (UPS) is a device that provides backup power when the main power source fails.
It is used to protect hardware such as computers, telecommunication equipment, or other electrical equipment where an unexpected power outage could cause
business disruption or data loss.

The Network UPS Tools (NUT) [https://networkupstools.org/] is a collection of programs that provide a common interface for monitoring and administering UPS hardware.

This guide explains how to configure a USB-connected UPS with NUT on NethSecurity.
At the end of the guide, the UPS should be monitored and the system should shut down when the battery is low.

NUT is not installed by default. It is part of NethSecurity extra packages and can be installed from the command line.
The NUT suite is composed of several packages, but the most important are:


	nut-server: The NUT server daemon connects directly to the UPS, serving data to the client.


	nut-upsc: A command-line tool to query the UPS status.


	nut-upsmon: The NUT UPS monitor daemon talks to nut-server and initiates a system shutdown when the UPS battery is low.


	nut-upscmd: A command-line tool to send commands to the UPS (supported only by some UPS models).





Note

NUT configuration is not supported on machines with a NethSecurity subscription.
The feature is meant to be used by advanced users and it is not covered by the support service.




Configure a local UPS

Before configuring the UPS, make sure the UPS is connected to the firewall (a cable usually comes with the UPS).
Then, follow these steps:


	Install NUT packages.


	Find the UPS model, then install and configure the appropriate driver.


	Configure the UPS server daemons.


	Enable the UPS monitor.





Step 1: install the required packages

Install the required packages:

opkg update
opkg install nut-server nut-upsc nut-upsmon nut-upscmd






Note

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
For earlier versions and for additional information, refer to this documentation: Restore extra packages.





Step 2: setup the appropriate driver


	Use lsusb to list USB devices:

Bus 002 Device 002: ID 0463:ffff EATON 5E
Bus 002 Device 001: ID 1d6b:0002 Linux 5.15.150 xhci-hcd xHCI Host Controller
Bus 001 Device 002: ID 8087:8001





In this example, the UPS is an EATON 5E model connected to the second USB port of the second USB bus.



	Select the driver from the NUT driver page [https://networkupstools.org/stable-hcl.html].


	All driver packages start with nut-driver- prefix. Some UPS models may require a specific driver, but most of them work with the usbhid-ups driver.
Install the selected driver package, in this case the usbhid-ups driver:

opkg install nut-driver-usbhid-ups







	Set up the driver inside the upsd (nut-server) server. The nut-server will connect to the UPS using the driver and the port specified.
It will monitor the UPS at regular intervals and provide the information to the clients like upsmon. Execute:

uci set nut_server.eaton5e=driver
uci set nut_server.eaton5e.driver=usbhid-ups
uci set nut_server.eaton5e.port=auto
uci set nut_server.upsd=upsd
uci commit nut_server





Remember the name of the UPS, in this case eaton5e, as it will be used in the next steps.







Step 3: configure monitoring

The UPS monitor (upsmon) is a daemon that monitors the UPS and initiates a system shutdown when the UPS battery is low.
It connects to the UPS server (upsd) and queries the UPS status.

In this scenario the UPS monitor is running on the same machine as the UPS server, so it will connect to localhost.


	Set up the user for monitoring inside upsd. Please note the password is simple because it is not sent over the network:

uci set nut_server.upsuser=user
uci set nut_server.upsuser.username=upsuser
uci set nut_server.upsuser.password=password
uci set nut_server.upsuser.upsmon=master







	Set up the monitor:

uci set nut_monitor.upsmon=upsmon
uci set nut_monitor.master=master
uci set nut_monitor.master.upsname=eaton5e
uci set nut_monitor.master.hostname=localhost
uci set nut_monitor.master.username=upsuser
uci set nut_monitor.master.password=password







	Commit and restart the services:

uci commit nut_server
uci commit nut_monitor
/etc/init.d/nut-server restart
/etc/init.d/nut-monitor restart











Step 4: verify the UPS status

Check the UPS status:

upsc eaton5e





The output should look like this:

battery.charge: 100
battery.runtime: 2637
battery.type: PbAc
device.mfr: EATON
device.model: 5E 850i
...





If the output is empty or an error is displayed, review the content of /var/log/messages.

A good server log for connected UPS:

Nov 29 09:23:08 NethSec upsd[7111]: Connected to UPS [eaton5e]: usbhid-ups-eaton5e





A good log for upsmon:

Nov 29 09:23:11 NethSec upsmon[7189]: Communications with UPS eaton5e@localhost established





If an error is displayed, please see Troubleshooting.

If everything is working, the UPS should be monitored and the system should shut down when the battery is in a critical state, usually below 20%.




Allow remote monitoring

Multiple hardware devices can be connected to an UPS and the NUT server can share the UPS status with multiple clients.
So, for example, another system powered by the same UPS can inspect the UPS status by connecting to the NUT server and
shutting down when the battery is low.

By default, the NUT server is configured to listen only on localhost.
To allow remote monitoring, the server must be configured to listen on a specific IP address or on all interfaces.


	Listen on all interfaces:

uci set nut_server.listen=listen_address
uci set nut_server.listen.address=0.0.0.0







	Add a user for remote monitoring. Please make sure to select a strong password:

uci set nut_server.remoteuser=user
uci set nut_server.remoteuser.username=remoteuser
uci set nut_server.remoteuser.password=password
uci commit nut_server
/etc/init.d/nut-server restart










	Check the status of the server:

netstat -tuln | grep 3493







	Create a firewall rule to allow remote monitoring from LAN, the service listen on TCP port 3493:

uci set firewall.ns_allow_https.name='Allow-NUT-from-LAN'
uci set firewall.ns_allow_https.proto='tcp'
uci set firewall.ns_allow_https.src='lan'
uci set firewall.ns_allow_https.dest_port='3493'
uci set firewall.ns_allow_https.target='ACCEPT'
uci commit firewall
/etc/init.d/firewall restart









You can now connect to the NUT server from a remote upsmon client.
When the client is configured, it will connect to the NUT server and monitor the UPS status.
If the battery is low, the client will initiate a system shutdown.



Connect to remote NUT server

This is the case where a secondary firewall is connected to the same UPS and the NUT server is running on the primary firewall.
The secondary firewall will connect to the primary firewall and monitor the UPS status.


	First, install the NUT services on the client machine:

opkg update
opkg install nut-upsc nut-upsmon





These packages are not preserved during a system upgrade. For more info see Restore extra packages.



	Then, configure the client to connect to the remote server:

uci set nut_monitor.upsmon=upsmon
uci set nut_monitor.slave=slave
uci set nut_monitor.slave.upsname=eaton5e
uci set nut_monitor.slave.hostname=192.168.1.8
uci set nut_monitor.slave.username=remoteuser
uci set nut_monitor.slave.password=password
uci commit nut_monitor
/etc/init.d/nut-monitor restart







	Check if the client is connected to the remote server:

upsc eaton5e@192.168.1.8





The output should be the same as the local server.





Now the client is connected to the remote server and will monitor the UPS status.
If the battery is low, the client will initiate a system shutdown.



Extra UPS settings

Some UPS models have additional settings that can be configured using the upscmd command.
To execute the command, the user must have the appropriate permissions.


	Grant permissions to the user:

uci add_list nut_server.upsuser.instcmd=all
uci add_list nut_server.upsuser.actions=set
uci commit nut_server
/etc/init.d/nut-server restart







	Check available commands:

upscmd -l eaton5e







	Example to disable the beep:

upscmd -u upsuser -p password eaton5e beeper.disable











Troubleshooting

A common error is the permission denied when accessing the UPS device, for example you may see this error inside /var/log/messages:

Can't open /etc/nut/ups.conf: Can't open /etc/nut/ups.conf: Permission denied openwrt





Another common error is upsd not being able to connect to the UPS, for example you may see this error inside /var/log/messages:

Nov 29 10:34:51 NethSec upsd[7055]: [D1] mainloop: UPS [eaton5e] is not currently connected
Nov 29 10:34:51 NethSec upsd[7055]: [D1] mainloop: UPS [eaton5e] is now connected as FD -1





Usually, this happens when nut-server connects to the UPS device before the device is ready.
To fix this, the simplest solution is to reboot the firewall:

reboot





If you can’t reboot the firewall, you can try to stop the nut-server:

/etc/init.d/nut-server stop





Then check if the driver can connect to the UPS device:

/lib/nut/usbhid-ups -a eaton5e





Expected output:

Network UPS Tools - Generic HID driver 0.47 (2.8.0)
USB communication driver (libusb 1.0) 0.43
Using subdriver: MGE HID 1.46





In case of error, you may see something like this:

Can't claim USB device [0463:ffff]@0/0: Entity not found





You could then try to reset the USB device:

usbreset 002/003





Where 002/003 is the USB device ID found with lsusb, 002 is the bus number and 003 is the device number.





            

          

      

      

    

  

    
      
          
            
  
Wake-on-LAN (EtherWake)

Wake-on-LAN (WoL) is a technology that allows a powered-off or suspended device to be remotely turned on by sending a special network message called a Magic Packet to its network interface.
The EtherWake package provides a simple command-line utility to send these Magic Packets and wake up devices in the local network.
On NethSecurity, EtherWake is available in the official repositories but it is not installed by default.


Note

The target device must support Wake-on-LAN (WoL) and have the feature enabled
in its BIOS/UEFI and network card settings. Otherwise, it will not respond to Magic Packets.




Installation

Install the package with:

opkg update
opkg install etherwake






Note

Starting from version 8.7.2, extra packages are automatically reinstalled after system upgrade.
For earlier versions and for additional information, refer to this documentation: Restore extra packages.





Usage

To wake up a device in the LAN, you must know:


	the MAC address of the device to be powered on


	the NethSecurity network interface to which the device is connected (e.g. eth0)




The basic command is:

etherwake -i <interface> <MAC>





Example:

etherwake -i eth0 00:11:22:33:44:55









            

          

      

      

    

  

    
      
          
            
  
Checkmk

Checkmk is a monitoring platform used to supervise servers, network devices, and appliances.
The firewall can be monitored with Checkmk [https://checkmk.com/] by installing the NethSecurity extra packages described in this chapter.


NethSecurity packages

The Checkmk integration for NethSecurity is split into two packages:


	checkmk-agent is the standard Checkmk agent package.


	ns-checkmk-utils adds NethSecurity-specific monitoring scripts and is optional.




Installing ns-checkmk-utils also pulls in checkmk-agent as a dependency.
If you only need the upstream agent, install checkmk-agent alone.



Install the packages

Install the agent and the optional NethSecurity checks from the command line:

opkg update
opkg install ns-checkmk-utils





After installation, the agent service is managed by /etc/init.d/check_mk_agent and it’s started and
enabled on boot by default.

Use the following command to check the status:

/etc/init.d/check_mk_agent status





Verify the output locally with:

check_mk_agent







Allow remote monitoring

The agent listens on TCP port 6556.
By default, traffic from the LAN is allowed, but if you have a more restrictive firewall configuration, you may need
to allow access to this port from the Checkmk monitoring server.

You can add a firewall rule to allow access directly from web user interface, see Rules, or use the command line interface to add a rule.

For example, to allow access from a monitoring host in the LAN:

uci add firewall rule
uci set firewall.@rule[-1].name='Allow-Checkmk'
uci set firewall.@rule[-1].src='lan'
uci set firewall.@rule[-1].proto='tcp'
uci set firewall.@rule[-1].dest_port='6556'
uci set firewall.@rule[-1].target='ACCEPT'
uci commit firewall
/etc/init.d/firewall restart





Bear in mind that if the monitoring server is located in a different zone, you will need to adjust the source zone and address accordingly.

When the rule is in place, the monitoring server can connect to the firewall and read the agent output, including the optional NethSecurity checks.





            

          

      

      

    

  

    
      
          
            
  
UCI (Unified Configuration Interface)

UCI (Unified Configuration Interface) is a centralized configuration management system used in NethSecurity. It provides a unified approach to system configuration through a command-line interface and standardized configuration files.


Key Characteristics


	Centralized Configuration: All system configurations are stored in a single location (/etc/config/)


	Database-driven: Configurations are stored in structured database files


	No Built-in Validation: UCI executes commands without safety checks - requires system knowledge


	Three-phase Workflow: Modify → Commit → Restart/Reload


	Multi-event Capable: User interfaces can trigger multiple configuration events simultaneously






Configuration Storage

All UCI configurations are stored as database files in /etc/config/. Each file represents a different system component or service, a non-exhaustive example list is provided below.


Configuration Files Structure

/etc/config/
├── acme          # SSL certificate management
├── adblock       # Advertisement blocking
├── banip         # IP banning service
├── chilli        # Captive portal
├── dedalo        # Network access control
├── dhcp          # DHCP server configuration
├── dpi           # Deep packet inspection
├── dropbear      # SSH server
├── firewall      # Firewall rules and zones
├── flashstart    # Web filtering
├── fstab         # Filesystem table
├── ipsec         # IPsec VPN
├── luci          # luci Web interface
├── mwan3         # Multi-WAN configuration
├── network       # Network interfaces and routing
├── nginx         # Web server
├── ns-ui         # NethSecurity user interface
├── objects       # Object definitions
├── openssl       # SSL/TLS configuration
├── openvpn       # OpenVPN configuration
├── qosify        # Quality of Service
├── rpcd          # RPC daemon
├── rsyslog       # System logging
├── socat         # Socket utilities
├── system        # System-wide settings
├── templates     # Configuration templates
├── ucitrack      # UCI change tracking
├── uhttpd        # HTTP server
└── users         # User management








Viewing Configuration


Show all configuration for a specific service

uci show <service>





Example:

uci show network





Output:

network.loopback=interface
network.loopback.device='lo'
network.loopback.proto='static'
network.loopback.ipaddr='127.0.0.1'
network.loopback.netmask='255.0.0.0'
network.@device[0]=device
network.@device[0].name='br-lan'
network.@device[0].type='bridge'
network.@device[0].ports='eth0'
network.lan=interface
network.lan.device='br-lan'
network.lan.proto='static'
network.lan.ipaddr='192.168.100.101'
network.lan.netmask='255.255.255.0'
network.wan=interface
network.wan.device='eth1'
network.wan.proto='dhcp'







Show specific configuration option

uci show <service>.<section>.<option>





Example:

uci show network.lan.ipaddr








Complete Configuration Workflow


Standard Three-Phase Process


	MODIFY - Make configuration changes


	COMMIT - Save changes to the configuration database


	RELOAD - Apply changes to the running system






Practical Example: Changing LAN IP Address

# Step 1: Modify the configuration
uci set network.lan.ipaddr='192.168.100.151'

# Step 2: Commit the changes
uci commit network

# Step 3: Restart the network service
/etc/init.d/network restart








SET - Modifying Configuration

The uci set command is used to modify configuration values. Changes are stored temporarily and must be committed to become persistent.


Set a configuration value

uci set <service>.<section>.<option>='<value>'





Examples:

# Change IP address
uci set network.lan.ipaddr='192.168.100.151'

# Change netmask
uci set network.lan.netmask='255.255.255.0'

# Change DHCP protocol to static
uci set network.wan.proto='static'







Add a new section

uci add <service> <section_type>







Delete operations

# Delete a configuration option
uci delete <service>.<section>.<option>

# Delete an entire section
uci delete <service>.<section>








LISTS - Editing List Options

Lists are a special type of option that can contain multiple values.


Add a value to a list

Use the uci add_list command to add values to a list, the command creates the list if it does not already exist.

uci add_list <service>.<section>.<list_option>='<value>'







Remove a value from a list

To remove the last value from a list, use the uci del_list, you must specify the value to be removed.

uci del_list <service>.<section>.<list_option>='<value>'





To remove all values from a list, use the uci delete command as explained in the previous section.




COMMIT - Saving Changes

Changes made with uci set are not immediately applied to the system. They must be committed first to make them persistent.


Commit specific service

uci commit <service>





Example:

uci commit network







Commit all pending changes

uci commit







Check pending changes

Before committing, you can review what changes will be applied:

uci changes







Revert uncommitted changes

If you want to discard uncommitted changes:

uci revert <service>








RELOAD - Applying Changes

After committing, you can apply the new configuration to the running system with a single command.
This will automatically reload the affected services without the need to restart each one manually.


Reload configuration

reload_config








Configuration File Format

UCI configuration files use a structured format with sections and options:

config <section_type> '<section_name>'
    option <option_name> '<value>'
    list <list_name> '<value1>'
    list <list_name> '<value2>'






Example: Network Configuration File

Network Configuration File (/etc/config/network):

config interface 'loopback'
    option device 'lo'
    option proto 'static'
    option ipaddr '127.0.0.1'
    option netmask '255.0.0.0'

config device
    option name 'br-lan'
    option type 'bridge'
    list ports 'eth0'

config interface 'lan'
    option device 'br-lan'
    option proto 'static'
    option ipaddr '192.168.100.101'
    option netmask '255.255.255.0'

config interface 'wan'
    option device 'eth1'
    option proto 'dhcp'








Best Practices


Safety Considerations


	Always backup configurations before making changes


	Test changes incrementally rather than making multiple changes at once


	Understand service dependencies before restarting services


	Use uci changes to review pending modifications


	Have console access available when making network changes






Common Pitfalls


	Forgetting to commit: Changes are not persistent until committed


	Not restarting services: Committed changes may not be active until service restart


	Breaking network connectivity: Always ensure alternative access methods


	Syntax errors: Invalid UCI syntax can cause configuration corruption







Troubleshooting


Common Commands for Debugging


View pending changes

uci changes







Revert to last committed state

uci revert <service>







Check UCI syntax

uci show | head -1






Note

Always ensure you have alternative access to the system when making critical configuration changes, especially network-related modifications.




Warning

UCI commands execute without validation. Incorrect configurations can render the system inaccessible.









            

          

      

      

    

  

    
      
          
            
  
NethServer 7 migration

Migration is the process to convert a NethServer 7 machine (source) into a NethSecurity (destination).

Migrating the firewall configuration from NethServer 7 to NethSecurity is a crucial process to ensure the continuity and security of your network services.

Migration requirements:


	ensure access to Cockpit on NethServer 7


	install the Firewall Migration application on NethServer 7. After installation, the application will be available in the Cockpit applications list




Migration scenarios:








	Source system

	Supported method

	Notes





	NethServer 7 with only the firewall role

	In-place or export/import

	You can reuse the existing hardware if NethSecurity 8 detects all required disks and network cards.



	NethServer 7 with additional roles such as NethService, NethVoice or mail

	Export/import only

	In-place migration is not supported. Install NethSecurity 8 on a dedicated machine and import only the firewall configuration.



	NethServer 6.x

	Not supported

	Upgrade to NethServer 7 first.







Note

If you are using High Availability (HA) with NethServer 7, please refer also to the HA migration guide for detailed instructions on migrating while maintaining HA functionality.




Hardware compatibility

Before reusing the existing hardware, boot the live USB image or a fresh NethSecurity 8 installation and verify that all disks and network cards are detected.
No special migration step is required for supported 10 Gb SFP/SFP+ adapters: if the card is detected, you can proceed with the migration normally.
If it is not detected, use different hardware or a network card already supported by NethSecurity 8.

USB-to-Ethernet adapters are not supported in production on NethSecurity 8.
See the USB-to-Ethernet adapters section for more details.



Testing the migration

This method allows for thorough testing without affecting your existing installation.
A test system will boot from an USB drive leaving the existing installation untouched.

To perform a test migration, follow these steps:


	Access Firewall Migration page on NethServer 7 Cockpit: the page will list all migrated configurations


	Download the live USB image: click Download in the Download live USB image section


	Prepare the USB drive: write the downloaded image using your preferred method to an USB drive, see the
installation section for more info on how to copy the image on a disk.


	Boot from USB drive: shutdown the firewall, plug the USB drive and restart it, ensuring it boots from the USB drive.
This is typically done through BIOS/UEFI settings


	Migration boot: during the boot process, the system loads from the USB drive instead of the internal hard drive


	Testing environment: your system now operates using the migrated system stored on the USB.
Any changes or tests performed occur within this isolated environment




Remember, after testing, you can simply remove the USB drive, reboot the firewall normally, and it will resume using the original setup,
leaving your existing installation untouched.



Migration in-place

If the initial NethServer 7 setup includes only the firewall module, you can seamlessly migrate and reuse the current hardware.
This approach streamlines the migration, eliminating the necessity for extra hardware.

To perform the in-place migration from NethServer 7 to NethSecurity, follow these steps:


	Backup your data: the in-place migration is a destructive process. It is strongly recommended to create a full backup of the machine before proceeding. This step is crucial to ensure data safety in case of any issues during the migration.


	Access Firewall Migration page on NethServer 7 Cockpit: the page will list all migrated configurations


	Download configuration archive as a precaution: as a precaution, download the archive containing the exported configuration by
clicking Download in the Download exported archive section. Keep this archive in a secure location; it may be useful if the in-place migration fails.


	Initiate the migration: when ready, click the Migrate button to start the migration process.
This signals the system to begin migrating from NethServer 7 to NethSecurity.


	Select the target disk: choose the disk where NethSecurity will be installed. Note that NethSecurity does not support RAID.
If the original NethServer 7 server has more than one disk, the other disks will remain unchanged and unused during the migration process.


	Confirm and start the process: after selecting the disk, click Migrate to confirm.
The system will download the NethSecurity image and write it to the selected disk. Subsequently, the system will automatically reboot.


	Complete the migration on first boot: upon the first boot of NethSecurity, the configuration from NethServer 7 will be automatically migrated.
Ensure to carefully verify all settings and services to confirm they have been migrated correctly.




After completing the migration, follow the post-migration steps to ensure the system is correctly configured.



Migration with other installed modules

This scenario involves exporting a special configuration archive from NethServer 7 and importing it into NethSecurity.

This method is recommended when the original NethServer 7 setup includes additional modules, such as the mail server, the WebTop groupware or the NethVoice PBX module.
To perform this migration, you will need to install NethSecurity on new hardware and then import the configuration into the newly installed NethSecurity system.

To perform the migration from NethServer 7 to NethSecurity, follow these steps:


	Install NethSecurity on a new machine: follow the installation instructions


	Access Firewall Migration page on NethServer 7 Cockpit: the page will list all migrated configurations


	Download the archive with exported configuration: click Download in the Download export archive section


	Access the Backup & Restore page on NethSecurity and go to the Migration tab, then click Upload migration file and select the archive downloaded in the previous step


	When importing the configuration onto new hardware, the MAC addresses of the network interfaces change, requiring a decision on how to remap these interfaces.
The user interface displays the interfaces of the source machine on the left and those of the destination machine on the right.
If the source machine had configured VLANs, the user must remap the physical interface, and the system will automatically recreate the VLAN on the underlying interface.


	Click Migrate to start the migration process




After completing the migration, follow the post-migration steps to ensure the system is correctly configured.



Post migration steps

The in-place migration process is executed when the system is offline. Since the registration process requires an active Internet connections,
the subscription is not migrated during the in-place migration.
If you have performed an in-place migration, you must register the system again.
This step is not necessary if you have performed a migration with the exported archive method.

When using a remote LDAP or Active Directory server to authenticate OpenVPN Road Warrior clients, make sure that the remote server is
reachable from the new NethSecurity machine by verifying also the DNS name resolution. If necessary, update the DNS configuration on the new machine.
Also review the remote user database page to check if all users have been correctly imported.

Please note that NethSecurity web server only listens on HTTPS (port 443) for reverse proxy rules.
If you had any reverse proxy rules configured on NethServer 7 using HTTP (port 80), you will need to update them to use HTTPS.
See the reverse proxy documentation for more details.

Then, verify that all services are working correctly. If you encounter any issues, refer to the troubleshooting section.

The migration process is logged inside a special log file located at /root/migration.log.
This file contains all the actions performed during the migration process.
Please note that the log file is deleted after an image upgrade.


Fixing bond and VLAN naming for High Availability

If you migrated from NethServer 7, you might notice that your bonded network devices have long names like bond-bond0 instead of
the shorter bond0 format used in fresh NethSecurity 8 installations.
While this doesn’t affect basic functionality, these longer names can prevent you from setting up High Availability (HA)
and may look inconsistent in the user interface.

If you plan to use High Availability or simply prefer cleaner device names, you can rename them using a simple script.

Before you start, make a backup copy of your network configuration:

cp /etc/config/network /root/network.ori





Then, run this command to rename the devices:

sed -i \
  -e "/option[[:space:]]\+ifname/s/'bond-bond\([0-9]\+\)'/'bond-b\1'/" \
  -e "/option[[:space:]]\+device/s/'bond-bond\([0-9]\+\)'/'bond-b\1'/" \
  -e "/option[[:space:]]\+name/s/'bond-bond\([0-9]\+\)\(\.[0-9]\+\)'/'b\1\2'/" \
  -e "/option[[:space:]]\+name/s/'bond-bond\([0-9]\+\)'/'bond-b\1'/" \
  -e "s/^\([[:space:]]*option[[:space:]]\+name[[:space:]]\+\)'b\([0-9]\+\)'\([[:space:]]*\)$/\1'bond-b\2'\3/" \
  /etc/config/network





After running the script, restart the network to apply the changes:

/etc/init.d/network restart





Alternatively, you can reboot the entire system to ensure all changes take effect properly.

Once you verify that everything is working correctly, you can safely delete the backup:

rm -f /root/network.ori





After the changes, your devices will use the shorter naming convention (e.g., b0, b0.20), which is compatible with High Availability and matches fresh installations.




Migration coverage matrix

The following table shows what is migrated from NethServer 7 and what still needs manual work.








	Area

	Result

	Notes





	Root password

	Migrated

	The same password can be used for SSH and the web interface.



	Network interfaces and VLANs

	Migrated with limits

	Network configuration is migrated. Bridges over bonds are not supported. On new hardware, VLANs are recreated automatically on the physical interface chosen during remapping. If you migrated from NethServer 7 and need to normalize bond and VLAN names for HA, see Fixing bond and VLAN naming for High Availability.



	Network interface labels

	Migrated

	Source labels are kept as interface names, except on WAN interfaces which keep their original names.



	Date and timezone

	Migrated

	


	DHCP servers and reservations

	Migrated with limits

	DHCP servers on bond interfaces are not supported.



	DNS configuration and local hosts

	Migrated with limits

	TFTP options are migrated, but TFTP content is not. To re-enable it, configure tftp_root manually.



	Static IPv4 routes

	Migrated

	


	Port forwards

	Migrated

	


	Firewall zones

	Migrated

	Green zones become lan, red becomes wan, orange becomes dmz, and blue becomes guest. If a blue zone existed, DNS and DHCP accept rules are added automatically.



	Firewall rules

	Migrated with conversion

	Rules using NDPI services are not supported. Source and destination objects, including custom zones, are converted to IP/CIDR values inside the migrated rules. NAT helpers are loaded automatically with standard kernel parameters.



	Firewall objects

	Not recreated

	At the moment, firewall objects cannot be reimported automatically on the new system. Rules that used objects as source or destination are converted to the corresponding IP/CIDR values.



	MultiWAN

	Partial

	Providers are preserved. Divert rules (policy routing) are not migrated.



	QoS

	Partial

	Classes with reserved bandwidth and related rules are not supported.



	OpenVPN Road Warrior

	Partial

	Settings are migrated. The accounting database is not migrated and mail notification is not supported. If the server authenticates against a remote Active Directory, please see also Remote databases.



	OpenVPN tunnels

	Migrated

	


	IPSec tunnels

	Migrated

	


	Threat Shield IP

	Partial

	Only enterprise lists are migrated. Community lists must be configured again manually.



	Subscription

	Conditional

	It is migrated only when using the exported archive method.



	Hotspot

	Conditional

	On new hardware the MAC address changes, so the hotspot must be registered again on the remote manager.



	Let’s Encrypt and reverse proxy certificates

	Regenerated

	Configuration is migrated, but certificates are generated again after the migration.



	FlashStart Cloud DNS filter

	Migrated

	






Remapping examples

The following examples show how some configurations are migrated when the network interfaces of the source and destination machines do not match:


	VLAN remapping: if VLAN 20 was configured on eth1 on the source firewall and eth1 is mapped to eth2 on the destination firewall, VLAN 20 is recreated automatically on eth2.


	Firewall object conversion: if a rule used a host set named BranchOffice with value 10.20.30.0/24, the migrated rule keeps 10.20.30.0/24 directly instead of recreating the object.






Not migrated features

The following features are not migrated to NethSecurity:


	Web proxy (Squid) and filter (ufdbGuard), replaced by Content Filtering and Deep Packet Inspection (DPI) filter


	IPS (Suricata) and IPS alerts (EveBox), replaced by Intrusion Prevention System (Snort)


	UPS monitoring (NUT), available only from command line with UPS (NUT)


	System statistics (Collectd), replaced by Netdata in Real-time monitoring


	Reports (Dante), replaced by controller metrics in Metrics


	Bandwidth monitor (ntopng), built-in bandwidth monitoring is available in Real-time monitoring and through Metrics


	Fail2ban, it is replaced by Threat shield brute force attempt block feature


	Threat shield DNS, must be reconfigured manually Threat shield DNS







Custom Zones

Custom zones are rarely used in NethServer 7 and tipically for very specific tasks.
They are required to define a network segment with firewall rules different from those of the primary interface or, more commonly, to correctly manage traffic coming from a network other than the one to which the interface is connected.
These zones allow for defining specific behavior for that network segment and ensure correct routing in complex environments (e.g., a port forwarding rule with a remote host destination via MPLS or a VPN tunnel).

In NethSecurity, zones work differently from NethServer 7, offering for these cases a much simpler management.
Typically, in NethSecurity, all previous configurations made with custom zones can be easily managed without the need to recreate any custom zone, thanks to the following default behavior.

1. Policy inheritance for incoming traffic

All traffic incoming from a NethSecurity interface automatically inherits the same policies as the connected interface, regardless of the originating network. This includes automatic masquerading when traffic is destined for the internet.

Let’s look at an example:

A local interface named “office” is operating on the 192.168.1.0/24 network segment and is assigned to the “lan” zone.
A gateway with IP 192.168.1.220 is connected to the same switch as the “office” interface, providing access to the remote network 10.10.10.0/24.
The remote network 10.10.10.0/24 must use NethSecurity to reach the internet.

In NethSecurity, no additional configuration is needed, all packets sent to the “office” interface are correctly routed, even if they originate from a different network segment. Masquerading is also applied to all outbound packets.

2. No need to create new zones for different segments

Just like policies, standard rules can be applied to this traffic without needing to create a new zone. If you want to apply different policies for this segment, you can simply create standard firewall rules. For convenience, you can use a host set with the CIDR network in firewall objects.

3. Routing works seamlessly without extra rules

Routing for this specific network segment functions correctly without any additional rules or zones. In NethServer 7, it was mandatory to create a zone to ensure proper routing for incoming packets, as mentioned in the initial port forwarding’s example.



USB-to-Ethernet adapters

It may rarely happen that the NethServer 7 being migrated has a USB to Ethernet adapter connected to add a network device. These adapters should not be used in a firewall and are not supported on NethSecurity 8. However, it is possible to install certain specific drivers for experimental purposes, not for production environments. These drivers might be useful for temporarily managing the migrated firewall while awaiting hardware with all the necessary network cards. More information can be found in the network section.


Warning

If you are using these adapters, remember that they will not work until the correct driver is installed. Keep in mind that NethSecurity 8 may not have the correct driver for the adapter you are using on NethServer 7. In this case, you will need to use a different adapter.




Note

If you are using a USB to Ethernet adapter for a RED/WAN interface, be aware that you won’t be able to download the necessary modules to make it work properly on NethSecurity 8 unless you have other RED/WAN interfaces running on network cards directly connected to the motherboard.







            

          

      

      

    

  

    
      
          
            
  
Troubleshooting

NethSecurity is a sophisticated firewall system with numerous interconnected components.
While the system automates many configurations seamlessly, occasional breakdowns can occur.

You can create a support request and report issues to the Nethesis support team or the NethServer community forum.

For stable releases, you can open a ticket on the Nethesis helpdesk portal [https://helpdesk.nethesis.it] if your machine has a subscription.

For unstable releases, you can open a new thread on the NethServer community English-only forum [https://community.nethserver.org] in the NethSecurity category.
If you are a Nethesis partner, you can open a new Italian thread on the Nethesis partner community [https://partner.nethesis.it] in the NethSecurity category.

When opening a support request or reporting an issue, you should follow these guidelines to ensure a quick and effective resolution:


	Assign clear and descriptive titles to each ticket or discussion.


	Provide complete and detailed information in each request.


	Include screenshots, logs, and any other relevant information to aid in troubleshooting.


	Collaborate with the support team by providing feedback and responding to their inquiries.




1. Gather information

Before creating a support request, it’s crucial to gather as much information as possible about the issue you’re facing. This helps the support team identify and resolve the problem quickly.

Your support request should include the following:


	Your system configuration: This includes the version of NethSecurity you’re using; you can find the information inside the Dashboard page.
Please report the full version like 8 23.05.2-ns.0.0.1-beta1-96-ga759afb


	The problem you’re encountering: Describe the problem in detail, including the steps you took to reproduce it.


	Any error messages: If you receive any error messages, include them in your request.
You can use the user interface to gather this information,
or access the command line and use less /var/log/messages to find the relevant logs.


	Any changes you made: If you made any changes to your system configuration, list them in your request.


	Your desired outcome: What do you hope to achieve by contacting support?




2. Describe the problem objectively

When describing the problem, focus on objective symptoms. Avoid subjective statements like “it’s not working” or “it’s slow.” Instead, describe what happens when you perform specific actions.

Example: instead of saying “The firewall isn’t working,” you could say “When I try to access a website, I receive this error message.”

3. Respond to requests for information

If the support team asks you to perform tests or provide additional details, do so promptly and thoroughly. The more information you provide, the easier it is for them to solve the issue.

4. Communicate the outcome of the solution

Once the support team offers a solution, test it and communicate the outcome. If it resolved the problem, let them know. If not, provide additional information so they can continue investigating.

5. Don’t reboot if the problem is blocking

Avoid rebooting the system if the problem is blocking. Rebooting can sometimes worsen the issue. Instead, contact support and work with them to resolve it.

6. Multiple tickets or discussions for the same issue

It is recommended to open “n” tickets or discussions for “n” different requests, even if they relate to the same underlying problem.
While it may seem rigid and inconvenient, this approach offers significant advantages:


	Improved workload parallelization: Allows the support team to work on multiple aspects of the problem simultaneously.


	Faster resolution by specialists: Different requests can be assigned to different specialists with relevant expertise, accelerating resolution.


	More effective problem-solving: Focuses attention on each individual request, avoiding confusion and disorientation.


	Enhanced priority management: Enables assigning different priorities to each request based on urgency and impact.


	Better communication: Facilitates clear communication between the support team and you, ensuring dedicated discussion for each issue.





Gathering information from the user interface

When issues arise, the user interface (UI) displays an error message capturing the nature of the problem.

The error message provides valuable information, presenting the details of the request and the encountered error in JSON format.
To assist in diagnosing and resolving the issue, users can utilize the Copy command button.
Clicking this button allows you to retrieve the command that resulted in the error.
Simply paste this copied command into a shell to obtain more detailed information.

When reporting an error to the support team, it’s crucial to provide the following essential information:


	Copied Command:
Paste the command copied using the Copy command button.


	Execution Output:
For further assistance, execute the copied command and report the output.




If the provided information is insufficient, in extreme cases, it may be necessary to share the content of the JavaScript console if the error is present.
Follow your browser’s instructions (usually accessed by pressing F12), copy the entire console content, and paste it for a more in-depth analysis.
Your collaboration in providing accurate and detailed information ensures a more effective and timely resolution to any issues encountered with NethSecurity.
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